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ABSTRACT 

The low-throughput nature of manual scoring of polysomnography (sleep) data, both in 

terms of speed and consistency, is a major factor preventing sleep research from reaching 

its full efficiency and potential. Automated approaches developed previously have generally 

failed to provide sufficient accuracy or 'usability' for sleep scientists lacking specialist-

engineering expertise. Moreover, all earlier approaches have only been validated using 

baseline data, suggesting a failure to embed in the algorithm the robustness to remain 

effective when used to analyse the effect on sleep of treatment or disease. Finally, no single 

approach has been validated for mouse, rat and human data. Therefore, the aim of my 

research was to develop a user-friendly platform for real-time automated scoring and 

analysis of polysomnography data.  

The program is known as ‘Somnivore’ (from Latin somnus, ‘sleep’, and vorare, ‘to devour’), 

and was developed using state of the art supervised machine learning technology, with 

support vector machine (SVM) at its core, and coded as a graphical user interface (GUI)-

based solution in the Matlab™ ambient. Somnivore learns, in parallel, by surveying features 

from a variety of different inputs (including EEG, EMG, EOG and ECG) and outputs data into 

the various sleep stages (wake, NREM, N1, N2, N3, REM). The classifier is trained for each 

subject via a brief session of manual scoring. Design and development strategies were built 

around both theoretical and heuristic approaches. This led to a multi-layered system capable 

of learning from extremely limited training sets, using large input space dimensionalities from 

a rich variety of polysomnography inputs, and with rapid computational times. Validation was 

pursued to approach the numerous contentious dynamics that have led to the demise of 

previous solutions. Somnivore generalisation was evaluated at the level of canonical 

classifier evaluation metrics such as F-measure, as well as experimental end-measures 

more germane to traditional biological sleep research. Somnivore, generated superior 

generalisation, with high power, on both murine (n = 54) and human (n = 52) recordings. 

These included multiple rat strains (Sprague-Dawley, Wistar) and mouse phenotypes (wild 

type, orexin neuron-ablated transgenic), various pharmacological interventions (placebo, 

alcohol, muscimol, caffeine, zolpidem, almorexant), and in humans, both genders, younger 

and older subjects, and subjects with mild cognitive impairment (MCI). 
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Somnivore’s generalisation was also evaluated in conditions of signal challenged data, and 

provided excellent performance in all conditions using only one EEG channel for learning. 

Remarkable results were also reported for learning undertaken using only one EMG channel 

or two EOG channels. Furthermore, validation studies highlighted that a substantial part of 

the disagreement between manual and automated hypnograms was located within transition 

epochs. As Somnivore has several features geared towards the management of transition 

epochs, further control over generalisation is also possible.  

Comprehensive inter-scorer agreement analysis was conducted on human data, showcasing 

how inter-scorer agreement between manual hypnograms and their automated counterparts 

provided by Somnivore is comparable to the gold-standard of the inter-scorer agreement 

between two experts trained in the same laboratory. Results also highlighted critical 

problems within the scoring of stage N1. However, inter-scorer agreement validation studies 

also confirmed what has already been reported in the literature, that N1 is a volatile stage 

that systematically produces inadequate agreement even between trained experts, both 

within or outside the same laboratory. Accordingly, Somnivore performed as well on N1 as 

reported in the literature for manually scored data. Due to the high-throughput nature of 

Somnivore’s analyses of experimental end-measures, several novel, cautionary findings 

were extracted from the recordings provided by external laboratories for this research 

evaluations.  

Additionally, as Somnivore is also capable of scoring real-time during polysomnography 

recordings, it will facilitate the development of more advanced protocols such as biofeedback 

sleep-deprivation protocols and integrated optogenetics.  

In conclusion, Somnivore, has been comprehensively validated as an accurate, reliable, 

high-throughput solution for scoring and analysis of polysomnography data, in a range of 

experimental situations including studies of normal physiology and tests related to drug 

discovery for the improved treatment of sleep disorders and psychiatric diseases. 
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1.1.  Background 

As numerous studies have shown there is one single activity that most humans 

unwittingly perform more than work, feeding, and mating; and that is sleep (Barnes 

and Wagner, 2009; Biddle and Hamermesh, 1989), which makes all humans above 

all their respective activities and professions, mostly sleepers. In spite of this modern 

society still today often downplays the importance of sleep, often labelling it as 

slacking behaviour (Barnes, 2011). Far from a period of mere inactivity, sleep is 

characterised by high metabolic activity both in the brain and the body, and its 

importance is periodically reiterated in the laboratory. Indeed, rats die approximately 

in the same time they are sleep deprived as they do when starved (Greenspan et al., 

2001); early studies observed the same trend in dogs (Manaseina, 1893; Tarozzi, 

1899) and evidence suggests the same outcome also eventuates in humans 

(Lugaresi et al., 1986). In line with this extreme scenario, sleep abnormalities have 

been shown to follow a chicken and egg relationship with a number of co-morbid 

conditions including hypertension (Vgontzas et al., 2009), type 2 diabetes (Spiegel et 

al., 2005), obesity (Watanabe et al., 2010) and cardiovascular disease 

(Sabanayagam and Shankar, 2010). Moreover, in Australia 10.1% of all diagnosis for 

depression and 5.3% of all strokes have been identified as arising directly as a result 

of sleep disorder, as well as 4.5% of workplace injuries and motor vehicle accidents 

(Hillman and Lack, 2013). The financial impact of sleep disorder has also been 

estimated at AUD$ 5.1 billion in 2010, including AUD$ 818 million in total health care 

costs, and AUD$ 4.3 billion in indirect financial costs, such as lost productivity, 

informal care and other costs resulting from motor vehicle and workplace accidents. 

The above implications and costs derive from the extremely high prevalence of sleep 

disorders, estimated at 20 – 35% (Deloitte, 2011). Considering the pernicious health 

profile, the costs and prevalence of sleep disorders, it would be intuitive to assume 

that medical research would have invested a great deal of resources in the 

development of therapeutic solutions; unfortunately, the reality is rather dire. In fact, 

to date no cure exists for any of the major sleep disorders such as insomnia, sleep 

apnoeas, narcolepsy and restless leg syndrome, and all pharmacological palliative 

care is mostly ineffective and ridden with noxious side effects, often life threatening 
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(Chin et al., 1992; Kripke et al., 2012). This comes as a surprise considering that 

sleep research has come a long way since French scientist Henri Pieron authored in 

1913 his pioneering book “Le probleme physiologique du sommeil” effectively 

starting sleep research (Piéron, 1913). Today, paper based analogue 

polysomnography has been replaced by digital transducers and powerful computers 

capable of acquiring and process endless amount of data simultaneously from 

hundreds of different sources, and store it in sizes often as small as a USB memory 

stick. Sleep research as a field is also not small, and its size ever expanding over the 

years. In 2015 alone over 10,000 publications featured sleep in their title, up from 

6,000 in 2012 and 2,500 in 2002 (PubMed 2016). There are currently over 20,000 

registered members, between individuals and research centres/clinics, in the 

American Academy of Sleep Medicine and European Assembly of National Sleep 

Societies. This combination between a long history, substantial technological 

advances and a sizeable research community however seems so far to have failed 

to output proportionally in terms of therapeutical advancement; moreover, certain 

factors seem to have stifled the expansion of the field itself (for comparison, diabetes 

research boasted over 40,000 publications in 2015). There are a number of reasons 

for this, sleep is a phenomenon just as complex as mysterious, and hard to study 

due to its largely irresponsive behavioural manifestation, limiting the scope of most 

studies to retrospective surveys, mostly on perceived sleep quality and dreaming. 

However, since sleep is mostly amnestic in nature, not a great deal of information is 

retained after a night of sleep, therefore most of the information drawn from sleep 

studies relies on the use of biofeedback, such as electroencephalogram (EEG), 

electromyogram (EMG) and electrooculogram (EOG), amongst others. Such signals 

can provide an enormous amount of data, and in their complexity lie the biggest 

problem in sleep research as we know it: we do not fully understand them. For the 

most part, we still rely today on the rules set by sleep scientist pioneers 

Rechtschaffen and Kales in 1968 (Rechtschaffen and Kales, 1968) to identify sleep 

stages using biofeedback. While these rules received an admirably ambitious update 

in 2004 by the American Academy of Sleep Medicine (Iber, 2004) they still rely 

primarily on visual survey of changes in voltage over time. This process, known as 

manual sleep scoring, is arguably one of the biggest anomaly in biomedical 
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research, as it is still mostly performed today in the same way it was performed 

almost 60 years ago, before personal computers even existed. The fact that we have 

not yet mathematically unravelled the complexity of biofeedback has created a 

bottleneck in polysomnography data analysis, one that bears many insidious 

problems. Manual sleep scoring is a lengthy, expensive and low throughput 

procedure, extremely subjective, as every single sleep scientist is in charge for 

assigning the score, and prone to errors, due to its tedious, repetitive nature. 

Numerous attempts have been made towards the development of a reliable 

automated sleep scoring algorithm since the 1960s. Their general approach is to find 

distinctive mathematical features in the signals capable of differentiating different 

sleep stages, deploying a paradigm to divide them, either through definition of static 

thresholds or by machine learning (a branch of artificial intelligence) based 

strategies. In spite of the sophistication of many of these attempts they have all so 

far failed to become established in the field due to a number of design flaws, either 

pertaining to poor performance, excessive rigidity, insufficient user friendliness, or 

ultimately for failing to take into account the subjective nature of sleep scoring. 

Moreover, the validation applied to these algorithms was itself frequently ridden with 

flaws that thwarted the chance to gain trust of the community, ranging from low 

subject numbers, almost exclusively wild type baseline, and performance parameters 

often selected or hidden to show high performance. Finally, no automated sleep 

scoring algorithm has ever been validated across both animal and human 

recordings. This project aims to learn from all the shortcomings of the past, to 

engineer and validate a reliable and user friendly algorithm for automated sleep 

scoring of animal and human polysomnography data, named ‘Somnivore’. 

1.2.  Physiology of wake and sleep 

Both wake and sleep are highly complex neurophysiological events and involve 

coordinated activity within several brain regions, some overlapping for both 

phenomenon, while most are antagonistic. Constantin von Economo was one of the 

first to describe the distribution of wake-sleep modulating brain regions. During the 

outbreak of encephalitis lethargica during World War I, he observed that lesions in 
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two discrete brain regions lead to two radically different outcomes. Patients who 

suffered lesions in the rostral midbrain/posterior hypothalamus became highly 

lethargic, while those who suffered lesions in preoptic hypothalamic regions 

developed a severe form of insomnia that lead eventually to death (Triarhou, 2006). 

The first investigation into the neurophysiology of sleep and wake was performed by 

Bremer, using cats and after low medullary transection he noticed how sleep/wake 

cycling still persisted, while transection between the midbrain and the pons lead to 

hypersomnolence (Bremer, 1935). Following the introduction of electrophysiological 

techniques and biomolecular imaging protocols, the definition of wake and sleep, 

and their respectively active brain networks, and associated psychosomatic 

manifestations have been more reliably classified.  

1.2.1.  Defining wake and sleep 

Many philosophers and scientists alike have tried to define wake and consciousness 

with it, countless definitions have flowed, with major hurdles, since the wake state 

itself is necessary for this process defining itself. Sleep, on the other hand, is 

perceived as external to this, at least as we know it, and therefore more consistent 

definitions have converged over the years. As a result, and not without irony, 

according to the Oxford English Dictionary, currently the most widely accepted 

approach in defining wake is in fact, “the absence of sleep”(Dictionary, 2016). Sleep 

is described as a readily reversible state of physical quiescence with lowered 

sensorial awareness (Siegel, 2008), to differentiate it from coma which instead is not 

readily reversible. While sleep has one definition it is actually a diverse and complex 

phenomenon, which has over the years been subdivided into multiple stages (Silber 

et al., 2007). Healthy sleep is broadly subdivided in rapid eye movement (REM) 

sleep and non-rapid eye movement sleep (NREM). The general progression from 

wake is into wake-NREM-REM-wake cycles, usually about 90 minutes long. In 

humans NREM is itself subdivided into sub-stages. The wake state is in healthy 

individuals generally interrupted by the rise of NREM stage 1 (N1) sleep, often 

referred to as hypnagogic sleep, it represents a mixed state, of either very drowsy 

wake, or very light sleep. N1 progresses into NREM stage 2 (N2), were total loss of 

vigilance becomes consolidated. While both N1 and N2 are both considered light, 
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sleep progression into NREM stage 3 (N3) demarcates start of very deep sleep. 

Behavioural expression shared between all NREM stages in human is general 

physical quiescence, general absence of eye movement and relaxed muscle tone. 

From any of the NREM stages, although most transitions occur in N1 and N2, sleep 

usually (but not always) progresses into REM sleep. REM sleep was first reported by 

Aserinsky and Kleitman in the 1950s (Aserinsky and Kleitman, 1953; Aserinsky and 

Kleitman, 1955), and consequently became eponymously named after its main 

behavioural expression, the presence of rapid eye movements.  

1.2.2.  Rhythms of the brain 

Amongst all imaging techniques, the one that most reliably has been deployed to 

characterised wake and sleep stages in the brain is EEG, due to its minimally 

invasive nature and the fact that it can map the overall electrical activity of the cortex. 

The EEG displays voltage fluctuations arising as a result of the ionic currents flowing 

across billions of neurons, “singing” the constant flow of the electrical “voice” of the 

brain. This voice is made up of the compound spectral output of each individual 

neuron, and in terms of overall EEG this is observed as either desynchronised if 

neurons discharge at different rates, or synchronised if collections of neurons 

discharge together in so called “phase locked” fashion. Over time the EEG has been 

observed to be made up of a number of elemental phase locked frequencies, also 

known as neural oscillations. As the actuation of complex cognitive ensembles relies 

on the coordination of billions of neurons in various brain regions, neural oscillations 

provide a way for this coordination to occur, by coupling the activity of related 

neuronal populations. Furthermore, it has been suggested that integration of slow 

and fast oscillations might aid cross-modal synergy between different sensory 

streams processing information on asynchronous time scales (Schroeder et al., 

2008). Most neural oscillations are described in terms of letters of the Greek 

alphabet, namely alpha, mu, beta, delta, theta, gamma, and sigma while others 

received discrete names, usually in terms of the context they were first observed, 

including sleep spindles and K-complexes.  
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1.2.2.1.  Alpha waves 

Alpha waves occupy the 8-12 Hz range, and were the first to be described by Berger 

in 1929, who observed that alpha power is low when a subject lays with their eyes 

open, and increases as the eyes are closed (Berger, 1929). Consequent studies 

observed alpha waves attenuating in the case of specific visual stimuli and increased 

attentiveness. This inspired the idea that alpha-waves represent an “idling” 

oscillation that represents a vigil-but-immobile brain state (Adrian and Matthews, 

1934). Numerous further studies corroborated (Klimesch, 1996; Pfurtscheller, 2003; 

Ray and Cole, 1985) and then modified this idea. Now alpha waves are thought to 

play an active role in attention, mental calculation, mental imagery, short-term 

memory and sensory awareness (Halgren et al., 2002; Mima et al., 2001; Palva et 

al., 2005; Von Stein et al., 2000).  

More recently, alpha waves were proposed to play a key role in the disengagement 

of task-irrelevant brain areas (Palva and Palva, 2007). This was based on 

observations regarding two responses in the alpha range, event-related 

synchronisation (ERS), and event-related desynchronisation (ERD). ERS features 

high alpha-power, and is elicited whenever subjects block or modulate the actuation 

of responses, and arises in areas that are likely under, or are involved in, ‘top-down’ 

control. ERD, on the other hand, is low in alpha-power, and represents the 

progressive disinhibition related to complex spreading activation processes, usually 

due to salient ‘bottom-up’ stimuli, such as light hitting the retina (Klimesch et al., 

2007). While the exact location of the neural oscillators responsible for EEG power in 

the alpha range has so far proved elusive, most of the activity appears to originate 

from the occipital lobes in wake and the frontal-central regions during REM sleep. 

Activity in the alpha range has also been registered deriving from motor cortices 

during wake, but this specific oscillation has been given the denomination ‘mu wave’ 

instead of alpha, as its function is thought to be separate from that of wake/REM 

alpha.   
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1.2.2.2.  Gamma waves 

‘Gamma waves’ is an umbrella term encompassing a number of high frequency 

rhythms spanning the 30-100 Hz range. While lower frequency oscillations tend to 

spread from their direct origin to most cortical regions, gamma oscillations are more 

localised. They were first described by Adrian in 1942 as synchronous sinusoids 

between 30-60 Hz observed in the hedgehog in response to odorous substances 

(Adrian, 1942). Gamma oscillations have been extensively studied since, and their 

functional organisation has been revised over the decades through seven different 

paradigms (Başar, 2013). Gamma oscillations are generally considered as a 

hallmark of active cognition, either in wake or during REM sleep dreams, and four 

types have been reported - spontaneous, induced, evoked and emitted. 

Spontaneous gamma activity arises ‘at any point’, and is decoupled from direct 

exteroceptive or interoceptive stimuli (Başar and Özesmi, 1972; Sheer, 1984). 

Induced gamma activity is initiated but not strictly coupled to a stimulus (Adrian, 

1942; Freeman, 1975), while evoked is both elicited and directly synchronous with a 

stimulus. Emitted gamma-oscillations refer to activity that is not linked to an 

exteroceptive stimulus, but is instead generated due to wholly interoceptive 

mentation, as observed in “omitted stimulus” paradigms (Başar-Eroglu and Başar, 

1991; Bullock et al., 1990).  

Gamma oscillations are both cortical and subcortical, their cognitive functions are 

multiple, and in specific conditions they are also evoked in the vegetative state, on 

isolated neural assembles (Schütt and Ba, 1992) and even in insect brains 

(Kirschfeld, 1992). In this vast functional array, one of the most prominent functions 

of gamma oscillations is integration of parallel multimodal cognitive streams, a 

process described as the binding problem (Singer and Gray, 1995). Binding problem 

dynamics become critical in situations of high cognitive load, and accordingly gamma 

activity increases during cognitive processing (Güntekin and Başar, 2010). 

Consistently increased gamma power is observed in expert meditators (O’Nuallain, 

2009), and anomalies in coherence and reactivity in the gamma range are predictive 

of a number of psychiatric conditions, including bipolar disorder, schizophrenia and 
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Alzheimer’s disease (Başar et al., 2010; Gallinat et al., 2004; Martínez-Arán et al., 

2004).  

1.2.2.3.  Beta waves 

Beta waves occupy the 13-30 Hz range, and appear to play a key role in 

consciousness, motor control and cognitive processes. Beta power is highest at 

motor rest, and is diminished during voluntary movements (Baker et al., 1997; Baker, 

2007; Sanes and Donoghue, 1993). During preparation and execution, beta activity 

is replaced by faster oscillations such as gamma (Donner et al., 2009; Schoffelen et 

al., 2005). Interestingly, motor imagery alone can inhibit beta activity, a feature often 

exploited in the design of brain-computer interfaces (De Lange et al., 2008). 

Consistently, beta activity has been speculated to serve as an “idling oscillation” in 

the motor system (Pfurtscheller et al., 1996). However, newer theories also point to 

the possibility that beta activity might instead suppress neuronal processing of a new 

movement while confirming the current motor set, through steady-state force output 

(Pogosyan et al., 2009). Moreover, the somatosensory cortex is the main source of 

information for the parietal cortex (rich in premotor areas) in the beta band (Zhang et 

al., 2008).  

Collective evidence indicates that beta-activity might sustain the ‘status quo’ in motor 

responses, while aiding the recalibration of sensorimotor systems. This mechanism 

seems to also apply to cognitive processing, as beta-activity seems to be highest 

when preserving the current cognitive set, in conditions where the dominance of 

endogenous top-down interactions might counteract the outcome of novel, or 

potentially unexpected external (bottom-up) events (Iversen et al., 2009a; Iversen et 

al., 2009b). Conversely in settings that are mostly stimulus-driven, requiring 

exteroceptive cognitive adaptations, higher frequency oscillations, mostly gamma, fill 

the void left by diminished beta (Engel et al., 2001; Fries, 2009).   

1.2.2.4.  Theta waves 

Theta-oscillations run in the 4-12 Hz range and are strongly sinusoidal. They were 

first observed in the rabbit by Jung and Kornmuller (Jung and Kornmüller, 1938), and 

have for many decades eluded a consistent functional characterisation. Just like 
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alpha, beta and gamma oscillations, theta-oscillations are a crucial component of 

higher cognitive function. The first functional observation regarding theta-oscillations 

pertained to fear conditioning (Landfield et al., 1972), suggesting an involvement with 

memory formation. Indeed, numerous studies confirmed that theta-activity plays an 

important role in different types of learning and memory (Berry and Thompson, 1978; 

Klimesch et al., 1994; Liebe et al., 2012; Rutishauser et al., 2010; Winson, 1978), as 

well as synaptic plasticity (Hyman et al., 2003; Orr et al., 2001). While the oscillators 

for most brain rhythms are either vaguely identified or unknown, theta-oscillations 

originate in far more defined areas. Indeed, transection or inactivation of the medial 

septum abrogates theta formation (Mitchell et al., 1982; Mizumori et al., 1990), while 

spontaneous theta-activity has also been observed in various isolated hippocampal 

sections (Goutagny et al., 2009).  

These observations lead to the idea that medial septum interneurons drive 

hippocampal theta-oscillations (Hangya et al., 2009). In terms of behavioural 

correlates theta-activity increases with body movement (Vanderwolf, 1969), and is 

highest during active rather than during passive movements (Terrazas et al., 2005). 

Moreover theta-activity is associated with active sampling of stimuli, as the frequency 

of theta-oscillations is correlated with that of rhythmic sniffing and whisking in 

rodents (Ganguly and Kleinfeld, 2004; Macrides et al., 1982). The correlation 

between rhythmic behaviours and theta-oscillations suggests that every cycle of 

theta stores a discrete sample of associated sensory information (Kepecs et al., 

2006). This idea was consequently expanded, with the possibility that each theta 

cycle might contain a discrete sample of sensory information, as well as salient 

information related to motivational or emotional states (Gupta et al., 2012; Jezek et 

al., 2011). Ultimately this system has been speculated to serve as a way to package 

information ready to be stored by the hippocampus (Kepecs et al., 2006). Other than 

memory, theta-activity has been shown to play a key role in navigation, as individual 

theta cycles are thought to contain compressed spatial representations (Xue et al., 

2014), also known as theta sequences (Foster and Wilson, 2007). The compressed 

spatial information includes a code for the current location channelling the output of 

the most active hippocampal (cortical) place cells, as well as information about 
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previous and upcoming visited locations, respectively coded by earlier and later theta 

phases (Dragoi and Buzsáki, 2006; Gupta et al., 2012). Interestingly, a component of 

theta-waves also encodes information useful for strategic control during exploratory 

choices, as frontal theta is highest during navigational uncertainty, and in 

unexpected locations (Cavanagh et al., 2011). Evidence suggests that theta-waves 

are also implicated in information transfer between different brain regions during 

sensory information processing. This purported “cognitive control” (Cavanagh and 

Frank, 2014) has been observed to occur for purposes related and unrelated to 

spatial navigation, including fear conditioning and olfactory memory formation (Jones 

and Wilson, 2005; Kay, 2005). As for gamma oscillations, the cognitive importance of 

theta is highlighted by the fact that both cognitive altering conditions such as 

meditation (Xue et al., 2014) and ketamine (Lazarewicz et al., 2009) perturb theta-

power directly. Moreover, the ratio between theta and beta is increasingly been 

considered as a putative diagnostic marker for attention deficit hyperactivity disorder 

(ADHD) (Arns et al., 2012).  

1.2.2.5.  Delta waves 

Delta waves occupy the second lowest region of the EEG spectrum from 1-4 Hz, and 

canonically this frequency band has always been associated with sleep dynamics, 

since power in this range is highest during NREM sleep. However, more recently 

delta-activity has been implicated with a number of active cognitive processes, 

including the synchronisation of brain activity with autonomic processes, reward 

activity linked with motivational and atavistic defensive paradigms, higher emotional 

dynamics, and in cognitive circuitry related to vigilance and detection of reward-

driven salient stimuli (Knyazev et al., 2009; Knyazev, 2007; Knyazev, 2012). Delta 

activity has also been correlated with behavioural inhibition (Kamarajan et al., 2004; 

Knyazev, 2007; Putman, 2011), where suppression of networks that should be 

deactivated to perform the intended task is performed in a way similar to that see for 

alpha-activity in ERS and ERD (Buzsaki, 2006; Vogel et al., 1968). Furthermore, 

delta-activity represents a number of housekeeping processes occurring during 

sleep. In their famous theory of synaptic homeostasis, Tononi and Cirelli state that 

delta-activity might aid synaptic consolidation or downscaling during sleep (Tononi 
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and Cirelli, 2006), while Benington and Heller observed that delta-activity replenishes 

the glycogen used during wake (Benington and Heller, 1995). Delta-waves also play 

an active role in memory consolidation, by synchronising thalamocortical spindle 

activity with hippocampal sharp -wave ripples (HSWRs), aiding the transferring of 

reactivated information between neocortex and hippocampus (Diekelmann and Born, 

2010).  

Attempts have been made to develop a unifying theory between wake and sleep 

delta activity, with a number of authors suggesting that delta activity is highest when 

internal mentation is most prominent, as opposed to tasks involving the processing 

of external stimuli (Fernández et al., 1995; Harmony et al., 1996). Delta-activity fits 

into MacLean’s model of the ‘three brains’, elucidated in his 1990 book (McLean, 

1990). MacLean postulates that the human brain is endowed with three ‘essential 

brains’, the reptilian brain, the paleomammalian brain and the neomammalian brain, 

arranged as evolutionary strata. The deepest and oldest, the reptilian brain is 

thought to govern instinctual behaviours implicated in aggression, territorial 

dominance, and ritualistic displays. The ‘paleomammalian’ brain comprises 

cascades, responsible for motivation, feeding emotions, reproductive and parental 

behaviours.  

Finally, the ‘neomammalian’ brain is responsible of mentation involved in language, 

planning, abstraction, and perception. While original paradigms structured these 

complexes as separate strata added upon one another in the course of evolution, 

newer paradigms emphasise the conservation of segmental structures (Rubenstein 

et al., 1998). This means that all structures seen in humans are likely to have 

homologues in reptiles, which are functionally underdeveloped, producing an output 

displaying an overall different set of behaviours. As Striedter elegantly described it 

“brains are like companies – they must reorganize as they increase in size in order to 

stay functional” (Striedter, 2006). Following this paradigm, brains of species placed 

on different evolutionary strata make the most of what they have, and this is true in 

terms of oscillations signatures. Delta-activity is the dominant waveform in the awake 

reptilian brain, also known as Slow-Wave Wakefulness (Rial et al., 2010) and 

evidence suggests the human brain also regresses to such a state as the cognitive 
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infrastructure is brought progressively more inwards, to the ultimate state that is 

NREM sleep, also known as Slow-Wave Sleep (Table 1.1).  

Table 1.1. Summary of EEG rhythms across reptiles, rodents and humans 

 NREM-Sleep EEG Wake-EEG Arousal-EEG 
Reptiles No waves, or low 

amplitude delta 
Dominated by 

delta 
Increase in delta amplitude + spindles 7-

14 Hz 
Rodents Dominated by delta Dominated by 

theta 
Increase of delta amplitude + alpha 

desynchronisation 
Humans Dominated by delta Dominated by 

alpha  
Mostly alpha desynchronisation 

Table adapted from: (Knyazev et al, 2012)  

As historically, delta-range was considered as any oscillation <4 Hz, care must be 

employed when considering the early literature. More recent literature has 

progressively started to separate patterns in this range (Marshall et al., 2006), and 

has observed how frequencies below 1 Hz might in fact constitute a separate set of 

oscillations (Steriade et al., 1993), referred as ultra-slow oscillations (USO). The 

difference between delta-activity and USO extends to both their functional 

expression and their origin. In fact, while USO are thought to originate directly within 

cortical circuits, delta-oscillations are thought to derive from intrinsic rhythms within 

thalamocortical neurons as well as intra-cortical networks (SteriadeM, 2005). 

Moreover, in the human EEG, power density in the USO and delta range differ in 

distribution throughout the night (Achermann and Borbely, 1997) and in reptiles 

delta-activity while dominant during wake, disappears in sleep, substituted by USO 

(table 1.1) (Knyazev, 2012). 

1.2.2.6.  Sleep spindles 

Sleep spindles, also referred to as sigma-oscillations, occur in the 10-15 Hz range, 

and hence overlap both alpha and beta ranges. However, these oscillations appear 

very different at the EEG level. In fact, as the name suggests, sleep spindles are 

discrete and episodic in nature, lasting ~0.5 to 3 seconds, and are recognised as ~5 

to 20 successive deflections of the human EEG. Such deflections display their 

biggest amplitude at the middle of the event, progressively increasing before and 

diminishing after (“waxing” and “waning”), therefore prompting the name “spindles” 

(Lüthi, 2013) (figure 1.1).  
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Figure 1.1. Shape of a standard sleep spindle 
Sleep spindles in the unfiltered EEG (top graph) and 10-15 Hz band-pass filtered EEG 
(bottom graph). Figure adapted from (Lüthi, 2013).   

By analysing a number of lesion studies, Steriade et al. observed that the main 

spindle pacemaker resides in the thalamic reticular nuclei (TRN) (Fuentealba and 

Steriade, 2005). Spindle generation follows a similar course of initiation as burst-

firing of thalamocortical (TC) neurons onto the cortex (Fuentealba and Steriade, 

2005). The main difference is that sleep spindle generation seems to be triggered in 

the opposite direction, as the stimulus arises from cortico-TRN projections, 

suggesting that sleep spindles are part of interoceptive dynamics as opposed to 

exteroceptive ones, consistent with their nature as a sleep oscillation (Fuentealba 

and Steriade, 2005).  

The dominant position of cortico-TRN fibres in initiating burst firing is key to the 

temporal coordination of sleep spindles with other sleep oscillations. In fact, sleep 

spindles occur in temporal coherence with USO activity. As USO are very high in 

amplitude (>10 mV), the up-state coincides with repetitive action potentials 

propagating across all cortical layers, in turn initiating a strong excitatory feedback 

via cortico-TRN fibres (Sanchez-Vives and McCormick, 2000). Cortical oscillations 

therefore elicit periodic excitatory stimuli onto TRN and TC neurons, and accordingly 

intra-thalamic reverberations, resulting in widespread spindle generation. However, 

notably, sleep spindles are also reported independently from slow rhythms, often in 

localised cortical areas (Nir et al., 2011). While sleep spindles are distinctive of N2 in 
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humans, in rodents they are predominant when delta-activity is low, and occur about 

~30 seconds prior to NREM-REM sleep transitions due to TRN burst discharge 

(Astori et al., 2011; Wimmer et al., 2012). Sleep spindles seem to serve several 

functions. In particular, as sleep spindles appear to be extremely effective at vetoing 

cortical sensory activation, they add resilience to the sleep state, and arousal 

threshold appears to be higher when subjects are generating sleep spindles than 

otherwise (Yamadori, 1971). Furthermore, event-related potentials, which presents 

themselves in the EEG as a result of sensory stimuli, appear distorted in NREM 

sleep, but appear even more so when concurrent with a sleep spindle (Cote et al., 

2000). Finally, imaging in the auditory cortex showed protracted activation during 

NREM sleep, but was effectively nil during sleep spindles (Dang-Vu et al., 2011). 

Since sleep spindles often arise in the presence of cortical up-states it is possible 

that they are generated to promote sensory abrogation, effectively enhancing the 

robustness of the sleep state when it is most vulnerable to sensory responsiveness.  

Sleep spindles are also thought to play a major role in memory consolidation during 

sleep. Accordingly, sleep spindles are highly correlated with HSWRs, which run at 

140-200 Hz and are recorded during quiet wakefulness as well as during NREM 

sleep. HSWRs are thought to represent the reiteration of firing patterns recorded 

during exploration, potentially aiding the formation of memories (Rasch and Born, 

2013). Sleep spindle density has been shown to increase following declarative 

memory tasks, without changes to the overall sleep structure or power in any of the 

other sleep oscillations (Gais et al., 2002; Schabus et al., 2004). Moreover, sleep 

spindle density increases locally in areas involved in learning (Johnson et al., 2012), 

and their increase linearly correlates with performance improvement (Mednick et al., 

2013), as well as with overall learning capacity and measures of intelligence (Gruber 

et al., 2013). Interestingly, in one study pharmacological augmentation of sleep 

spindle density enhanced recognition of negative and high-arousal memories, 

potentially suggesting a distinct role within emotional memory formation (Kaestner et 

al., 2013). Consistently, aberrations in healthy sleep spindle dynamics, both in 

density (Ferrarelli et al., 2010) and HSWRs synchrony (Phillips et al., 2012) have 
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been associated with schizophrenia, confirming how schizotypal manifestations 

might be due to impaired cortico-thalamic communication (Vukadinovic, 2011).  

1.2.2.7.  K-complexes 

K-complexes are low frequency oscillations (<1Hz), and the largest events 

detectable in the healthy human EEG (Cash et al., 2009). They were first observed 

in the 1930s by Loomis and colleagues, who were able to elicit them in patients by 

auditory stimuli such as knocking on the door of the experimental room (Loomis et 

al., 1938). Although being able to record such events spontaneously, they 

nonetheless named this newly discovered waveform, the knock-complex 

(abbreviated as K-complex). K-complexes are displayed as brief negative high-

amplitude spikes, followed by a slower positive peak, and terminated by a final 

negative spike, which then rapidly recovers towards zero (Happe et al., 2002). 

Amzica and Steriade analysed this waveform in detail, and found striking similarities 

between the negative and positive half-waves of K-complexes and the up and down 

states of USO, which lead them to speculate that the two events might be identical 

phenomena (Amzica and Steriade, 1997; Amzica and Steriade, 2002). Consistent 

with the ‘distribution’ of USO, K-complexes are mostly distributed in frontal regions, 

and are elicited by any sensory modality, as well as being spontaneously observed 

in all NREM sleep stages (Bastien and Campbell, 1992; Cote et al., 1999; Sallinen et 

al., 1994; Ujszászi and Halász, 1988). While the existence of spontaneous K-

complexes is widely accepted by sleep scientists, it has also been reported that it 

may be impossible to ascertain their true aleatory nature, since they could still be 

elicited by unknown internal sensory inputs, such as gastric or respiratory inputs 

(Fushimi et al., 1998; Niiyama et al., 1996). 

The exact functional significance of K-complexes has eluded scientists since Loomis’ 

discovery, and it is proposed that K-complexes follow the dual ‘Janus-faced’ profile 

of NREM sleep, embodying its twin homeostatic and reactive properties (Halász, 

2005). Essentially, K-complexes can either promote wake or protect sleep according 

to the homeostatic drive, described by the ‘wake or not to wake paradigm’ (Jahnke et 

al., 2012). In this configuration K-complexes appear to fulfil the opposite function to 
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sleep spindles, and since they seem to cluster together efforts have been made to 

prove a possible antagonistic interaction between them, but so far no functional 

correlation has been found (Crowley et al., 2004). Nonetheless, in exact contrast to 

sleep spindles, auditory stimulation concurrent with wake promoting K-complexes 

elicited stronger cortical activation than without (Czisch et al., 2009). As homeostatic 

drive for deeper sleep increases, the characteristics of K-complexes change. Instead 

of eliciting wake, their triggering translates into the generation of delta-activity, a 

process known as “post-arousal hyper-synchrony”. This phenomenon, also known as 

slow wave “injection” (Halász et al., 2014), has been reported to occur with all inputs 

via the sensory system (Ngo et al., 2013), or via extra-cerebral electrical (Halasz and 

Bódizs, 2012) or magnetic brain stimulation (Massimini et al., 2007). 

During NREM sleep, slow wave “injection” provides a homeostatic supplementation 

of the slow waves required, using sensory input to aid integration. The system is self-

reinforcing according to which side of the sleep homeostatic drive K-complexes are 

elicited. If they are on the arousing side, each K-complex enhances arousal, which in 

turn increases the chance of developing a further K-complex, eventually making 

awakenings more likely. On the sleep-enhancing side, each K-complex generates a 

bout of delta-activity, which might provoke a further K-complex. As a result, K-

complex clustering is often seen as a forerunner of slow wave sleep (SWS). 

As hyperpolarisation at thalamic reticular and relay nuclei increases, the frequency of 

sleep promoting K-complexes increases, until hyperpolarisation is enough to trigger 

the transition into slow-wave sleep, predominantly dominated by high delta-activity 

and an absence of K-complexes. At that stage, K-complexes are thought to 

synchronise fully with slow wave oscillators as single slow wave responses and 

therefore disappear from the EEG (Cash et al., 2009; Halász, 2016). In agreement 

with the synaptic homeostatic purposes of delta-waves, K-complexes are also 

thought to play a role in the preservation of the signal-to-noise ratio of synapses 

(Tononi and Cirelli, 2006).  
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1.2.3.  Mechanisms of wake/sleep control  

Sleep and wake bouts are organised to preserve a 24-hour arrangement, known as 

the circadian clock (from the Latin circa [approximately] - dian [day]), and are finely 

tuned to respond with homeostatic compensations for sleep deprivation, and 

changes in metabolism, as well as mental and physical workload. The system is 

thought to be operated through two main mechanisms, termed Process C and 

Process S (Manthena and Zee, 2006). Process C is responsible for the maintenance 

of the 24 h organisation of sleep, also known as chronotype (Czeisler et al., 1999). 

The chronotype schedules when sleep is to occur, and the distribution of all the 

sleep stages across the 24 h day. Process C is entrained by sunlight and specific 

cells in the lower part of retina, called photosensitive retinal ganglion cells (pRGCs), 

detect the blue range of the light spectrum. Until recently sunlight was virtually the 

only source of blue light, and pRGCs evolved to contain a specific photo-pigment 

sensitive to blue light, named melanopsin (Provencio et al., 1998). Signals 

originating in pRGCs travel via the retinohypothalamic tract directly into the 

suprachiasmatic nucleus (SCN) of the hypothalamus, which represents the master 

pacemaker of Process C, (Gooley et al., 2001). The SCN has a core and shell 

region, the former containing rhythmic neurons, and the latter containing mostly light-

processing neurons. All neurons in the SCN discharge in a 24-h rhythm associated 

with rhythmic transcription of genes such as CLOCK (Reppert and Weaver, 2002; 

Takahashi et al., 2008). This rhythmic pattern remains robust for a period after 

cessation of light input, after which the cycle becomes ‘free running’, and keeps 

progressing forward every day. This is because the 24-h clock in humans is actually 

slightly longer, 24.18 h on average (hence the circa in circadian), consistent with that 

of other species (Czeisler et al., 1999), most likely to account for the fact that one 

earth day is actually slightly longer than 24-h. In the absence of light, the SCN can 

still entrain to other cues, including strict feeding times and social events.  

Melatonin is the hormone that produces Process C-related somnogenic effects 

outside and within the brain. It is released by the pineal gland under direct SCN input 

and the SCN is sensitive to changes in the circulating concentration of melatonin. 

Exogenous melatonin is sufficient to entrain the SCN, as demonstrated in a study in 
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blind patients (Sack et al., 2000). The SCN also projects monosynaptically and 

polysynaptically to most sleep-related nuclei in the brain, and regulates their activity. 

Interestingly, the SCN also projects to its contralateral homologue (Pickard, 1982). 

While the SCN is the most prominent component of Process C, evidence in SCN-

lesioned rats highlights the existence of circadian oscillators outside the SCN. While 

their location is largely unknown, they are able to sustain a stable Process C, albeit 

often longer than 24-h, and can be entrained by strict food schedules (Honma et al., 

1989; Stephan et al., 1979), or chronic amphetamine treatment (Honma and Honma, 

2009; Honma et al., 2008).  

Orexin (hypocretin) neurons may represent oscillators outside the SCN, as 

cerebrospinal fluid (CSF) levels of orexin-A (Hcrt1) oscillate in a circadian fashion, as 

well as in response to sleep deprivation. However, it has not yet been established if 

orexin-A levels vary solely due to the circadian clock, or ‘homeostatically’ or both, or 

simply due to increased locomotor activity (Deboer et al., 2004; Fujiki et al., 2001; 

Wu et al., 2002; Zeitzer et al., 2003).  

Process S governs homeostatic sleep drive, and functions both in conjunction and 

independently from Process C. In fact, animals made arrhythmic by SCN lesions still 

express sleep homeostasis (Tobler et al., 1983; Trachsel et al., 1992). Process S 

changes according to time spent in sleep/wake, increasing with accumulated 

wakefulness, and decreasing exponentially in response to sleep. The neural 

substrates of Process S remain elusive, but evidence points to the possible 

involvement of neurons in the median preoptic area (MnPO), neuronal nitric oxide 

synthase (nNOS)-containing interneurons and the neuromodulator, adenosine (AD). 

The MnPO is chiefly a GABAergic nucleus and sleep active (Suntsova et al., 2007; 

Suntsova et al., 2002) and projects to most wake-active regions, (figure 1.2), 

including orexin-A neurons (Uschakov et al., 2007). Strikingly, Fos 

immunohistochemical studies demonstrate that MnPO activation increases in 

conditions of total sleep deprivation prior to sleep onset (Gvilia et al., 2006b) and 

after selective REM sleep deprivation (Gvilia et al., 2006a). 
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Recent studies have also identified the involvement of a cortical population of nNOS 

positive interneurons as a player in the dynamics played by Process S. While most 

cortical neurons transcribe Fos in wakefulness, nNOS-positive interneurons do so 

selectively during sleep (Gerashchenko et al., 2008). These cells also express the 

substance P receptor, NK1, and they are the only nNOS-positive interneurons 

identified to be sleep-active (Pasumarthi et al., 2010).  

 

Figure 1.2. Efferent projections of the MnPO 
Diagram of MnPO projections that promote sleep. Solid lines (arrows) represent excitatory 
projections; dotted lines/arrows represent inhibitory projections. Nuclei coloured red promote 
wake; the VLPO, colour dark blue, promotes sleep. Figure adapted from (McKinley et al., 
2015). 

Furthermore, they are contacted by sleep-associated cholinergic (Vaucher et al., 

1997) and serotonergic neurons (Cauli et al., 2004) and project remarkably long 

(over 2 mm) cortico-cortical projections (Higo et al., 2009; Higo et al., 2007; Tomioka 

et al., 2005; Tomioka and Rockland, 2007), making them an extremely unique 

interneuron population.  

Corroborating their involvement in process S studies showed a positive correlation 

between their firing and NREM bout length, NREM EEG energy in delta range 

(NRD,1-4 Hz) (Morairty et al., 2013), and sleep pressure (Dittrich et al., 2015). 

Moreover, in mice a nNOS null mutant fragments NREM, decreases NRD, while 

potentiating wake delta energy; and renders mice drowsy, while decreasing the 

overall response to sleep deprivation. Therefore, cortical nNOS-positive interneurons 
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appear strong candidates for process S integration of state-dependent networks, 

EEG slow wave activity, and overall homeostatic sleep pressure (Kilduff et al., 2011).  

Finally, adenosine is a strong somnogenic neuromodulator and regarded as another 

key player in process S (Landolt, 2008). Adenosine is the final metabolite of 

adenosine triphosphate (ATP) consumption, its extracellular concentrations increase 

with protracted wakefulness and decrease in recovery sleep (Porkka-Heiskanen et 

al., 1997), highlighting the possible involvement of sleep in restoring brain energy 

stores (Benington and Heller, 1995; Scharf et al., 2008b). Corroborating the potential 

role of adenosine as a process S somnogen is the fact that most if not all its 

concentration increase/decrease in response to wake/sleep is selectively localised in 

the basal forebrain (BF), which is highly sleep-correlated, and the cortex (Porkka-

Heiskanen et al., 2000; Porkka-Heiskanen et al., 1997). As adenosine 

concentrations rise so does transmission at its cognate receptors A1 and A2a, A2b 

and A3. 

Methylxanthines such as caffeine act as an antagonist at all adenosine receptors 

(Yanik et al., 1987), and therefore their wake promoting effects are thought to be due 

to direct inhibition of Process S via adenosine receptor blockade. The actual source 

of wake-associated adenosine in the cortex and BF has so far proved elusive, but 

inducible nitric oxide synthase (iNOS) in cholinergic BF neurons (Kalinchuk et al., 

2006; Kalinchuk et al., 2011), as well as astrocytes in the cortex (Halassa et al., 

2009; Schmitt et al., 2012) seem to play a key role. The latter suggest the possibility 

that glial-neuronal interactions might constitute an important component in the 

regulation of sleep homeostasis (Magistretti, 2006; Petit et al., 2013). Process C and 

Process S are often displayed superimposed, as is the case in figure 1.3 (adapted 

from (Koo and Kim, 2013)). Process C is usually plotted as a function of core body 

temperature or melatonin blood concentration, while Process S is plotted as a 

function of slow wave activity in sleep and theta activity in wake (Borb and 

Achermann, 1999). Traditionally, Process C and Process S have been thought to 

interact mostly at discrete points. Sleep is triggered when Process S intercepts the 

upper threshold of Process C, and natural rousing occurs at the trough of Process C 

and S, believed to occur via the sudden release of orexin-A. In monophasic sleep, 
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this is thought to occur twice in the circadian cycle, and more frequently in conditions 

of polyphasic sleep, as observed when humans undertake continuous bedrest. More 

recently, the system has been reviewed in light of mounting evidence that the system 

is more complex and interconnected than previously thought, with a number of 

studies suggesting (as suggested for orexin-A) that both Process C and Process S 

might affect each other’s progression (Boivin et al., 1997; Dijk and Archer, 2010; 

Folkard et al., 1999; Vyazovskiy et al., 2007).  

 

Figure 1.3. The two-process model of sleep regulation  
Dashed black line represents process C; solid blue line represents process S; solid red line 
represents the effect of sleep deprivation on process S, solid purple line represents the 
effect of napping on process S.  

1.2.4.  Neurophysiology of wakefulness  

Just over a decade after Brerner findings, Moruzzi and Magoun stimulated the 

midbrain directly with electricity, observing cortical activation (Moruzzi and Magoun, 

1949). This study represented the first step in identifying a complex collection of 

wake-active nuclei and was followed by a plethora of studies. This network is now 

known to comprise the laterodorsal tegmental nuclei (LDT), the pedunculopontine 

tegmental nuclei (PPT), the locus coeruleus (LC), the BF, raphe nuclei, 

tuberomammillary nucleus (TMN), substantia nigra (SN), ventral tegmental area 

(VTA), periaqueductal grey (PAG), and the more recently described medial 

parabrachial nucleus (MPB). All structures contribute to a network first suggested by 

Moruzzi and Magoun, and now commonly known as the ‘ascending reticular 

activating system’ (ARAS) (Brown et al., 2012; Carter et al., 2010; Fuller et al., 2011; 
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Ito et al., 2013; Jones, 2005; Kaur et al., 2013; McCarley and Steriade, 2005; Saper 

et al., 2001). The ARAS is designed for stability and resilience in order to maintain 

stable wakefulness, and most of its components maintain numerous anatomical 

interconnections as well as parallel innervations, providing redundancy and 

robustness to the network (Blanco-Centurion et al., 2007; Brown et al., 2012; Saper 

et al., 2001). An active ARAS creates in wakefulness an environment rich in most 

neurotransmitters, whose concerted action modulates the stream of information 

coming from sensory afferents around the body (exteroceptive flow) into the brain, 

and ultimately into the cortex for further integration and functional response (the 

interoceptive flow). This creates the basis for the highly desynchronised EEG seen in 

wake, arranged mostly in power spectra within alpha, beta, theta and gamma. 

Different spinal and bulbar tracts (with the exception of those responsible for 

olfaction) are routed into the thalamus, and from there a reciprocal transfer to the 

cortex coordinates information around the brain.  

The thalamus organises this ‘gatekeeping’ and transmission through chiefly three 

dedicated components, corticothalamic projections (CTP), thalamocortical relay 

nuclei (TCN), and thalamic reticular nuclei (TRN). CTPs project from the cortex to 

TCN and TRN, and both excites them through direct glutamatergic transmission and 

inhibits them through polysynaptic inhibitory circuits. TCNs relay information from 

afferents to the cortex for higher function processing, and send collaterals to the 

TRN. TRN project back to the TCN, effectively creating an intra-thalamic inhibitory 

feedback circuit. Importantly, the TRN are organised into partially overlapping 

sensory areas receiving topographically arranged afferent input from auditory, visual, 

gustatory, visceral, somatosensory, motor and limbic circuitry (Pinault, 2004; 

Zikopoulos and Barbas, 2007). During wake, depolarised TCN neurons display a 

mixed “tonic” and “burst” firing rate, the former a steady stream of unitary action 

potentials, while the latter is clusters of 2-6 action potentials (figure 1.4). 
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Figure 1.4. Tonic and burst firing of a TCN cell  
Intracellular recording of a TCN cell in vitro. A) At -59mV of membrane potential the cell 
responds in tonic mode to injection of a 3nA current. B) at -70mV of membrane potential the 
cell responds in burst mode. Adapted from (Sherman, 2005).  

The tonic firing mode is proposed to represent the steady flow of information coming 

from sensory afferents, while the burst mode is thought to deliver shots of highly 

arousing inputs to the cortex for enhanced response to sudden stimuli (Sherman, 

2005). This represents the “open” state of the thalamic sensory gate, paramount for 

the cortical processing of the exteroceptive flow, characteristic of the wake state. The 

primary activating stimuli to the thalamus to retain its “open” tonic state is delivered 

by cholinergic nuclei such as the LDT and the PPT, as well as reticular cholinergic 

and monoaminergic neurons scattered through the brainstem (Moruzzi and Magoun, 

1949; Steriade et al., 1982). Lesions to this network disrupt the “open” state of the 

thalamus, bringing the development of USO activity in the cortex, loss of 

consciousness and ultimately coma (Stewart et al., 1984). While crucial for 

information transfer and maintenance of vigilance, the ascending reticular activating 

system alone cannot support it, in fact as well as acetylcholine, several other 

excitatory neurotransmitters are needed to maintain arousal, notably 
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noradrenaline/norepinephrine (NA/NE), serotonin (5-hydroxytryptamine, 5-HT), 

histamine (HA) and dopamine (DA). Other than the ascending reticular activating 

system, the LC is arguably the most prominent player of this support network (figure 
1.5) (Moszczynski and Murray, 2012). This small nucleus deep in the rostral pons is 

rich in neuromelanin, giving it its strong pigmentation (coeruleus means sky-blue in 

Latin), and it is indicative of its chemical content. Neuromelanin is a by-product of 

noradrenaline polymerisation, and neurons in the LC synthesise a large amount of 

this transmitter. The key role of noradrenaline in sustaining vigilance is highlighted by 

the fact that cooling the LC induces sleep, while lesions produce coma (Jouvet, 

1972).  

Serotonin is synthesised in the dorsal raphe nucleus (DRN), and antagonism of 5-HT 

receptors leads to sedation (Kaynak et al., 2004), while 5-HT receptor agonists, as 

well as 5-HT reuptake inhibitors lead to arousal (Callaway et al., 1990; Gold and 

Koob, 1989; Green et al., 1976). The TMN is the primary histaminergic nucleus in 

the central nervous system, and it is mostly active during wake (Vanni-Mercier et al., 

1983). Consistently, histamine injected intraventricularly promotes arousal (Monnier 

et al., 1970) and TMN lesions produce a deep state of hypersomnolence (Sallanon 

et al., 1988). Dopamine is also an arousal transmitter but its role somewhat less well 

understood. During wakefulness neurons expressing tyrosine hydroxylase, an 

enzyme responsible for dopamine synthesis, also express augmented levels of the 

immediate early gene c-fos, suggesting a role in vigilance (Léger et al., 2010). 

Moreover, the wake-promoting effects of the drug modafinil are abrogated if a 

dopamine receptor antagonist quinpirole is co-administered, further corroborating 

this idea.   
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Figure 1.5. Wake-promoting networks 
Pink shaded areas and magenta filled nuclei represent areas of the brain active during wake. 
The LHA, which is purple-filled, is the main source of orexin (hypocretin, Hcrt) neurons that 
project to most wake-promoting nuclei. Figure adapted from (Richter et al., 2014). 
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1.2.5.  Neurobiology of sleep 

The characterisation of sleep-associated neural networks occurred later than that of 

wake networks, mostly due to the elusive manifestation of sleep. About a decade 

after his midbrain stimulation studies, Moruzzi with Batini decided to explore the 

sleep component of Brerner findings, and observed that severing the pons above the 

trigeminal nerve leads to irreversible insomnia (Batini et al., 1958). The specific 

nuclei involved in that effect remained elusive for another 50 years, until very 

recently the medullary parafacial zone (PZ) next to the facial nerve was identified as 

the putative nucleus highlighted in Batini and Moruzzi’s study, thanks to 

electrophysiological, anatomical, optogenetic and chemogenetic studies (Anaclet et 

al., 2014; Anaclet et al., 2012). Sleep related findings from von Economo were 

further pursued by Nauta in 1927, who observed that anterior hypothalamic lesions 

destabilised wake and sleep (Nauta, 1947). Consequently McGinty and Sterman 

concluded that preoptic and BF lesions increased wake, while stimulation decreased 

sleep latency (Sterman and Clemente, 1962) and from their tract tracing, lesion, 

electrophysiological and Fos activation studies, finally identified the ventrolateral 

preoptic area (VLPO) and the MnPO as major sleep-active areas. The VLPO, also 

known as the “sleep switch”(Lu et al., 2000; Saper et al., 2001), is rich in the 

inhibitory transmitter GABA and neuropeptide galanin, and both the VLPO and the 

MnPO have mutual monosynaptic and polysynaptic connections with most of the 

wake-associated network. This creates the basis for a mutually exclusive flip-flop 

switching of wake and sleep-associated networks (Chou et al., 2002; Gong et al., 

2000; Lu et al., 2002; Lu et al., 2000; Sherin et al., 1996; Suntsova et al., 2002; 

Szymusiak et al., 1998). As sleep pressure increases due to circadian timing and 

wake accumulation, so do the indicators of Process C and S respectively, both 

progressively increasing their excitation at the VLPO and MnPO, both directly and 

indirectly via inhibition of the wake-associated network. Process C mostly does so 

via activation of the VLPO, as the SCN is afferent to it. Concomitantly, orexin levels 

decrease, and melatonin levels increase, both providing further somnogenic drive. 

Process S crosses the hypnotic threshold as the result of more sleep-associated 
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cascades coming into play. Firstly, the MnPO becomes progressively more activate 

in response to cumulative wakefulness, then adenosine potentiates the VLPO via 

excitatory A2A receptors, and inhibits the BF, orexin neurons, cortex and brainstem, 

mostly via inhibitory A1 receptors (Bjorness et al., 2009; Dunwiddie and Masino, 

2001; Huang et al., 2005; Scharf et al., 2008b; Urade et al., 2003). Two outcomes 

result from this activation, first the VLPO and MnPO produce a powerful inhibitory 

input into the thalamus, and secondly cholinergic and other monoaminergic nuclei 

become silenced (table 1.2). 

Table 1.2. Wake, NREM and REM activity of key nuclei and associated 
neurotransmitters  

Locus Neurotransmitter Wake Activity NREM Activity REM Activity 
LDT+PPT ACh + - + 

DR 5-HT + - - 
LC NA/NE + - - 
SN DA + - + 

TMN HA + - - 
VLPO GABA - + + (eVLPO) 
MnPO GABA - + + 

 

The ultimate effect of these changes is disruption of the exteroceptive flow, both in 

content and intensity. Intensity is diminished via cessation of direct excitatory input 

via cholinergic and aminergic transmission, while content is removed via triggering 

the “closed” state of the thalamus. This occurs at the level of TCN neurons when 

they are sufficiently hyperpolarised, and results in cessation of tonic firing and the 

continuous transmission of sensory afferent information. Burst firing remains, and is 

again triggered by sensory input. This produces a “wake-up call” to arouse the cortex 

in the eventuality of strong sensory stimuli (Massaux et al., 2004; Swadlow and 

Gusev, 2001), which are likely to be important for survival. Once somnogenic drive 

becomes strong enough to trigger a transition into sleep the VLPO and MnPO 

become activated, providing strong inhibition to most wake-sustaining nuclei, 

themselves also directly inhibited by Process C and S. This triggers the closed, burst 

mode of the thalamus, blocking continuous transmission of sensory information, as 

well as blocking the release of excitatory neurotransmitters within the cortex. This 

outcome has been described as a state of functional decortication (Rial et al., 2007), 
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resulting in the plummeting of EEG power spectra in alpha, beta, theta and gamma 

frequencies, the progressive rise of delta/USO activity, and ultimately the officially 

transition into sleep stage N1. At this stage, ‘rousing’ can still be readily achieved, 

slow eye movements can still be recorded, and to a limited extent, vigilance is 

preserved. Being a mixed state, brain mechanisms governing consciousness across 

wake and sleep overlap in NI. Accordingly, this is the state where most hypnagogic 

hallucinations occur, which are thought to be dream imagery intrusion in the lucid 

state. As N1 progresses into N2, vigilance is mostly abrogated, muscles further 

relax, eyes stop moving, and potent hyperpolarisation with TRN and TCN promotes 

the rise of sleep spindles along with K-complexes in the EEG. As hyperpolarisation 

at thalamic and wake-promoting nuclei reaches maximum levels, sleep spindles and 

K-complexes disappear, delta and USO activity invades the cortex, signalling a 

transition into N3, also known as deep sleep. Within the EEG, this is the most 

different spectral composition from that normally observed in wake, and functional 

decortication reaches its strongest expression. While electrophysiological dynamics 

in N3 would suggest a brain devoid of most components necessary for what we 

define as ‘mentation’, evidence points to the contrary, questioning the legitimacy of 

N3 being a functionally decorticated state, or ultimately the functional relevance of 

the neocortex in the first place. In fact, while slow wave activity dominates the EEG 

during N3, and the activity of several components of the default mode network is 

altered, complex abstract thinking seems to be preserved. Indeed, during N3, 

dreams have been widely reported, and while some studies reported differences to 

dreams in REM sleep, indistinguishable reports have also been produced (Cavallero 

et al., 1992; Uguccioni et al., 2013). Moreover, N3 is the state in which most 

somnambulism events occur (Zadra et al., 2013), itself a very complex and 

interactive behavioural/cognitive state, suggesting that even in the deepest of sleep 

states much of what makes us ‘thinking individuals’ is preserved. Once the need for 

slow wave activity has been fulfilled, N3 usually reverts to N2 or N1, and from there, 

if conditions allow, the brain can switch into REM sleep.  

This one-way switching is regulated by a network of cholinergic neurons known as 

REM-on, which is antagonised by a monoaminergic network known as REM-off. The 
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latter is comprised mostly of the aminergic nuclei already described in the wake-

promoting network, and their activity is largely unchanged between NREM and REM 

sleep. REM-on cells, on the other hand, constitute the cholinergic branch of the 

ARAS in the medial pons, chiefly the more rostral PPT and LDT, projecting to 

another REM-on node, the sublaterodorsal and precoeruleus tegmental nucleus 

(SLD/PC), as well as the adjacent nucleus pontis oralis (Brown et al., 2006; Greene 

et al., 1989). Indeed, the pons has been described to be both necessary and 

sufficient to generate REM sleep (Siegel et al., 1983; Siegel et al., 1984), especially 

its laterodorsal aspects (Katayama et al., 1984; Sastre et al., 1981) which contain 

LDT and PPT. Therefore, REM sleep is a state dominated by cholinergic activity in 

the brain, and very low aminergic transmission. Consistently, injections of the 

cholinergic agonist carbachol into the dorsolateral pons results in a prolonged REM-

like state, and pontine acetylcholine levels are highest in REM sleep compared to 

wake or NREM sleep (Kodama et al., 1990). It is important to note that while this 

view points to mostly aminergic REM-off cells and pontine cholinergic REM-on cells, 

more recently these networks have been extended to include additional brain regions 

(McCarley, 2004; McCarley and Massaquoi, 1992; McCarley, 2007), as well as 

GABAergic and glutamatergic neuron populations (Lu et al., 2006; Luppi et al., 

2013). At the level of the EEG, REM sleep and wake are strikingly similar, and 

historically the REM sleep state was named ‘paradoxical sleep’. One of the most 

striking differences, however, is muscle tone, which changes from relaxed in NREM 

sleep transitions to flaccid atonia in REM sleep (Burgess et al., 2008), with the 

exception of the diaphragm and oculomotor muscles. Output from the cholinergic 

dorsolateral pons controls the physiological expression of REM sleep, including EEG 

desynchronisation and augmented theta-activity, ponto-geniculo-occipital waves, 

rapid eye movement and skeletal muscle flaccid paralysis. Accordingly, lesions of 

the SLD/PC induces a state of dream enactment in cats, whereby REM sleep is 

sustained without paralysis (Henley and Morrison, 1974; Jouvet and Delorme, 1965). 

SLD/PC neurons send glutamatergic projections to the spinal cord, where they 

mediate inhibition at local α-motor neurons, either through GABAergic/glycinergic 

mechanisms (Chase et al., 1989) or via local inhibitory circuits in the ventral horn 

(Krenzer et al., 2011). Moreover, glutamatergic input has also been shown to 
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mediate baseline muscle tone observed in wake and NREM sleep (Burgess et al., 

2008). This robust signalling system has evolved to rely on several neural pathways 

that can compensate each other in case of singular pathway malfunction. This has 

been demonstrated by Brooks et al in 2008, and then confirmed in 2012; as only 

when both metabotropic GABA-B, and ionotropic GABA-A/glycine receptors are 

blocked, is REM sleep paralysis abrogated (Brooks and Peever, 2008; Brooks and 

Peever, 2012). In humans, damage of this system, in spite of the aforementioned 

functional convergence, leads to the pathogenesis of REM behaviour sleep disorder 

(RBSD), (Schenck et al., 1987). On the other hand, when REM sleep paralysis 

pathologically intrudes into wake, as is the case in disease narcolepsy, it is termed 

cataplexy (Okun et al., 2002).  

REM is terminated by the so-called REM-off regions, which constitute mostly 

aminergic nuclei, although more recently the ventrolateral periaqueductal gray 

(vlPAG) and the lateral pontine tegmentum (LPT) have been added to the network, 

since lesion studies produced increased REM sleep. A simplified flip-flop switch has 

been proposed for REM sleep control, where the SLD/PC sends inhibitory 

GABAergic input to the LPT/vlPAG and vice versa, with an additional layer of control 

provided by the VLPO. Indeed, the VLPO is compartmentalised into two 

components, the extended VLPO (eVLPO) and the VLPO cluster (cVLPO), 

respectively, part of the REM-on and the REM-off networks. Indeed, while the neural 

reactivity of the eVLPO is high in both REM and NREM, that of the cVLPO is only 

high in NREM (Lu et al., 2002). This follows from their differential innervation, since 

the eVLPO sends direct GABAergic innervation to all REM-off nuclei and most 

aminergic nuclei in general, while the cVLPO mostly inhibits REM-on nuclei (Lu et 

al., 2002). REM-sleep termination always leads to reinstatement of wakefulness in 

the healthy brain, this occurs relatively suddenly, as the REM-off neurons become 

active, restoring aminergic transmission in the cortex and restoring motor control via 

inhibition at the SLD/PC. 
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1.2.6.  Neuropeptidergic stabilisation of the sleep architecture 

While the overall sleep architecture described so far is sufficient to explain the basis 

for wake, NREM and REM sleep, these descriptions represent a very simplified 

account of the system. Indeed, the Process C/S regulated chronotype as well as its 

reactivity to environmental stimuli needs to rely on a very robust infrastructure, and 

for this to occur, the system needs components with low inertia for responsive 

switching, and others with high inertia to protect the current state from being 

perturbed by ‘noise’. While the former requirement is fulfilled by the canonical 

neurotransmission processes already mentioned, the same does not hold for the 

latter, which is mediated by several neuropeptides.  

In fact, release of neuropeptides is much slower and requires a stronger neuronal 

stimulation (Hökfelt et al., 2000); and while neurotransmitters are usually cleared 

from the synaptic cleft in a matter of milliseconds, the half-life of neuropeptides can 

be up to 20 min (Lester et al., 1994; Ludwig and Leng, 2006). Neuropeptides also 

provide control with an added layer of complexity, as after transcription and 

translation, they are routinely modified by peptidases and convertases to yield a 

more mature peptide product. Often these intermediate peptides still require further 

modifications for full activity (Hook et al., 2008). Furthermore, neuropeptides can be 

released at synaptic and non-synaptic sites from large dense core vesicles, 

expanding their sites of action within neural networks. Moreover, since different 

neuronal populations often contain neurotransmitters and neuropeptides, a single 

neuropeptide can produce different functional outcomes according to the 

biochemical and anatomical context they occur in (Bargmann, 2012; Schöne and 

Burdakov, 2012; van den Pol, 2012). Over 70 different neuropeptides have been 

characterised so far, acting at an equivalent array of G protein-coupled receptors, 

and several neuropeptides, such as orexin, galanin and melanin-concentrating 

hormone (MCH), have been shown to play key roles in sleep regulation, while many 

others play more subtle roles, including neuropeptides involved in energy 

homeostasis, stress, synaptic plasticity and immune defence. 
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Figure 1.6. Sleep-promoting networks 
Overview of the activity of sleep-promoting nuclei in NREM (b) and REM (c) sleep. ‘Open’ 
arrowheads represent excitatory effects, while ‘filled’ arrowheads represent inhibitory effects. 
Figure adapted from (Richter et al., 2014). 

. 
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1.2.6.1.  Orexin 

Orexins are probably the neuropeptides most often recognised as associated with 

sleep/wake control, apart from their established involvement in feeding and reward. 

Two isoforms, orexin-A and -B (hypocretin-1 and -2) exist and act via two G-protein 

coupled receptors, OX1 and OX2. In mice, orexins promote wakefulness, inhibit REM 

sleep, and are crucial for the maintenance of a stable chronotype (Gao and Horvath, 

2014). This influence has also been observed in zebrafish (Prober et al., 2006), 

dogs, and humans (Brisbare-Roch et al., 2007). Especially in humans and dogs, 

orexins have been the focus of a great deal of research since the discovery that the 

complete loss of orexin-secreting neurons is the direct cause of narcolepsy (Lin et 

al., 1999; Nishino et al., 2000), which is characterised by loss of both wake and 

sleep continuity, as well as REM sleep intrusion in wake. Orexin neurons are located 

in the lateral hypothalamic area (LHA), and they innervate most wake-promoting 

centres and the cerebral cortex (Brisbare-Roch et al., 2007; Gao and Horvath, 2014), 

(figure 1.5 and figure 1.6).  
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Figure 1.7. Schematic of wake/sleep control networks. 
Wake promoting nuclei are shaded green; NREM sleep promoting nuclei are shaded blue; 
REM sleep related nuclei are shaded red. Local GABAergic interneuron populations are 
represented by the grey box. Excitatory nerve terminals are represented by open 
arrowheads and inhibitory connections are represented by filled arrowheads. Dotted lines 
represent pathways that are silenced in REM-sleep. Adapted from (Schwartz and Kilduff, 
2015). 

By providing excitatory effects within arousal centres, and by virtue of a half-life of 

~30 min (Ehrström et al., 2004) orexin stabilises wake, protecting it from any high 

frequency perturbation that would otherwise, even if transiently, switch the system 

towards either NREM or REM sleep. Additionally, as orexin indirectly inhibits NREM- 

and REM- promoting centres (Sakurai, 2007), loss of orexinergic transmission might 

disinhibit ‘REM-on’ nuclei such as SLD/PC and LDT+PPT. Consistently, it has 

proposed that this might account for the sudden intrusions of REM sleep and 

premature awakenings seen in narcolepsy (Burgess et al., 2013; Oishi et al., 2013). 

Orexin neurons in the LHA integrate afferent signals from numerous physiological 

systems, and can respond to alterations in energy, stress and mood (Gao and 

Horvath, 2014), therefore providing constant feedback to stabilise the sleep 

architecture in response to a number of environmental and homeostatic needs. 
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1.2.6.2.  Melanin-concentrating hormone (MCH) 

MCH is expressed in neuronal populations located in brain regions similar to those 

containing orexin producing neurons (Monti et al., 2013). Indeed, MCH neurons also 

target centres that promote wakefulness and REM sleep, such as the DR/LC, 

PPT/LDT, and SLD/PC (Monti et al., 2013; Torterolo et al., 2011). However, MCH 

and orexin do not co-exist in the same neurons, and in fact the effects of MCH 

appear to be antagonistic to those of orexin, at least regarding wake/sleep control. 

Accordingly, MCH neurons appear to be sleep-active, especially during REM sleep 

(Monti et al., 2013). Furthermore, MCH and orexin regulate each other, as MCH 

inhibits orexinergic neurons, and orexin stimulates MCH neurons (Monti et al., 2013). 

Considerable evidence for a role for MCH in sleep now exists. MCH knockout mice 

spend less time in NREM sleep, explore more, and are more responsive to wake-

inducing stimuli (Willie et al., 2008). MCH microinjections in the SLD increases time 

spent in REM sleep (Torterolo et al., 2011), while microinjections in the VLPO 

increases NREM sleep (Benedetto et al., 2013). Optogenetic studies revealed that 

24 h modulation of MCH neurons increased time in both NREM and REM sleep 

(Konadhode et al., 2013). Therefore, MCH signalling is a valid candidate as a sleep-

active counterpart to orexin and other arousal systems.  

1.2.6.3.  Galanin 

Galanin is well known for its conserved expression in the VLPO, alongside the 

transmitter GABA (Gaus et al., 2002). Accordingly, some of the targets of the VLPO 

have been shown to express the three galanin cognate receptors, GAL1, GAL2 and 

GAL3 (Mennicken et al., 2002; O'Donnell et al., 1999). Indeed, galanin inhibits LC 

neurons in brain slice preparations (Seutin et al., 1989), and intravenous delivery of 

galanin in humans is reported to increase REM sleep (Murck et al., 2004). Moreover, 

zebrafish overexpressing galanin display diminished locomotor activity and respond 

less to sensory stimuli (Woods et al., 2014). Overall, evidence points to galanin as a 

sleep-promoting neuropeptide.  
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1.2.6.4.  Other neuropeptides 

Several other neuropeptides have been studied in the context of sleep/wake 

regulation. The endogenous opioid, prodynorphin received attention after it was 

found to co-localise with orexin in the LHA (Chou et al., 2001). Although, its effects 

appear to be context dependent, since it both promotes and disrupts NREM sleep 

according to whether it is administered systemically or into specific nuclei (Chou et 

al., 2001; Greco et al., 2008). Indeed, more recent studies indicate that dynorphin 

inhibits basal forebrain (Ferrari et al., 2016). In terms of neuropeptides involved in 

energy homeostasis, cholecystokinin (together with ghrelin and the fat-related 

cytokine leptin) have consistently been shown to promote sleep (Sinton et al., 1999) 

(Garcia-Garcia et al., 2009; Obal Jr and Krueger, 2003), with the expression of 

postprandial sleepiness. Neuropeptides involved in stress control have also been 

shown to affect sleep -short term exposure to corticotropin-releasing hormone (CRH) 

induces wake and decreases NREM sleep, while long term exposure increases REM 

sleep (Kimura et al., 2010). Several neuropeptides involved in growth and synaptic 

plasticity also promote sleep. For example, growth hormone and brain-derived 

neurotropic factor (BDNF) promote NREM, and somatostatin promotes REM (Obal Jr 

and Krueger, 2003; Tononi and Cirelli, 2006). Thus, although the precise location 

and mechanisms of these effects are unclear, it has become progressively evident 

that neuropeptides are well-adapted molecular tools for conveying modulatory 

information within the wake/sleep architecture. More candidate players are added 

periodically, including newly discovered neuropeptides such as relaxin-3 (RLN3), 

which appears to be wake-promoting, according to preliminary evidence (Smith et 

al., 2012).  

1.2.7.  Pathophysiology and therapeutics of wake and sleep 

With a complexity and integration as diverse and ramified as that just described, 

many possible points of dysfunction exist within the wake/sleep architecture. 

Accordingly, sleep disorders are highly prevalent, and extremely co-morbid (Deloitte, 

2011; Hillman and Lack, 2013). Indeed, whether with primary or secondary aetiology, 

disrupted sleep quality is almost always co-existent with most other psychiatric 

conditions (Spiegelhalder et al., 2013). Today, the combination of the ever-
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increasing demand for increased productivity in our competitive society compounded 

by the recent downturn in western economies and the increasing exposure to 

pollutants and processed diets likely contribute to a large rise in diagnosed 

psychiatric conditions. Accordingly, sleep disorders have closely followed the same 

trend (Kendzerska et al., 2014; Spiegelhalder et al., 2013). Considering the high 

impact of sleep disorders on the health and economy of any developed nation 

(Deloitte, 2011), devising effective diagnostic tools and therapeutic solutions is a 

priority. 

1.2.7.1.  Insomnia  

By far the most prevalent sleep disorder, insomnia is characterised by difficulty in 

initiating and/or maintaining sleep, resulting in either acute or chronic sleep debt. 

Insomnia refers to an umbrella term of diagnostic categories, and symptoms vary, 

ranging from difficulty with sleep initiation, consolidation, duration, or quality, all 

inevitably resulting in daytime impairment. Insomnia can be either primary or 

secondary, and so far more than twelve categories exist (Thorpy, 1990). Intuitively, if 

the diagnosed insomnia were secondary it would be favourable to treat the primary 

condition first or at least treat both together. Nonetheless, that is not always possible, 

and the most prescribed hypnotic drugs usually work across the full spectrum. Just 

as insomnia is on the rise, with diagnoses increasing 7-fold in the US from 1993 to 

2007, prescriptions for hypnotics have also risen, by 30-fold (Moloney et al., 2011), 

which prompted a re-evaluation of the efficacy and safety of these compounds. The 

current gold standard of hypnotics are still benzodiazepine drugs (e.g. diazepam, 

clonazepam), and Z-drugs (zolpidem, zopiclone), both positive allosteric modulators 

at ionotropic GABAA receptors. While once regarded as relatively well tolerated, 

these drugs now have a different status. In fact, benzodiazepine drugs and Z-drugs 

are both associated with day after hangover, indicating poor scores for sleep quality. 

Furthermore, more recent meta-analysis highlighted how these drugs are associated 

with higher incidence of depression, cancer and higher mortality in general (Kripke et 

al., 2012). Moreover, they are highly addictive (Hajak et al., 2003; Uhlenhuth et al., 

1988). Interestingly, the most popular hypnotics to date, the Z-drugs, have been 

associated with drug induced somnambulism, to the extent that patients being 
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treated with these drugs have been referred to as ‘Z-Drug zombies’ in the literature 

(Marshall and Buchanan, 2011). Some of the most extreme cases reported were 

patients found wearing their sleepwear several kilometres away from their homes or 

operating their automobile while still asleep (Hoque and Chesson Jr, 2009; 

Pressman, 2011). Since insomnia and depression are almost always co-morbid, 

newer pharmacological strategies have attempted to treat both simultaneously. This 

has led to the development of hypnotic antidepressants such as melatonin receptor 

agonist, agomelatine (Grosshans et al., 2014), the tricyclic antidepressant, doxepin 

(Scharf et al., 2008a) and the serotonin antagonist and reuptake inhibitor (SARI), 

trazodone (Zornberg and Rosenthal, 1994). Moreover, recent strategies have 

focused on the orexin system, with the orexin receptor antagonist, suvorexant 

becoming available in the USA in 2014 (FDA 2014). While all these newer 

compounds offer alternatives to the hypnotics, they are still less prescribed than 

benzodiazepine and Z-drugs (Moloney et al., 2011). This may be because their 

efficacy is lower, and so they often take longer to act, and their efficacy to side 

effects profile is still often unfavourable. In fact, trazodone for instance can cause 

priapism in men (Hoffmann et al., 2010), and suvorexant has been associated with 

nightmares, suicidal ideation, hypnagogic hallucinations, and like Z-drugs, sleep 

walking (Callander et al., 2014; Jacobson et al., 2014; Kripke, 2015). Widespread is 

also the use of off label compounds such as antipsychotic, quetiapine (Seroquel) 

(Coe and Hong, 2012) and recreational drugs such as alcohol (Arnedt et al., 2007) 

and tetrahydrocannabinol (THC) (Nicholson et al., 2004), although the abuse 

potential and side effect profile for these options is extremely unfavourable. In light of 

these outcomes, non-pharmacological options have more recently been approached, 

with some success, including mindfulness-based stress reduction therapy (MSRT) 

and cognitive behavioural therapy (CBT) (Garland et al., 2014). 

1.2.7.2.  Sleep apnoea 

Sleep apnoea is the second most prevalent of sleep disorders, and is characterised 

by interrupted breathing, or bouts of shallow breathing during sleep. Currently three 

broad categories of sleep apnoea exist, obstructive (OSA), central (CSA), and mixed 

sleep apnoea (MSA). They constitute 84.6%, 0.4% and 15% of all cases respectively 
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(Morgenthaler et al., 2006). OSA, the most common form, is caused by a loss of 

muscle tension in the upper airways muscle at the onset of sleep, and can be 

considered an extreme version of snoring. Aetiology is mostly unknown, although 

OSA is very often co-morbid with obesity due to the crowding of the upper airways 

by fat tissue (Vgontzas et al., 1994), and can also be precipitated by alcohol 

consumption (Issa and Sullivan, 1982). CSA, on the other hand, fragmented, 

insufficient breathing is caused by disruptions at the level of the brain’s respiratory 

centres in the pre-Botzinger complex (Bradley and Phillipson, 1992). As the name 

suggests in MSA, both dysfunctions are present. The gold standard in the treatment 

of both OSA and CSA is not pharmacological, but relies on the overnight use of 

continuous positive airway pressure (CPAP) and adaptive servo ventilation machines 

(AVM) (Teschler et al., 2001), which consist of external motorised respirators 

connected to a mask that the subject wears overnight. The inconveniences 

associated with this treatment are multiple, as they are uncomfortable and noisy, and 

they restrict movement and freedom of the user, albeit they are becoming smaller 

with each new generation/model. While for CSA, treatments are limited to this 

approach, for OSA and MSA surgical options are under review, although currently all 

are experimental and only reserved for extreme cases, they aim to remove part of 

the upper airways to allow unaided breathing when the surrounding tissue collapses 

during sleep (Riley et al., 1993a; Riley et al., 1993b; Sher et al., 1996). A new 

potential solution that could revolutionise the treatment of OSA consists of an 

electronic upper-airway stimulating pacemaker (figure 1.8), surgically implanted in 

the patient, designed to provide an electrical signal to preserve the muscle tone of 

upper airways in sleep (Strollo Jr et al., 2014). Currently, there are no 

pharmacological options to treat any of the sleep apnoeas, and the quest for a drug 

lead has been undertaken for decades, with some potential efficacy by potassium 

channel blockers (Grace et al., 2013; Kiper et al., 2015), although no effective lead 

candidate has ever been identified (Smith et al., 2006).  
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Figure 1.8. Neurostimulation of upper airways via surgically implanted 
pacemaker 
Upper airway muscle tone is preserved by means of electrical stimulation of the hypoglossal 
nerve, via a neurostimulator implanted in the upper chest of patients just below the clavicle. 
This prevents the tongue from collapsing and obstructing breathing. A sensing lead in the 
intercostal muscles senses breathing patterns and coordinates stimulation with the 
neurostimulator. Figure adapted from (Strollo Jr et al., 2014). 

1.2.7.3.  Narcolepsy 

Narcolepsy is a lifelong neurological condition with a very specific aetiology of 

orexin/hypocretin deficiency (Nishino et al., 2000). In narcolepsy, a robust auto-
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immune reaction leads to total ablation of orexinergic cells in the LHA. Indeed, 

mirroring the loss of β-cells in the pancreas for diabetes, narcolepsy due to loss of 

orexinergic neurons is now termed narcolepsy type I (Pizza et al., 2014). 

Consistently, if CSF concentrations of orexin are above the threshold level of 110 

pg/mL, narcolepsy is instead termed type 2, and it might be due to mutations at 

orexin receptors or unspecified neuronal disruptions within the orexinergic network 

(Dauvilliers et al., 2001). Symptomatology of narcolepsy usually encompasses the so 

called “tetrad of narcolepsy”: cataplexy, sleep paralysis, hypnagogic hallucinations 

and excessive daytime sleepiness (EDS). However, not all need to be reported, and 

more emphasis is placed on reporting at least one of these symptoms, alongside 

orexin CSF concentrations (Yoss and Daly, 1960). Generally, narcolepsy is 

characterised by highly unstable sleep/wake architecture. Interestingly, some of 

these symptoms occur concurrent with sudden arousing stimuli, either sensorial or 

emotional. This points to the theory that narcolepsy might be an evolutionary 

atavism, designed to reinstate an archaic hardwired reflex capable of inducing dead-

like tonic immobility, often effective at repelling specific predators (Tsoukalas, 2012). 

Narcolepsy currently has no cure, and currently only palliative care is available. The 

first in line treatment to stabilise sleep in narcolepsy is sodium oxybate, also known 

as γ-hydroxybutyric acid (GHB), also a naturally occurring neurotransmitter (Black et 

al., 2006). While rather effective at boosting NREM sleep continuity, reducing 

cataplectic events and ameliorating EDS, GHB is also a hazardous compound, with 

high risk of abuse and overdose, often with fatal consequences (Fuller and Hornfeldt, 

2003). Historically, dextro-amphetamine, methylphenidate, tricyclic antidepressants 

and aminergic reuptake inhibitors were used to consolidate wake bouts and prevent 

cataplexy. While their efficacy was of therapeutic value, the side effect profile was 

unfavourable. More recently it has been possible to replace them with modafinil and 

armodafinil, although their pharmacodynamics is still currently unknown, albeit that 

studies point to modulation at the synaptic dopamine transporter (DAT) (Andersen et 

al., 2010). Modafinil and armodafinil have been hailed as a major success at least 

while a cure is unavailable, since they are effective at preventing both NREM and 

REM sleep intrusions in wake, while decreasing EDS without stimulation. Indeed, 

both drugs have virtually no recreational potential, and their side effect profile is mild 
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and well tolerated (Alberto and García-García, 2013). Nonetheless, even with 

modafinil/armodafinil and GHB, narcoleptic individuals still experience elements of 

the tetrad, and more efforts are needed to find a cure.  

1.2.7.4.  Restless leg syndrome (RLS) 

RLS is a mysterious condition, where patients report unpleasant sensations in the 

leg, and experience an irresistible urge to move them. Diagnostic criteria are the 

following: (a) urge to move the legs, often with feelings of discomfort; (b) unpleasant 

feelings of urge to move that starts or worsens while at rest or inactive, such as 

sitting or lying; (c) discomfort in the legs at rest is partly or fully relieved by 

movement, at least as long as activity is sustained; (d) unpleasant sensations in the 

legs are mostly occurring or are worse at night than during the day (Earley, 2003). 

Like sleep apnoea, while not strictly being a disease of wake-sleep networks, severe 

RLS ultimately disrupts or at least damages sleep quality and quantity. Aetiology of 

RLS is extremely diverse, ranging from iron, magnesium or folate deficiency, 

varicose veins, ADHD, rheumatoid arthritis, fibromyalgia and others conditions 

(Cortese et al., 2005; Hornyak et al., 1998; O'keeffe et al., 1994; Reynolds et al., 

1986); very often RLS is also idiopathic (Schattschneider et al., 2004). Owing to the 

diverse, and poorly understood aetiology of RLS, its clinical management is to date 

quite ineffective. While identifying the primary cause is key to treatment, RLS is often 

identified as primary, and specific treatment has been very speculative. In such 

cases first line drugs are levodopa and dopamine agonists mostly used for 

Parkinson’s disease, or calcium channel alpha-2-delta blockers, gabapentin and 

pregabalin. The specific way these drugs relieve RLS is currently unknown, and their 

efficacy dubious at best. Thus while efficacy has been reported in the ~60% range 

with dopamine agonists, and ~70% with calcium channel alpha-2-delta blockers, 

placebo also scored in the 40% range, suggesting a substantial psychosomatic 

component in RLS (Wilt et al., 2013). Side effects on the other hand are substantial, 

with dopamine agonists themselves often aggravating RLS over time, in addition to 

the development of tolerance and the extensive list of adverse reactions reported 

with dopaminergic anti-Parkinsonian drugs (Simpson and Angus, 1970). Adverse 

reactions for calcium channel alpha-2-delta blockers on the other hand include 
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increased risk of depression and suicidal ideation (Food and Administration, 2013) 

as well as dizziness, fatigue, ataxia and loss of libido (Caraceni et al., 1999). Non-

pharmacological alternatives have also been introduced with moderate success, 

including leg massages, hot baths, heating pads and more recently vibratory pads 

(Burbank et al., 2013).  

1.2.7.5.  Circadian rhythm sleep disorders (CRSDs) 

CRSDs are a family of sleep disorders affecting the structure of the healthy 

chronotype. CRSDs are subdivided into two types, extrinsic and intrinsic. Extrinsic 

CRSDs refer to conditions affecting the chronotype that are external to the individual, 

such as shift work sleep disorder (SWSD). SWSD affects people working during the 

night or rotating shifts. Formerly, jet lag, also known as circadian dysrhythmia, was 

classified under the extrinsic CRSDs, but more recently it is no longer the case. 

Intrinsic CRSDs refer to conditions affecting the chronotype that arise out of 

variables associated with the individual, mostly genetic. These include advanced 

sleep phase disorder (i.e. extreme “larks”, ASPD), delayed sleep phase disorder (i.e. 

extreme “night owls”, DSPS), irregular sleep-wake rhythm (fragmented chronotype 

with healthy total sleep time) and non-24-hour sleep-wake disorder (the chronotype 

advances progressively every day). The best treatment for CRSDs is appropriate 

behaviour therapy, whereby patients are educated about healthy sleep hygiene 

practice, including disciplined bed times, diet, psychoactive substances management 

and exercise. If these prove ineffective bright light therapy (BLT) and dark therapy 

(DT) can be used. With BLT, subjects are exposed to bright, either the sun, or 

specific lamps (up to 10,000 lux) which mostly output blue light to activate 

melanopsin-positive photoreceptive retinal ganglion cells, in the attempt to force the 

chronotype either forward or backward (Prasko, 2008). Conversely, DT employs the 

use of blue-blocking goggles in the evening to prevent blue light from perturbing the 

circadian clock (Barbini et al., 2005). Another popular strategy is sleep phase 

chronotherapy (SPC). In SPC subjects are instructed to follow a specific schedule of 

bedtime, changing every day by a set number of hours, until the desired chronotype 

is achieved. While well tolerated SPC often suffers from poor compliance, and in at 

least three cases it has been known to cause non-24-hour sleep-wake disorder 
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(Oren and Wehr, 1992). Overall, the pharmacological options for the treatment of 

CRSDs are extremely limited. Exogenous melatonin has until recently been the only 

treatment of CRSDs, while chronic exposure has been discouraged, as long term 

efficacy drops with long term use (Buscemi et al., 2006). Attempts have been made 

to find pharmacological alternatives to melatonin, and so far only the selective 

melatonin receptor MT1 and MT2 agonist, tasimelteon has been approved for 

CRSDs, and only for non-24-hour sleep-wake disorder in the blind (Lockley et al., 

2013). 

1.2.7.6.  Parasomnias 

Parasomnias comprise several sleep disorders characterised by dissociated states 

between wake and sleep. In parasomnias subjects are asleep according to EEG 

recordings, but display behaviours usually associated with the wake state, 

suggesting a level of dream enactment, or a mixed state following failure to regain 

full vigilance upon awakening (Popat and Winslade, 2015). Therefore, according to 

what sleep state characterises it, parasomnias are classified into two categories: 

NREM, and REM parasomnias. NREM parasomnias, also known as disorders of 

arousal mostly occur during N3, and include confusional arousals (CA), sleepwalking 

(SW, also known as somnambulism), sleep-related eating disorder (SRED, eating 

while sleepwalking), and sleep terrors. CA events are characterised by disoriented 

amnestic behaviours following awakening from N3, they usually last less than 5 min 

and are prevalent in 4% of the population (Sateia, 2014). SW is characterised by 

ambulation with altered consciousness with a EEG compatible with NREM, usually 

N3. Subjects are usually amnestic, and perform tasks with coherence usually 

inappropriate, such as walking aimlessly, rearranging furniture with no purpose, and 

using objects inappropriately. Nonetheless, sleepwalkers can also perform extremely 

complicated actions, including cooking, driving (also known as sleep-driving) 

(Pressman, 2011) and sex (also known as ‘sexsomnia’) (Shapiro et al., 2003). When 

eating occurs during a SW event diagnosis is switched to SRED. Sleepwalkers might 

also talk to themselves, as well as engage in conversations with external subjects, 

whether non-existent or with real people (Popat and Winslade, 2015). Attempts to 

wake sleepwalkers are often futile, and can at times also elicit violent responses 
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(Umanath et al., 2011). Even if awakening is successful, subjects remain very 

confused for extended periods of time, consistently with CA. Sleep terrors refer to a 

specific kind of SW, where dream enactment occurs during a nightmare and subjects 

respond by displaying a range of fearful, aggressive or violent response. The 

aetiology of NREM parasomnias is to date unknown, except for when they occur 

secondary to drug taking, as it is the case for Z-drugs. Ironically, the only drugs ever 

deployed for the treatment of NREM parasomnias are the same compounds that 

often cause the pathology, benzodiazepines and Z-drugs. As a result, most NREM 

parasomnias are left completely untreated (Howell et al., 2015).  

REM parasomnia at this stage only include one disease, and is therefore 

synonymous with REM behaviour sleep disorder (RBD). RBD is characterised by 

failure any level down the SLD/PC-GABAergic/glycinergic interneurons-alpha motor 

neuron, usually responsible for REM sleep paralysis during REM sleep. This results 

in the abolishment of muscle atonia and enactment of REM dreams. The 

manifestation varies from limited limb movements to potentially injurious jerks, 

including trashing, kicking, punching or even jumping out of bed. Differently from 

NREM parasomnias, RBD is characterised by brain activity very similar to wake, 

therefore when intense sensory stimulation occurs, as in the case of pain, the 

subject readily awakes fully, usually with no confusion, and can often recollect the 

dream they awoke from (Kimble et al., 2002). As in the case of NREM parasomnias, 

RBD is also treated with benzodiazepine drugs, mostly clonazepam, or melatonin, 

but with limited efficacy and side effects (Aurora et al., 2010). The poor efficacy and 

variety of drugs available for parasomnias, combined with low compliance, and the 

unpredictable nature of these disorders has left a large therapeutic gap. In fact, 

periodically various parasomnia sufferers have engaged in criminal activity during 

their respective dissociated states. These include assault, rape, murder and lethal 

car crashes (Ovuga, 1992; Popat and Winslade, 2015; Shapiro et al., 2003; Siclari et 

al., 2012; Umanath et al., 2011). Problems associated with parasomnias are broad 

reaching and go beyond the medical profession, with incidents also followed by 

extensive debating in court about whether to extend criminal liability to these 

subjects, with a consensus on the matter yet to be reached (Mahowald and Schenck, 
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2000; Umanath et al., 2011). Thus, this therapeutic demand will need further sleep 

research to help limit these events in the future. 

1.2.8.  Linking biomedical research to therapeutic output 

Overall, there has been a clear trend in how sleep research has developed until now. 

Both the neuroanatomy, neurobiology and electrophysiology of sleep have 

capitalised on the consistent overhauling of scientific protocols and technology over 

the years. However, a field that has not progressed quite as well is therapeutics. Not 

one of the major sleep disorders has a cure, and as reviewed, effective treatment is 

severely lacking for all sleep disorders. This is partly because sleep research is quite 

a low throughput science. While, this is less of a concern for fields such as 

neuroanatomy, neurobiology and electrophysiology, since they are mostly inherently 

low-throughput fields that rely on hands-on surgery or real-time interventions from 

the experimenter, this cannot be the case for therapeutics, especially in the case of 

drug discovery. Drug discovery thrives or can work better using a high-throughput 

setup, one that sleep science has consistently failed to deliver. At this current stage, 

we have improved the quality of our research with better surgery protocols, 

telemeters that are more sophisticated, more specific pharmacological and 

biomolecular tools, and immense computational power. While this could theoretically 

enable high-throughput drug discovery for sleep research one intermediate analytical 

component has largely not changed in the last 50 years, creating a bottleneck in this 

research system, and preventing a much needed leap forward, naming ‘sleep 

scoring’ of polysomnography data. 

1.3.  The scoring of sleep states 

Amongst all protocols deployed in sleep research arguably none features more often 

than sleep scoring. In fact, regardless of the level of research, whether basic or 

applied, preclinical or clinical, diagnostic or therapeutic, it is hardly possible to 

envision studying sleep without surveying levels of arousal at some point. Sleep 

scoring has come a long way during its approximate eight decade history, consensus 

of stage definition has become more consistent (Silber et al., 2007), equipment has 
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been improved continuously, and the community of people trained to do it has been 

steadily growing. Sleep scoring today is still synonymous with ‘manual sleep 

scoring’, which comes with advantages and disadvantages. Automated approaches 

have been attempted numerous times in the last 40 years, with different levels of 

success. Several approaches have been deployed, from threshold-based strategies 

to machine learning, but they all invariably failed to become established in the field. I 

will briefly review the likely reasons why this has been the case, and the strategies I 

have devised to circumvent the main problems. 

1.3.1.  History of sleep scoring 

The progress of modern sleep research is closely associated with the discovery of 

cerebral electrical activity. The first one to report this in animals was Caton in 1875 

(Caton, 1970), but it was Berger in 1929 who first demonstrated the 

“electroencephalogram of man” (Berger, 1929). Then in 1938, Loomis described the 

EEG patterns of what we now know as NREM sleep, sleep spindles, K-complexes 

and delta-waves (Loomis et al., 1937). Loomis partitioned sleep into 5 different 

stages of incrementing depth, ranging from A-E, which inspired the modern scoring 

of NREM sleep stages. In 1953, Kleitman and Aserinsky provided the next paradigm 

shift in sleep scoring when they discovered REM sleep (Aserinsky and Kleitman, 

1953). Consequently, Dement and Kleitman postulated that the human sleep cycle 

was organised in four NREM sleep stages of increasing depth followed by a bout of 

REM sleep, a schema still used today with minor alterations (Dement and Kleitman, 

1957). While attempts were made to standardise the field, several competing 

paradigms existed and each laboratory would often ‘tweak’ the criteria to fit their own 

understanding of the science. It was eventually Rechtschaffen and Kales in 1968 

who attempted to establish an international standard for sleep scoring. Brain, muscle 

and ocular signals were used for scoring, and recordings were fragmented in 30 s 

epochs for evaluation. Originally, all recordings were collected by analogue 

transductors and their output plotted real-time on paper (figure 1.9). Indeed, the 

original 30 s epoch length was ‘conveniently’ chosen because at a plotting speed of 

10 mm/s, appropriate for visualising alpha-waves and sleep spindles, one page 

would equate to 30 s (Roebuck et al., 2014). Consequently, ‘dedicated’ researchers 
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would annotate by hand, and then review enormous amounts of paper-plotted 

recordings, page by page, ream by ream.  

 

Figure 1.9. Traditional paper-based polysomnograph. 
Paper based polysomnography plot displaying 16 channels over about 2 × 30 s epochs of 
data, plotted at 10 mm/s. Figure adapted from (Dyken and Im, 2009). 

With advancement from analogue to digital converters and modern computers, 

polysomnography acquisition was no longer on paper, and the review process was 

instead done on screen. Several programs have been developed to aid and 

accelerate manual scoring, perform epoch-wise spectral analysis and provide 

zooming capability. However, besides the introduction of digital signal acquisition 

and scoring annotation, the bulk of sleep scoring protocols have remained relatively 

unchanged for over 40 years. More recently, efforts have been made to rejuvenate 

this key part of the field, and in 2004, the American Academy of Sleep Medicine 

(AASM) commissioned a revision of sleep scoring rules to update the work of 

Rechtschaffen and Kales using new insights in sleep physiology, signal acquisition 

and computing technology. However, most of the rules were retained and changes 

were quite minor, with the notable exception of an ‘obsolete’ NREM stage 3 and 

stage 4 being merged into the currently defined N3 (Berry et al., 2012).  
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1.3.1.1.   Human sleep scoring criteria 

Human sleep scoring criteria are currently standardised following the last update 

from the AASM (Berry et al., 2012). This is largely the case in the US, home of the 

AASM, and while most laboratories in Europe and the rest of the world have adopted 

this new standard, some laboratories still follow the previous standards set by 

Rechtschaffen and Kales. This last update involved a number of task forces who 

rewrote scoring criteria, and the visual task force (Silber et al., 2007) established the 

rules for manual sleep scoring listed below. The signals routinely used for human 

sleep scoring are EEG, EMG and EOG. EEG leads are usually deployed in pairs at 

opposite sides of the head; right channels are assigned even numbers and left 

channels odd numbers. Standard EEG channels collected in humans usually 

comprise of at least 2 contralateral centrencephalic (often C3, C4), 2 occipital (O1, 

O2) and 2 frontal (F3, F4) leads, with left and right leads referenced to the respective 

opposite right and left mastoid processes (M2, M1). This arrangement is chosen to 

best detect sleep spindles (best captured in central regions), alpha rhythm (best 

captured in occipital regions), and slow waves (best captured in frontal regions). The 

‘rule of thumb’ is to scrutinise only from the left channels. However, should the signal 

from the left channels present artefacts or the validity of the reading become 

invalidated, reference from the right channel is used. Dominant EEG rhythms are 

routinely picked by an observer (i.e. using the naked eye) in all cases where a 

software capable of running epoch wise spectral analysis is not available. Different 

EEG rhythms are visually identified by the number of cycles (or peaks) per s (cps). 

Accordingly, delta runs at < 4cps, theta 4-8 cps, alpha 8-12 cps and beta >12 cps. 

EOG measures the difference in potential between the negative posterior aspect of 

the eye relative to the positive anterior aspect. During ocular movement, the negative 

fundus moves away from electrode 1, while the positive cornea moves towards it 

(figure 1.10). 
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Figure 1.10. Sample EOG trace during eye movements 
EOG trace displaying the behaviour of EOG leads during horizontal ocular movements. 
Rightward movements produce a negative spike in the right channel (ROC-A1) and a 
mirrored positive spike in the left channel (EOC-A2). Leftward movements produce opposite 
results. Figure adapted from (Shatzmiller, 2010). 

When eyes are immobile the change in position is zero, and the EOG records a flat 

signal. Blink movements usually produce a stereotypical artefact, which often 

‘pollutes’ the other channels, including EEG, and often needs to be removed. EMG is 

also crucial in discriminating sleep states, and minimal technical requirements 

include 3 chin electrodes, 2 are reviewed throughout the scoring process, with the 

additional one as a backup. After a quick review of the quality of the whole recording, 

scoring can commence. 

Wake is normally observed in the first few epochs of the recording, until the patient 

falls asleep. During healthy wake with closed eyes the dominant waveform is alpha. 

Wake is registered or ‘scored’ when alpha waves occupy over 50% of the epoch 
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(figure 1.11). 

 

Figure 1.11. Polysomnograph illustrating  alpha activity in the wake EEG. 
Polysomnography plot displaying the behaviour of alpha activity during wake. If alpha is 
clearly visible in over 50% of the 30 s epochs, as it is in this illustrated case, the epoch is 
scored as wake. Figure adapted from (Shatzmiller, 2010). 

As some patients (about 10-20%) do not produce detectable alpha rhythm in the 

EEG, alternative rules apply. In such cases wake can be scored if one (1) of the 

following markers is observed: eye blinks, reading eye movements (slow movement 

followed by a fast one in the opposite direction) or irregular conjugate eye movement 

potentially with high chin muscle tone (suggesting the patient is looking around). 

Additional wake features are: high EEG beta-activity with eyes open and high alpha-

activity with eyes closed, high-amplitude EMG contractions; and irregular EOG 

fluctuations. 

N1 is usually observed as the first state to follow wake, and is scored when alpha-

activity attenuates and becomes substituted by low amplitude frequencies for >50% 

of the epoch, (figure 1.12). In patients with no discernible background rhythm 

detected, N1 can still be scored if any of the following features are detected: vertex 

sharp waves (sharply contoured negative oscillations of <0.5 s duration), usually 
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maximal in central EEG regions; slow, rolling ocular movements; higher activity in 

the 4-7 Hz range, with diminishing of background EEG oscillations by 1 Hz 

compared with wake; or decreased EMG tone compared to during wake.  

 

Figure 1.12. Polysomnograph illustrating typical hallmarks of N1 
Polysomnography plot illustrating characteristic features of N1, slow eye movements, vertex 
waves, and alpha rhythm attenuating. Figure adapted from (Shatzmiller, 2010). 

N2, which occupies most of human NREM sleep is scored when sleep spindles and 

K-complexes appear in the EEG, on a background of low amplitude, mixed 

frequency activity. While scoring N2 activity it is important to note that K-complexes 

are also seen with arousal (figure 1.13).  
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Figure 1.13. Polysomnograph illustrating typical hallmarks of N1 
Polysomnography plot illustrating characteristic features of N2, K-complexes and sleep 
spindles. Figure adapted from: (Shatzmiller, 2010). 

N3, the deepest of NREM stages according to the latest standard, is scored when 

slow activity (<4 Hz) occupies over 20% of the epoch (figure 1.14). Some sporadic 

sleep spindles can be recorded in N3, whereas eye movements are unusual and 

EMG tone is very low, often as low as in REM sleep. 
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Figure 1.14. Polysomnograph illustrating typical hallmarks of N3. 
Polysomnography plot illustrating characteristic features of N3, high amplitude slow wave 
activity. Figure adapted from (Shatzmiller, 2010). 

REM sleep usually follows N2 or N1, and is scored when the following occur: the 

EOG demonstrate rapid eye movements, usually as conjugate, irregular, sharp 

fluctuations, with initial phase of less than 0.5 s; the EEG displays low-voltage 

desynchronised activity, resembling that of N1 or slow alpha-activity in wake; chin 

EMG is at the lowest observed across the entire recording (see a sample recording 

during REM, figure 1.15). 



The Florey Institute of Neuroscience and Mental Health, The University of Melbourne 

Giancarlo Allocca 

57 

 

 

 

Figure 1.15. Polysomnograph illustrating typical hallmarks of REM sleep. 
Polysomnography plot illustrating characteristic features of REM sleep - rapid eye 
movements, low amplitude desynchronised EEG and muscle atonia. Figure adapted from 
(Shatzmiller, 2010). 

Additional polysomnographic features supportive of an REM score include phasic 

muscle twitches and EEG sawtooth waves. Phasic muscle twitches are bursts in the 

EMG lasting less than 0.25 ms, and can be detected in chin EMG, anterior tibialis or 

even in the EEG-EOG leads. EEG sawtooth waves are in the 2-6 Hz range, and 

appear as maximally centred, serrated bursts of activity (figure 1.16).  
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Figure 1.16. Sawtooth waves in the REM sleep EEG 
Sawtooth waves in the REM sleep can be used for scoring if other identifying hallmarks are 
not visible. Figure adapted from: (Shatzmiller, 2010). 

1.3.1.2.  Murine sleep scoring criteria 

While consensus has been largely reached on a specific set of rules to use for 

human sleep scoring, the same cannot be said about animal sleep scoring. In fact, 

no internationally recognised standard for animal sleep scoring exists for any species 

(Scammell et al., 2009). Therefore, the rules used to score sleep in animals primarily 

derive from a simplified version of those used for humans. The most critical of such 

simplified guidelines excludes the existence of sub-stages within NREM sleep in 

animals, which is just scored as a single state. In terms of epoch size, a consensus 

or rule of thumb have not been established, with laboratories relying on epochs as 

small as one (1) s (Foote et al., 1980), or more commonly 4 s (Bastianini et al., 

2014), 8 s (Franken et al., 1992), 10 s (Edgar and Seidel, 1997), or occasionally 15 s 

(Joho et al., 1999) or longer (Crisler et al., 2008). Furthermore, polysomnography in 

animals relies on fewer inputs or recording channels, usually at least 1 EEG and 1 

EMG, or occasionally only 1 EEG channel (Koley and Dey, 2012). In rodents, wake 

is routinely scored when the EEG displays low amplitude and highly desynchronised 

activity, with no specific discernible oscillation. NREM is scored whenever slow 
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oscillations become visible, preferably with concomitant low EMG tone. Finally, REM 

is scored when strong, mostly tonic theta-oscillations appear in the EEG, and the 

EMG decreases to the lowest amplitude visible in the recording. In such cases, ECG 

leak might be slightly visible intruding into the flat EMG. Finally, animal sleep scoring 

often, but not always, relies on ‘contextual scoring rules’, set independently by each 

researcher. The most common of these is that rarely REM is scored within a bout of 

wake, unless the experimental animal is believed to suffer from narcolepsy or 

narcolepsy-independent cataplexy. An example of rodent EEG across different 

stages compared to human is illustrated (figure 1.17). 
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Figure 1.17. EEG in human vs rat across wake, NREM and REM sleep 
EEG recordings in human and rat reveal similarities and differences across the same stages 
of vigilance. Wake in both species features a low amplitude highly desynchronised EEG. 
Worthy of note, gamma and high frequency beta are not easily discernible at this time scale. 
NREM in rats is not divided in stages and instead k-complexes, sleep spindles and high 
delta appear more heterogeneously across the sleep cycle. REM sleep in rats is also 
characterised by tonic hypersynchronous theta. Due to better access to/recording of brain 
activity in rats because of implanted epidural leads, the signal is much higher resolution and 
amplitude, explaining the difference in voltage displayed (50 µV vs 250 µV). Figure adapted 
from (R. E. Brown, R. Basheer, J. T. McKenna, R. E. Strecker, & R. W. McCarley, 2012). 

1.3.1.3.  Hurdles of manual scoring 

In an age where technology has managed to automate most processes, sleep 

scoring represents a wild exception. Still in 2016, sleep scientists are required to 

visually review hours or often days of recordings. Manual sleep scoring is an 

extraordinarily slow and laborious technique, and is also expensive and often 

unreliable. In fact, since a sleep scientist can only score one animal at the time, 

scoring times for large cohorts can be substantial and force all the downstream 

analysis be performed in low-throughput conditions. Indeed, any attempt to quicken 
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this process by duplicating the procedure incurs higher costs, as more sleep 

scientists need to be trained and paid, and are potentially diverted from other tasks. 

Moreover, since manual sleep scoring can be a very personal science, each 

experimenter often has their own sets of rules, and laboratories often need to ‘further 

train’ their researchers to agree with each other (inter-scorer agreement) to a 

satisfactory degree, itself not standardised across laboratories. In fact, even 

scientists trained through the AASM Inter-scorer Reliability Program, the best case 

scenario, feature an overall inter-scorer agreement of 82.6%, which can drop as low 

as 72.5%, and in the 60%s for N1, N3 (Rosenberg and Van Hout, 2013) or sleep 

spindles alone (Wendt et al., 2015). Strikingly, over 90% of the scientists in the 

Rosenberg study reported being in the field of sleep research for more than 3 years, 

and 50% for more than 5 years, suggesting that all scientists considered were highly 

trained and experienced (Rosenberg and Van Hout, 2013). Moreover, even the intra-

scorer agreement within the same scorer can vary. This is perhaps because manual 

sleep scoring is quite tedious, and requires very long periods of repetitive work, 

which can lead to fatigue and boredom, which in turn can affect the reliability and 

consistency of the scoring. Since scorers are rarely required to check their own 

consistency, this effect can exacerbate over time, with important consequences. In 

fact, a study on the scoring of sleep spindles at Stanford University recorded an 

average intra-scorer agreement as low as 72% (Wendt et al., 2015), which is a 

concern, since this discrepancy would multiply with the inter-scorer disagreement in 

the case of any parallelisation. While this outlook pertains to human sleep scoring, 

the outlook for animal sleep scoring is potentially worse, since there is no accepted 

standard or inter-scorer agreement program available. This jeopardises the 

reproducibility of sleep studies, and affects overall throughput as well as the 

credibility of the field, further emphasising the need to develop automated scoring 

solutions.   
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1.4.  General Research Aims 

The experimental body of this thesis is organised in three (3) chapters, covering the 

whole validating procedure, from the configuration of Somnivore internal mechanics 

to its deployment towards validation studies. General and specific aims are 

presented below. For further details see each respective chapter.  

1.4.1.  Configuration studies (Chapter 5) 

• Evaluate all the subcomponents of Somnivore’s classifying strategy to select 

those leading to superior generalisation, and consequently select all their best 

performing setting parameters. 

• Run configuration studies in the form of pilot studies on a limited number of 

participants (n = 6), from each cohort available across mice, rat and human 

data. 

• Use this data to challenge the preliminary resilience of Somnivore and 

standardise validating protocols across different species on well powered 

evaluations in the subsequent validating chapter.  

1.4.2.  Murine validation studies (Chapter 6) 

• Assess whether the performance of Somnivore’s automated scoring of murine 

recordings is within range of inter-scorer agreement observed amongst 

human scorers across all stages.  

• Surpass the limitations of Somnivore’s predecessors, by conducting validation 

studies on a variety of species (mouse, rat), different strains, phenotypes and 

pharmacological interventions. 

• Conduct assessments both at the level of engineering metrics of classifier 

evaluation and sleep biology end-measures. 

• Test the resilience of Somnivore in the presence of a variety of challenges, at 

the level of polysomnography signal acquisition and machine learning 

dynamics.  
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1.4.3.  Human validation studies (Chapter 7) 

• Assess whether the performance of Somnivore’s automated scoring of human 

recordings is within range of inter-scorer agreement observed amongst 

human scorers across all stages.  

• Conduct validation in the presence of a plethora of experimental variables, 

including age, pathology, and pharmacological intervention. 

• Conduct assessments both at the level of engineering metrics of classifier 

evaluation and sleep biology end-measures. 

• Test the resilience of Somnivore in the presence of a variety of challenges, 

both at the level of polysomnography signal acquisition, simplified sleep 

staging, and machine learning dynamics.    

 

 

 

 

 

 

 

 

 

 

 

 



The Florey Institute of Neuroscience and Mental Health, The University of Melbourne 

Giancarlo Allocca 

64 

 

 

  



The Florey Institute of Neuroscience and Mental Health, The University of Melbourne 

Giancarlo Allocca 

65 

 

 

  



The Florey Institute of Neuroscience and Mental Health, The University of Melbourne 

Giancarlo Allocca 

66 

 

 

 AUTOMATED CLASSIFIER DESIGN 
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2.1.  Introduction 

The shortcomings of manual sleep scoring have been acknowledged in the sleep 

research community, and attempts to automate the process with computers were 

made as early as the 1960s (Drane et al., 1969; Larsen and Walter, 1970; Martin et 

al., 1972; Smith and Karacan, 1971). At its core, an automated classifier relies on 

‘signal features’ to inform scoring decisions. Features are salient mathematical 

descriptors of the signals under scrutiny (e.g. EEG, EMG), and mostly belong to two 

classes or domains: time and frequency. Time domain features are the most 

intuitive, and as the name suggests they are signal fluctuations with respect to time, 

such as signal mean amplitude, maxima/minima and standard deviation (Crisler et 

al., 2008). Frequency domain features, on the other hand, inspect variables usually 

in the power spectrum over the frequency domain. They require the signal to be 

transformed with algorithms such as fast Fourier transform (FFT), and are usually 

deployed to investigate dynamics pertaining to EEG oscillations (Chouvet et al., 

1980; Gilmour et al., 2010; Johns et al., 1977; Pan et al., 2012). While computation 

aids greatly the extraction and consistency of time and frequency domain features, 

most are also visible to trained researchers (Carskadon and Rechtschaffen, 2000). 

Most time and frequency domain features follow linear dynamics, nonlinear features, 

on the other hand, are relatively new to sleep scoring, and as the name suggests, 

they are extracted with polynomial functions of degree higher than one. They are far 

less intuitive and often rely on equations of high complexity, and therefore they are 

generally undiscernible to the observer. However since most natural systems are 

inherently nonlinear, they are gathering increasingly more interest from the sleep 

community (Acharya et al., 2005; Shen et al., 2003). 

Automated classifiers are broadly divided into two different approaches in line with 

their annotation methods: unsupervised and supervised. The former deploy ‘hard’ 

rules for data annotation, predefined before scoring. This allows results to be highly 

reproducible, albeit also very sensitive to data outside the predicted feature range. 

Supervised approaches, on the other hand, deploy ‘soft’ rules for annotation. These 

approaches learn the appropriate decision rules from a training dataset provided by 

the user, and derived from each subject. Consequently, the classifier uses these 
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‘soft’ rules to score the entire dataset of the subject. This increases the resilience of 

the classifier to unexpected data, since the training set often includes data 

irregularity and idiosyncrasies present and identified in the original data. The main 

advantage of unsupervised approaches over supervised methods lies in the fact that 

the former lack subjectivity, and can consistently score all subjects with the same 

rule set. Unsupervised approaches were the first to appear, and either relied on the 

use of hard thresholds or sophisticated clustering algorithms (Gross et al., 2009; 

Jobert et al.; Johns et al., 1977; Kohtoh et al., 2008; Larsen and Walter, 1970; Martin 

et al., 1972; Smith and Karacan, 1971; Van Luijtelaar and Coenen, 1984; Winson, 

1978). Since the early 1990s, supervised automated sleep scoring algorithms have 

gained popularity, and have integrated sophisticated machine learning strategies, 

because inter-subject variability in the feature space revealed the problems of most 

unsupervised algorithms. Machine learning algorithms used to construct supervised 

classifiers include artificial neural networks (Fraiwan et al., 2011; Hassaan and 

Morsy, 2008; Mamelak et al., 1991; Robert et al., 1997; Schaltenbrand et al., 1996), 

SVM (Crisler et al., 2008; Koley and Dey, 2012), training hidden Markov models 

(Grube et al., 2002; Pan et al., 2012), parameter estimation of Gaussian mixture 

models (Acharya et al., 2010), decision trees (Aboalayon et al., 2015) and latent 

Dirichlet allocation (Gao et al., 2016; Koch et al., 2014). 

Classically, the subjectivity of supervised classifiers was seen as a weakness, and a 

revival of more sophisticated unsupervised approaches has been seen in recent 

years (Sunagawa et al., 2013). However, the gradual disappearance of unsupervised 

solutions points to the fact that the subjectivity intrinsic to supervised algorithms can 

in fact be exploited as a strength rather than a weakness. This is because sleep 

scoring is inherently a subjective science, and even in the presence of set scoring 

standards, ultimately each sleep scientist has his/her own slightly personalised set of 

rules, resulting in the large inter-scorer disagreement observed both with animal and 

human data (Crisler et al., 2008; Neckelmann et al., 1994; Rosenberg and Van Hout, 

2013; Wendt et al., 2015).  

Choosing the right machine learning approach is no easy task. Artificial neural 

networks have so far delivered mediocre performance, and are computationally 
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intensive (Fraiwan et al., 2011; Hassaan and Morsy, 2008; Mamelak et al., 1991; 

Robert et al., 1997; Schaltenbrand et al., 1996). Deep learning is a new technology 

that provides unmatched classification especially in image recognition, but it requires 

extremely large training data and computational resources (He et al., 2016). The 

most successful approaches have so far deployed SVM and decision trees 

(Aboalayon et al., 2015) and fierce debates have followed on which of the two is 

most appropriate. Ultimately, the choice of machine learning approach to embed in 

Somnivore has favoured SVM. While decision trees offer remarkable results, their 

performance has mostly been tested on human data, suggesting that animal 

recordings, which notoriously feature higher inter-subject variability may suffer from 

this approach. In fact, SVM is known to perform well in conditions of large 

dimensionality (Chaves et al., 2009). Large dimensionality is required both for 

withstanding the large effects on the EEG power spectra that pharmacological 

intervention can exert in animals, but often not in human, due to more conservative 

dosages and safer treatments. Moreover, as one of the goals of Somnivore is 

processing speed, design of a priori selected feature set will be attempted during the 

configuration studies of Chapter 5, requiring a machine learning algorithm capable 

of withstanding a large feature space. 

SVM has therefore consistently performed excellently (Gao et al., 2016). However, 

the few algorithms validated so far have either suffered from validation using only 

extremely small group sizes (Crisler et al., 2008) or were implemented in non-

standard recording conditions (Koley and Dey, 2012), which likely jeopardised their 

wider implementation. Therefore, in this project my goal was to redeploy the SVM 

approach for automated sleep scoring, correcting and expanding on previous 

attempts.  

2.2.  Support Vector Machines (SVMs) 

The SVM is a method of supervised machine learning that has gained a high level of 

popularity due to its performance and relative simplicity. The first SVM, applied to 

linearly separable problems, was theorised in 1963 by Vladimir Vapnik and Alexy 
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Chervonenkis (Boser et al., 1992). However, due to their limitation to linear problems 

as well as the lack of effective computational platforms available, these efforts were 

largely forgotten until 1992, when Boser, Guyon and Vapnik suggested a way to 

apply SVMs to nonlinear problems by employing transforming kernels (Boser et al., 

1992). Their final solution based on soft margins was published in 1995 (Cortes and 

Vapnik, 1995), and the use of SVMs has burgeoned ever since in a very diverse 

array of fields including biology, economics, civil engineering and image recognition 

(Cheng and Hoang, 2016; Duy et al., 2016; Heo and Yang, 2016; Zhuo et al., 2016). 

A brief introduction to the theory underpinning SVMs is provided below. 

2.2.1.  Linear SVMs for linearly separable data 

Consider L training points, with each input x𝑖𝑖 being composed of D features (and 

therefore of dimension D), belonging to one of two classes, 𝑦𝑦𝑖𝑖 =  −1 or + 1. We can 

represent the training set in the form: 

{x𝑖𝑖 , y𝑖𝑖}  where 𝑖𝑖 = 1⋯𝐿𝐿,    y𝑖𝑖 ∈ {−1,1},   x𝑖𝑖 ∈ R𝐷𝐷 

This case applies to linearly separable data, which can be represented on a plot of x1 

vs x2 by a line separating the two classes when 𝐷𝐷 = 2 (i.e. two dimensions) and a 

hyperplane on plots of 𝑥𝑥1, 𝑥𝑥2 … 𝑥𝑥𝐷𝐷 in case of 𝐷𝐷 > 2. It is possible to describe this 

hyperplane by the equation w ∙ x + 𝑏𝑏 = 0, where w is perpendicular to the 

hyperplane, and 𝑏𝑏
||𝑤𝑤||

 is the distance from the origin to the perpendicular of 

hyperplane. Support vectors (SVs), are the training points closest to the hyperplane. 

The objective of an SVM is to place the hyperplane optimally, to maximise the 

distance between the SVs of each class, (figure 2.1) (Friedman et al., 2001). 
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Figure 2.1. An example of a linearly separable classification problem 
Figure adapter from (Fletcher, 2009). 

With reference to figure 2.1, configuring an SVM consists of identifying the 

parameters w and 𝑏𝑏 such that the training data is described by: 

x𝑖𝑖 ∙ w + 𝑏𝑏 ≥  +1 for 𝑦𝑦𝑖𝑖 =  +1    (f.1) 

x𝑖𝑖 ∙ w + 𝑏𝑏 ≤  −1 for 𝑦𝑦𝑖𝑖 =  −1    (f.2) 

These two relationships can be merged into one: 

𝑦𝑦𝑖𝑖(x𝑖𝑖 ∙ w + 𝑏𝑏) − 1 ≥ 0, ∀𝑖𝑖     (f.3) 

For the training data points closest to the hyperplane (i.e. the SVs), the hyperplanes 

on which these points lie, 𝐻𝐻1 and 𝐻𝐻2, are given by: 

 𝑥𝑥𝑖𝑖 ∙ w + 𝑏𝑏 = +1 for 𝐻𝐻1     (f.4) 

 𝑥𝑥𝑖𝑖 ∙ w + 𝑏𝑏 = −1 for 𝐻𝐻2       (f.5) 

The distances 𝑑𝑑1and 𝑑𝑑2 are the distances between the hyperplane and respectively 

𝐻𝐻1 and 𝐻𝐻2. The plane equidistant between 𝐻𝐻1 and 𝐻𝐻2 (𝑑𝑑1 = 𝑑𝑑2), is described as the 
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SVM’s margin. To place the hyperplane as far as possible from SVs of either class 

requires optimisation of the margin. 

The margin is given by 1
||w||

, and maximising it according to the constraints of (f.3) 

entails computing: 

 min ||w|| such that:  𝑦𝑦𝑖𝑖(x𝑖𝑖 ∙ w + 𝑏𝑏) − 1 ≥ 0, ∀𝑖𝑖    

Therefore, minimising ||w|| is equal to minimising 1
2

||w||2; use of this form transforms 

the optimisation into a Quadratic Programming (QP) optimisation: 

 min 1
2

||w||2 such that: 𝑦𝑦𝑖𝑖(x𝑖𝑖 ∙ w + 𝑏𝑏) − 1 ≥ 0 ∀𝑖𝑖  (f.6) 

Such a Quadratic Program can be solved by use of Lagrange multipliers, from which 

w can be estimated. The estimate of b is achieved through use of the estimated 𝑤𝑤 in 

(f.4) and (f.5), averaging over all 𝑖𝑖 = 1⋯𝐿𝐿,. Central to the solution of the QP is 

formation of a matrix, H, with elements given by the dot product of the input data 

points. 

2.2.2.  Linear SVMs for non-linearly separable data 

Very often, data is not completely linearly separable, prompting adjustments in the 

procedure outlined in Section 2.2.1. The first step is relaxing the constraints for (f.1) 

and (f.2), to cater for the presence of misclassified points. This necessitates the 

introduction of a set of positive slack variable {𝜉𝜉𝑖𝑖 , 𝑖𝑖 = 1,⋯𝐿𝐿}: 

 x𝑖𝑖 ∙ w + 𝑏𝑏 ≥ +1 − 𝜉𝜉𝑖𝑖  for 𝑦𝑦𝑖𝑖 = +1    (f.7) 

x𝑖𝑖 ∙ w + 𝑏𝑏 ≤ −1 + 𝜉𝜉𝑖𝑖  for 𝑦𝑦𝑖𝑖 = −1    (f.8) 

𝜉𝜉𝑖𝑖 ≥ 0,∀𝑖𝑖      (f.9) 
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Again, these expressions can be combined into: 

𝑦𝑦𝑖𝑖(x𝑖𝑖 ∙ w + 𝑏𝑏) − 1 + 𝜉𝜉𝑖𝑖 ≥ 0  where  𝜉𝜉𝑖𝑖 ≥ 0,∀𝑖𝑖  (f.10)

 

Figure 2.2. An example of a non-linearly separable classification problem 
Figure adapted from (Fletcher, 2009). 

The introduction of positive slack variables is equivalent to making the margins ‘soft’, 

(see figure 2.2), where points classified incorrectly have a penalty that accumulates 

with the distance from the margin boundary. The idea is to minimise the number of 

misclassified points.  One way to do this is to adapt (f.6): 

minimise: 1
2

||w||2 + 𝐶𝐶 ∑ 𝜉𝜉𝑖𝑖𝐿𝐿
𝑖𝑖=1  such that 𝑦𝑦𝑖𝑖(x𝑖𝑖 ∙ w + 𝑏𝑏) − 1 + 𝜉𝜉𝑖𝑖 ≥ 0,∀𝑖𝑖 

 (f.11) 

The parameter C, also known as a box constraint, regulates the compromise 

between the size of the margin and the slack variable penalty. Again, the Quadratic 

Program is solved via Lagrangians, to produce estimates of w, b and 𝜉𝜉𝑖𝑖, i = 1, …, L. 

The classification of novel data points, x’, are made as: 

y′ = sgn(w ∙ x′ + b)     (f.12) 
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2.2.3.  Nonlinear SVMs 

There are many circumstances for which a linear SVM model is inadequate at 

‘shattering’ (dividing) the training data, and for which the SVM would not generalise 

well once deployed for classification. Such cases hindered the adoption of the early 

versions of SVMs, until both soft margins and the kernel transformation were 

incorporated (see below). This paved the way for nonlinear SVMs (Boser et al., 

1992; Cortes and Vapnik, 1995).  

Consider the matrix H, a core part of the QP solution, with 𝐻𝐻𝑖𝑖𝑖𝑖 the (𝑖𝑖, 𝑗𝑗)𝑡𝑡ℎ element of 

H: 

𝐻𝐻𝑖𝑖𝑖𝑖  =  𝑦𝑦𝑖𝑖𝑦𝑦𝑖𝑖𝑘𝑘�x𝑖𝑖 , x𝑖𝑖�      (f.13) 

Here, 𝑘𝑘�x𝑖𝑖 , x𝑖𝑖� is a kernel function, and in the case of a linear SVM, it is given by the 

dot product of the input points, that is, 𝑘𝑘�x𝑖𝑖 , x𝑖𝑖� =  x𝑖𝑖𝑇𝑇x𝑖𝑖. Kernel functions are all based 

on the calculation of inner products of two vectors. This implies that if it is possible to 

recast the functions into higher dimensions by nonlinear feature mapping functions 

x → ϕ(x), then the inner products of the feature space inputs alone need to be 

calculated, with no need to determine ϕ explicitly. This saves time and computational 

complexity, making SVM a comparatively simple strategy, compared with other 

machine learning algorithms.  

Once the input data in the feature space is transformed into a higher dimensional 

space by kernels, often points can become easier to shatter, as visualised in the 

example in figure 2.3. 
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Figure 2.3. Remapping of dichotomous data using a non-linear kernel 
Figure adapter from (Fletcher, 2009). 

Several nonlinear kernels have been devised for use in SVMs over the years, 

including: 

Radial Basis Function Kernel (RBF): 

𝑘𝑘�x𝑖𝑖 , x𝑖𝑖� = 𝑒𝑒−
��x𝑖𝑖−x𝑗𝑗��

2

2𝜎𝜎2  

Polynomial Kernel: 

𝑘𝑘�x𝑖𝑖 , x𝑖𝑖� =  (x𝑖𝑖 ∙ x𝑖𝑖 + 𝑎𝑎)𝑏𝑏 

Sigmoidal Kernel: 

𝑘𝑘�x𝑖𝑖 , x𝑖𝑖� =  tanh(𝛼𝛼x𝑖𝑖 ∙ x𝑖𝑖 − 𝑏𝑏) 

Here 𝑎𝑎, 𝑏𝑏 and 𝜎𝜎 are known as hyperparameters, constants that define the behaviour 

of the kernel. While these three hyperparameters are some of the most popular, 

there are numerous other kernels each with more hyperparameters available for 
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adjustment. Choosing the right kernel and hyperparameters is regarded in the 

machine learning community as a less than exact science (Fletcher, 2009). While 

certain kernels are more suited to specific types of data, no given kernel is 

guaranteed to work best for all instances. Often predictions break down at the level 

of testing and while standard hyperparameters are available, they need constant 

empirical optimisation, often through trial and error.  

For a general nonlinear SVM, the elements of the matrix H are calculated by: 

𝐻𝐻𝑖𝑖𝑖𝑖 = 𝒚𝒚𝒊𝒊𝒚𝒚𝒋𝒋ϕ(x𝒊𝒊) ∙ ϕ(x𝑖𝑖)    (f.14) 

Each novel point, x′, is classified by calculating: 

y′ = sgn(w ∙ ϕ(x′) + b)     (f.15) 

2.3.  Underfitting, overfitting and the curse of dimensionality 

In order to understand machine learning, it is important to understand the extreme 

cases of the learning model with respect to bias and variance. Support Vectors carry 

all the necessary information to shape the decision boundary. If not enough SVs are 

available, the information shortage leads to a hyperplane positioned almost at 

random. Such a model has high bias, and suffers from underfitting (figure 2.4), 

which leads to poor generalisation. Apart from occurring due to an insufficient 

number of SVs, underfitting can also occur due to a poor choice of kernel. In fact, in 

certain cases, a linear kernel cannot in any orientation avoid substantial underfitting 

(figure 2.3). 
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Figure 2.4. Examples of learning in non-linearly separable binary classification 
SVMs regression problems are represented on the first row, classification problems are 
illustrated on the bottom row. Green lines in the regression problems represents the true, 
unknown function, while the red line represents the SVM decision boundary. Three 
examples are shown in three graph columns: a) underfitting, b) optimal learning and c) 
overfitting. Figure adapted from (Goddard et al, 2015). 

At the other end of the spectrum, the use of kernels and soft margins has opened up 

extraordinary opportunities to resolve nonlinear classification problems. However, a 

closer examination highlights the fact that overuse of SVs and kernels can lead to 

the opposite extreme scenario: overfitting. Overfitting occurs when the SVM decision 

boundary is positioned to separate all training points so well it cannot generalise, and 

instead becomes purely descriptive of the training data, including its noise and 

outliers. Such system has high variance.  

Both kernels and the number of features selected are intended to tackle the 

problems of underfitting and overfitting by increasing or decreasing the 

dimensionality of the input space. In the case of adding features or kernel 
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dimensions, the system receives exponentially more information at each addition. 

This, intuitively, should result in a better model, since more information is often better 

than less. However, the more dimensions added to the input space, the higher the 

likelihood of being able to fit a decision boundary to divide the binary problem. This 

progressively increases variance, and if appropriate measures are not taken, 

eventually the decision boundary will overfit, with progressive decrease in 

performance (figure 2.5). This effect is known as the ‘curse of dimensionality’, as 

first described by Bellman in 1957 (Keogh and Mueen, 2010). 

 

Figure 2.5. Classifier performance over dimensions 
The performance of a classifier initially rises with the addition of new features, but beyond an 
optimal (unknown) point, the model starts to overfit and performance decreases rapidly 
thereafter. Figure adapted from (Spruyt, 2016). 

This extreme increase in the number of possible decision boundaries is also known 

as ‘combinatorial explosion’ (Perlovsky, 1998), and the only way to avoid this effect 

without decreasing dimensionality is to expand the size of the training set (figure 
2.6). However, as the effect increases exponentially, so too does the number of 

training points necessary to offset the curse.  
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Figure 2.6. Exponential increase of input space with each new dimension 
As indicated by the red shaded area, the number of training points required to cover 20% of 
the input space increases exponentially with the addition of each new dimension. Figure 
adapted from (Spruyt, 2016). 

In efforts to avoid underfitting, overfitting and the curse of dimensionality, a number 

of refinements have been introduced to machine learning methods, including cross-

validation, feature selection and hyperparameter optimisation. 

2.4.  Cross-validation 

Once the decision boundary has been set with a SVM, and classification performed, 

it is important to evaluate the performance of the classification (Friedman et al., 

2001).  

Let 𝑇𝑇 = ��x1, y1�, �x2, y2�,⋯�x𝑁𝑁 , y𝑁𝑁�� be the set of data used to train the SVM. There 

is a mean-square error (MSE) calculable from the training set. Similarly, the 

classification of a given set of test points results in a MSE statistic. The training data 

will typically produce a lower MSE than the test set, because the SVM has been built 

using this data. This suggests that it is not advisable to estimate the model error on 

the same data used for training, as to do so, would skew the evaluation of the 

decision boundary towards one likely to overfit. In fact, an overfit model tested on the 

training data returns a zero MSE. In the presence of abundant data, the ideal case 

would be to reserve a portion of the data for training, and a separate one for testing. 

In this case, the MSE of the test set can be seen as extra-sample error (also known 

as ‘out of sample error’), as the test input vectors and the training input vectors do 
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not coincide. Unfortunately, quite often there is not an abundance of training data 

with respect to the whole dataset from which to generalise. In this case, the most 

established strategy is to infer the performance of the SVM directly from the training 

data, using cross-validation (CV) protocols. CV refers to a family of methods that 

infer model errors from training data, without having to perform the classification of 

the whole dataset. However, in practical terms the smaller the training set with 

respect to the size of the whole dataset, the less effective the CV protocol is in 

robust evaluation of the SVM. CV protocols split training data into portions, build a 

model with all but one, and then calculate the misclassification error on the portion 

omitted. Ultimately, when all iterations have been completed all errors are averaged, 

and the result is treated as the cross validated estimate of the model error. 

Numerous CV protocols have been established, the most popular of which is K-Fold 

CV (Duan et al., 2003). This method splits the data into K parts of (when possible) 

equal size. In the case of 𝐾𝐾 = 5, data would be arranged as shown in figure 2.7. 

 

Figure 2.7. An example of data partitioned in a K-Fold CV when K = 5. 
 
Therefore, for the 𝑘𝑘th portion (the 3rd in figure 2.7), the model is fit around the other 

𝐾𝐾 − 1 data portions. This is iterated for 𝑘𝑘 = 1,2,⋯ ,𝐾𝐾 and then all estimates of 

prediction errors are averaged. The most extreme and thorough of the K-fold CV is 

implemented when 𝐾𝐾 = 𝑁𝑁 − 1, where 𝑁𝑁 is the number of instances in the training 

set. In this case, the protocol is renamed leave-one-out CV, which trades higher 

accuracy for substantial computational requirements, often prohibitive in the case of 

large training datasets. 
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2.5.  Class balancing 

Class balancing is an important process in machine learning that is often overlooked. 

As different classes occupy a different proportion of the population, building a 

training set that represents this proportion accordingly is crucial for the establishment 

of an accurate division boundary. The number provided for training in each class 

decides the number of SVs on either side of the decision boundary (figure 2.8). 

Therefore, in the case of a training set with a heavily unbalanced number of training 

points in each class the resulting decision boundary is skewed more towards the 

class with fewer training points, and therefore fewer SVs. If the disparity in training 

instances is representative of the binary distribution in the population this problem is 

more contained, as the decision boundary will be misclassifying fewer instances 

since the model is biased towards the dominant class. However, the more the 

distribution in the training set departs from that of the population, the more the 

decision boundary will either over-represent or under-represent each class. In 

machine learning this paradigm is termed class-imbalance learning (Liu et al., 2009) 

and a number of strategies have been devised to offset it.  

The most intuitive strategies are random under-sampling and over-sampling. The 

former is implemented by randomly removing points from the dominant class until 

the learning problem becomes balanced, the latter instead results in the random 

duplication of training instances in the under-represented class (Chawla et al., 2004). 

They both offer to resolve the problem of unbalanced representation, but they both 

have advantages and disadvantages. As a canonical teaching in machine learning 

advocates that a ‘worse model with more training data generalises more than a 

better model with less training data’ (Zhu et al., 2012), suggesting that over-sampling 

should be favoured. However, this has been tested with confounding results, 

because over-sampling relies on the replication of training instances, which 

invariably decreases variance, increases bias and ultimately leads to overfitting 

(Drummond and Holte, 2003; Zhu et al., 2012). One alternative that allows the 

preservation of the unbalanced training set while improving generalisation is weights 

rebalancing (Tang et al., 2009). Weights are represented by factor 𝑤𝑤 described in 

(f.11), and indicate the impact that each SV has on the shaping of the decision 
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boundary. Generally, a SVM system that is not provided with rebalancing divides the 

overall weight of 1 between all training instances. In those cases where the 

proportions of the binary distribution are known it is possible to rebalance the 

weights accordingly, without changing the distribution of the training set, as in the 

example in figure 2.8. 

 

Figure 2.8. An example of a binary classification problem with unbalanced 
classes 
In class-imbalance learning, the decision boundary tends to be skewed towards the class 
that contains fewer training points (red points in this example). This potentially creates a 
misleading representation and poor generalisation. Weight rebalancing, with correct 
assumption of the original distribution shifts the decision boundary to a more balanced 
representation, increasing generalisation. Figure adapted from (Learn, 2016b). 
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2.6.  Feature selection and hyperparameter optimisation 

As mentioned, creating a good classifier is not an exact science. Numerous 

components require adjustment, and rules of thumb are often empirically disproved; 

ultimately, adjusting each level relies on multiple heuristic strategies, where each 

layer is evaluated by CV. After settling on the supervised or unsupervised nature of 

the approach, which specific algorithm to implement and which features to extract, 

the last layers of refinement are feature selection and hyperparameter optimisation. 

Feature selection is a process whereby the most salient features are identified to 

become part of the input space. This process is important to maximise the signal to 

noise ratio, avert the curse of dimensionality and reduce computational 

requirements. Numerous approaches have been devised, including sequential 

feature selection (Aha and Bankert, 1996), simulated annealing (Lin et al., 2008), 

targeted projection pursuit (Faith et al., 2006), and recursive feature elimination 

(Bedo et al., 2006). 

As stated, hyperparameters are values within the machine-learning algorithm 

employed that the user controls. In the case of linear SVM models, the only 

hyperparameter available for tuning is 𝐶𝐶 introduced in (f.21). As 𝐶𝐶 controls the ‘trade-

off’ between the size of the slack variables and the size of the margin, it also has 

direct control over the bias-variance trade-off. For nonlinear SVM models deploying 

the RBF kernel, there is an additional hyperparameter, 𝜎𝜎, to choose (see Section 

1.3.1.3). Hyperparameter 𝜎𝜎 is the standard deviation of the Gaussian kernel 

introduced at each iteration by the RBF, and high values lead to a more selective 

curve. Low values, on the other hand, lead to a flatter boundary, with extreme values 

often yielding the same decision boundary as a linear kernel. The selection of 

appropriate hyperparameters is paramount (figure 2.9), as they directly decide 

whether a boundary will produce an accurate fit or not. 
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Figure 2.9. Effect of different hyperparameter values on the decision boundary 
In this non-linear binary classification problem, nine combinations of different 
hyperparameters C and 𝜎𝜎 (also known as γ) are provided, with different outcomes on the 
decision boundary generated. The darker the colour the higher the chances are for a point to 
receive the associated classification. Figure adapted from (Learn, 2016a). 

As for feature selection, a number of strategies are employed to optimise the 

hyperparameters. One of the most popular and intuitive is grid search (Bergstra and 

Bengio, 2012), (figure 2.9), whereby ranges of hyperparameters are matched in all 

possible combinations, each tested and ranked by CV.  

2.7.  Classifier evaluation 

Numerous metrics are available to evaluate the performance of a classifier. Different 

scientific fields tend to rely on specific measures according to the functional goal of 

their classification model, since no single method is able to assess performance in all 

possible aspects. However, regardless of the evaluation metric of interest, all 
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pertinent information can be drawn from one specific, and very powerful tool, the 

confusion matrix (CM). The CM, also known as the error matrix (Stehman, 1997), is 

a specific tabular layout that is used to assess the performance of supervised 

learning models (the variant used in unsupervised systems is called the matching 

matrix). Columns of the CM represent instances in the class predicted by the 

classifier, while rows are instances in the reference (the real condition) class (or 

rarely, also vice versa) (Powers, 2011) (figure 2.10).

 

Figure 2.10. Example confusion matrices 
Two example confusion matrices, the top example for binary classification, and the bottom 
example for multiclass classification. Results are presented in numerical form or percentage 
form. The latter can be represented as either percentage of the count of instances matrix-
wise (as shown in this example), or column-wise or row-wise. Figure adapted from 
(Algolytics, 2016). 

A plethora of measures can be extracted from confusion matrices (see e.g. figure 
2.11). They all provide information about different aspects of the performance of a 

classifier. Evaluation metrics are arranged in layers of complexity. The first layer, 

comprising metrics that deeper levels use for their evaluation, are true positives (𝑇𝑇𝑇𝑇), 

true negatives (𝑇𝑇𝑁𝑁), false positives (𝐹𝐹𝑇𝑇) and false negatives (𝐹𝐹𝑁𝑁). 
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Figure 2.11. Sample of evaluating measures inferable from a confusion matrix 
Figure adapted from (Lo et al., 2014). 

𝑇𝑇𝑇𝑇, also called hits, represent instances that were correctly classified in a specific 

class; 𝑇𝑇𝑁𝑁 are instances that were classified by both the classifier and the reference 

as members of another class instead of that under consideration. Both 𝑇𝑇𝑇𝑇 and 𝑇𝑇𝑁𝑁 

represent correct classifications, and robust classifiers should strive for the highest 

possible values in these two metrics. 𝐹𝐹𝑇𝑇 represents type I errors, where the classifier 

flagged a point as being member of the class considered, when in fact the reference 

classified it as being part of another class. False negatives, on the other hand, 

represent type II errors, or misses, where the classifier labelled an instance as being 

part of another class from that considered, while in fact it was part of the latter. Both 

𝐹𝐹𝑁𝑁 and 𝐹𝐹𝑇𝑇 should be kept as low as possible. Once 𝑇𝑇𝑇𝑇, 𝑇𝑇𝑁𝑁, 𝐹𝐹𝑇𝑇 and 𝐹𝐹𝑁𝑁 are 

calculated, a deeper layer of evaluation metrics can be calculated, including 

sensitivity, specificity and precision.  

Sensitivity, also known as ‘true positive rate’, ‘hit rate’, or ‘recall’, is the measure of 

the proportion of instances labelled as the given class by the reference scorer that 

were retrieved by the classifier by correct labelling (Powers, 2011).  
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It is described by: 

𝑆𝑆𝑒𝑒𝑆𝑆𝑆𝑆𝑖𝑖𝑆𝑆𝑖𝑖𝑆𝑆𝑖𝑖𝑆𝑆𝑦𝑦 =  
𝑇𝑇𝑇𝑇

(𝑇𝑇𝑇𝑇 + 𝐹𝐹𝑁𝑁)
 

Specificity, also known as ‘true negative rate’, is the measure of the proportion of 

negative instances in a specific class that the classifier correctly labelled as such 

(Powers, 2011). It is given by: 

𝑆𝑆𝑆𝑆𝑒𝑒𝑆𝑆𝑖𝑖𝑆𝑆𝑖𝑖𝑆𝑆𝑖𝑖𝑆𝑆𝑦𝑦 =  
𝑇𝑇𝑁𝑁

(𝑇𝑇𝑁𝑁 + 𝐹𝐹𝑇𝑇)
 

Precision, also known as ‘positive predictive value’, represents the proportion of 

instances labelled in a specific class by the classifier that also were initially labelled 

as such by the reference scorer (Powers, 2011). It is given by: 

𝑇𝑇𝑃𝑃𝑒𝑒𝑆𝑆𝑖𝑖𝑆𝑆𝑖𝑖𝑃𝑃𝑆𝑆 =
𝑇𝑇𝑇𝑇

(𝑇𝑇𝑇𝑇 + 𝐹𝐹𝑇𝑇)
 

Essentially, with respect to the class under consideration, sensitivity quantifies the 

ability of the classifier to retrieve all instances from the reference scored data, 

specificity indicates the ability to avoid false positives, and precision surveys the 

reliability of hits. Therefore, all these measures indicate very different behaviours of 

the classifier, and their weight is geared towards the purpose of the classification. 

Attempts have been made to combine their information in even deeper layers of 

classifier evaluation metrics (Powers, 2011). Amongst the many solutions, the F-

measure is one of the most popular, due to its simplicity and reliability. 

The F-measure, also known as F-score or F1-score, combines precision and 

sensitivity together as one measure. Overall, it is one of the most stringent metric 

available, as both high sensitivity and high precision are required to lead to high F-

measures. Importantly, if both sensitivity and precision are equally superior (>0.8) 

specificity itself is also guaranteed at similar levels.  
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Mathematically, F-measure is described as the weighted average of sensitivity and 

precision, where 1 describes the best value and 0 the worst (Powers, 2011): 

F-measure = 2 ∙
𝑆𝑆𝑒𝑒𝑆𝑆𝑆𝑆𝑖𝑖𝑆𝑆𝑖𝑖𝑆𝑆𝑖𝑖𝑆𝑆𝑦𝑦 ∙  𝑆𝑆𝑃𝑃𝑒𝑒𝑆𝑆𝑖𝑖𝑆𝑆𝑖𝑖𝑃𝑃𝑆𝑆
𝑆𝑆𝑒𝑒𝑆𝑆𝑆𝑆𝑖𝑖𝑆𝑆𝑖𝑖𝑆𝑆𝑖𝑖𝑆𝑆𝑦𝑦 + 𝑆𝑆𝑃𝑃𝑒𝑒𝑆𝑆𝑖𝑖𝑆𝑆𝑖𝑖𝑃𝑃𝑆𝑆

 

Numerous other metrics aim, like the F-measure, to provide a more comprehensive 

evaluation over the performance of a classifier. These include the κ coefficient 

(Kraemer, 1982) and receiver operating characteristic (ROC) curves (Powers, 2011). 

However, besides the κ coefficient featuring occasionally in studies on sleep scoring 

agreement (Danker‐Hopfe et al., 2004) the use of these alternatives has never been 

established when evaluating automated sleep-scoring algorithms, due to either their 

overly stringent behaviour (Brennan and Prediger, 1981), or potentially misleading 

nature (Lobo et al., 2008). When evaluating performance across all classes, 

accuracy is currently the gold standard metric, and it is defined as the proportion of 

correctly labelled instances (both 𝑇𝑇𝑇𝑇 and 𝑇𝑇𝑁𝑁) amongst all instances examined (Metz, 

1978): 

𝐴𝐴𝑆𝑆𝑆𝑆𝐴𝐴𝑃𝑃𝑎𝑎𝑆𝑆𝑦𝑦 =
𝑇𝑇𝑇𝑇 + 𝑇𝑇𝑁𝑁

𝑇𝑇𝑇𝑇 + 𝑇𝑇𝑁𝑁 + 𝐹𝐹𝑇𝑇 + 𝐹𝐹𝑁𝑁
 

2.8.  Shortcomings of past automated approaches 

Considering the large number of attempts to develop automated sleep scoring 

approaches, it is somewhat surprising that no automated sleep scoring algorithm has 

been widely adopted in sleep laboratories. However, a number of critical flaws in 

their design have likely contributed to this fact. A practical issue is the way most 

solutions have been presented. Most automated sleep scoring algorithms are 

developed by mathematicians or engineers, and yet scientists that attempt to use 

them in the laboratory are routinely sleep biologists, who may have limited 

knowledge of algorithms and coding. As a result, even when methods have been 

presented as successful in the engineering field, sleep biologists may not have the 

necessary expertise to implement the method, or in many cases, to even to run the 

raw code (if provided by the developers). This contributes to a general scepticism 
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within the sleep research field; and none of the algorithms presented thus far, would 

find an easy path to use by the wider sleep science community.  

Moreover, virtually all automated sleep scoring algorithms have only been tested on 

very small cohorts at the time of their release/publication, usually comprising normal 

animals or healthy human subjects, with some notable exceptions (Bastianini et al., 

2014; Sunagawa et al., 2013). This leaves open the question of whether the systems 

are robust enough to extend to pharmacological intervention or experimental 

phenotypes.  

Finally, any technique presented to the sleep science community as a worthy 

candidate to replace or supplement manual scoring should do so with an extremely 

high level of validation, and to date no single method has been validated for mouse, 

rat and human recordings. Moreover, all automated approaches developed so far 

pursued validation using metrics germane to machine learning paradigms, such as 

sensitivity, precision, and F-measure, but no system has been validated using the 

same end-measures that sleep scientists use for publication, including % stage over 

temporal circadian bins (usually 1 h long) or bout length analysis.  

All the above shortcomings are addressed in the design of the automated sleep 

scoring platform described in this thesis, which I have named Somnivore.  
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 SOMNIVORE 
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3.1.  Overview 

Somnivore endeavours to address the problems that have frustrated the prior 

establishment of automated sleep scoring platforms, aiming to provide robustness, 

adaptability, and user-friendliness. I have coded Somnivore single-handedly and 

entirely in Matlab™ language version 2016a (Mathworks, Natick, MA, USA), but 

Somnivore can also be deployed standalone, being fully compiled for Microsoft 

Windows version 7, 8, 8.1, and 10. The developing platform used was a Lenovo 

ThinkPad laptop W540 with CPU Intel® Core™ i7-4900MQ, 32GB of total physical 

memory, principal display adapter Intel® HD Graphics 4600, secondary display 

adapter NVIDIA-Quadro K1100M, SSD drive OCZ-VERTEX4 512GB.  

 

Figure 3.1. Somnivore start splash image 
Somnivore aims to simplify the approach to sleep data analysis by integrating 

functionalities often requiring multiple computer programs. Therefore, Somnivore 
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handles all required processes from raw signal acquisition to sleep staging, 

hypnogram analysis, basic statistics, and report output and to fulfil these numerous 

tasks Somnivore has been designed to be modular (figure 3.2), integrating three 

main modules: 

• Somnivore Scoring Manager (SSM) 

• Somnivore Automated Scoring Classifier (SASC) 

• Somnivore Treatment Analyser (STA) 

 

Figure 3.2. Overview of the modular design of Somnivore 

3.2.  Somnivore Scoring Manager (SSM) 

The SSM has been designed to guide the user through each step of automated 

sleep scoring without requiring specific knowledge of engineering, and with minimal 

data manipulation. The overall procedure is divided into several steps, starting with 

data import and progressing with a brief training bout of manual scoring, feature 

selection, hyperparameter optimisation, chronotype settings, contextual scoring 

rules, and finally automated sleep scoring. 
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3.2.1.  Importing recordings  

Polysomnography recordings can be imported by Somnivore in either European 

Data Format (.edf) or Matlab™ format (.mat). This process is guided by a specific 

window (figure 3.3). 

 

Figure 3.3. Import Recording window 
The Recording Import panel allows the user through the “Channel setup” panel to view what 
signals are available for import, select those of interest, indicate what type they are (EEG, 
EMG, EOG, etc.), and check what sampling frequency they were captured at. Through the 
“Study Details” panel, the user can fill in details about the study, including the subject ID, 
treatment code, date and time of the experiment, light cycle and many others. Finally, 
through the “Recording parameters” panel the user can select specific acquisition 
parameters, including the size of the epoch. After importing is initiated, Somnivore decodes 
the signal streams, packages them in epochs, and extracts from them all the features. 

3.2.2.  Feature extraction 

Somnivore extracts features ‘epoch-wise’, and the combination of time and feature-

domain features extracted varies according to the type of signal under scrutiny, 

namely EEG, EMG, EOG, ECG, temperature and LMA (summarised in table 3.1). 

Features were extracted according to previous success stories (Ebrahimi et al., 

2008; Krakovská and Mezeiová, 2011; Virkkala et al., 2002), as well as signal 

features not described before (* in table 3.1). 

Table 3.1. List of all features used by Somnivore 
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No Feature Domain Signal type 
Ft1 Root Mean Square 

(RMS) 
Time All 

Ft2 Mean Time All 
Ft3* Standard Deviation 

(STD) 
Time All 

Ft4 Kurtosis Time All 
Ft5 Skewness Time All 

Ft6* Maximum Sample to 
Sample Excursion 

Time All 

Ft7* Absolute Extreme Raw 
Value 

Time All 

Ft8 Zero Crossing Rate Time All 
Ft9* Longest Flat Signal Time All 
Ft10 Total Power Frequency EEG; EMG; EOG 
Ft11 Rhythm Specific 

Power 
Frequency EEG; EMG 

Ft12 Relative Rhythm 
Specific Power 

Frequency EEG 

Ft13* Peak Rhythm 
Frequency 

Frequency EEG; EMG; EOG 

Ft14 Ratios of Rhythms 
Specific Power 

Frequency EEG 

Ft15* Cumulative Sigma 
Power 

Frequency EEG 

Ft16* Total Spectral STD Frequency EEG; EMG 
Ft17* Rhythm Specific 

Spectral STD 
Frequency EEG; EMG 

Ft18* Spectral Kurtosis Frequency EEG; EMG 
Ft19 Total Wavelet Packet 

Energy 
Frequency EEG; EMG 

Ft20 Rhythm Specific 
Wavelet Packet 

Energy 

Frequency EEG; EMG 

Ft21 K-complex-like 
Waveform Count 

Time EEG 

Ft22* EMG Correlation Time EEG 
Ft23* EOG Correlation Time EEG 
Ft24* Chebyshev Correlation Time EEG 
Ft25 Higuchi Fractal 

Exponent 
Time EEG; EMG 

Ft26 Heart Rate (bpm) Time ECG 
Ft27 Gradient Time Temperature 
Ft38 Total Activity Time LMA 

*not previously deployed in automated sleep scoring 

Time-domain features were calculated on the raw epoch-sized signals. For all 

frequency-domain features, except for wavelet packet energy, the raw epoch-sized 

raw signal was ported into the frequency domain through the following steps: 

• Raw signal is first filtered through a Hann window to attenuate extreme high, 

and low frequency noise components.  
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• Signal is then detrended, to eliminate systematic and cumulative 

interferences. 

• Detrended, and windowed signal is then ported into the frequency domain via 

Fast Fourier Transform (FFT). The number of points (nFFT), is calculated by 

finding the next power of 2 of the length of the signal vector.  

• Missing data points when the power spectra output vector does not reach 

nFFT are padded with zeros.  

• For 30 s long epochs, the above process is repeated on 5 s segments, and 

results are averaged to prevent loss of high frequency components.  

Frequency-domain wavelet package coefficient based features, on the other hand, 

do not rely on FFT. They were computed using Matlab™ functions wpdec, 

wpspectrum and wenergy, using guidelines previously reported (Ebrahimi et al., 

2008). Thresholds defining the range of each EEG rhythm can be set manually. 

Features in the HSWR range are also considered, should leads be implanted close 

enough to the hippocampus. Two additional custom defined bands are also 

available, as well as EOG and EMG-EEG leak ranges. For the purpose of validation, 

they were set according to table 3.2. Several EEG rhythm bands were used to 

compute features for EMG signals, to investigate whether EEG leak into the EMG via 

direct corticospinal transmission or telemeter interference might be useful for sleep 

scoring at the EMG level.  
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Table 3.2. Frequency thresholds for EEG rhythms and additional bands 

Range Lower (Hz) Upper (Hz) Features for 
Total Band Pass 0.5 100 EEG; EMG 

Alpha 8 12 EEG; EMG 
Beta 13 30 EEG; EMG 

Beta-1 13 17 EEG 
Beta-2 18 30 EEG 

Gamma 31 50 EEG; EMG 
Gamma-1 31 40 EEG 
Gamma-2 41 50 EEG 

Delta 1 3 EEG; EMG 
Theta 4 7 EEG; EMG 
Sigma 11 14 EEG 

Sigma-1 11 12 EEG 
Sigma-2 13 14 EEG 

HSWR 140 200 EEG; EMG 
Custom-1 51 100 EEG; EMG 
Custom-2 101 139 EEG; EMG 

EOG-EEG Leak 0.5 2 EEG 
EMG-EEG Leak 20 40 EEG 

 

Features were then computed as follows: 

Ft1) Root Mean Square (RMS), was manually coded to represent the formula: 

𝑥𝑥𝑟𝑟𝑟𝑟𝑟𝑟 =  �
1
𝑆𝑆

(𝑥𝑥12 + 𝑥𝑥22 + ⋯+ 𝑥𝑥𝑛𝑛2) 

where 𝑆𝑆 = number of samples. 

Ft2) Raw mean, was computed via standard Matlab™ function ‘mean’ over the raw 

signal epoch vector. 

Ft3) Raw standard deviation, was computed via standard Matlab™ function ‘std’ over 

the raw signal epoch vector. 

Ft4) Kurtosis, was computed via standard Matlab™ function ‘kurtosis’ over the raw 

signal epoch vector. 

Ft5) Skewness, was computed via standard Matlab™ function ‘skewness’. 

Ft6) Maximum sample to sample excursion (MSSE), was manually coded to 

represents the largest abrupt sample to sample variation. 
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Ft7) Absolute extreme raw value, was manually coded to output the largest departure 

from 0 volts in absolute terms. 

Ft8) Zero crossing rate (ZCR), was manually coded to represent formula: 

𝑍𝑍𝐶𝐶𝑍𝑍 =
1

𝑇𝑇 − 1
�𝕝𝕝
𝑇𝑇−1

𝑡𝑡=1

{𝑆𝑆𝑡𝑡𝑆𝑆𝑡𝑡−1 < 0} 

Where 𝑆𝑆 is the signal of length 𝑇𝑇, and indicator function 𝕝𝕝{𝐴𝐴}, is 1 when the argument 

𝐴𝐴 is true. 

Ft9) Longest flat signal, it is manually code to indicate the longest flat signal in the 

epoch. 

Ft10) Total power, represents the mean of the power spectra within set boundaries, 

usually large enough to encompass all EEG rhythms. Across all validating 

experiments, this range was set to the values of ‘Total band pass’ indicated in table 
3.2, or 0.5 Hz to the maximum frequency available for the recording, according to the 

Nyquist rate. 

Ft11) Rhythm specific power, represents the mean of the power spectra within each 

EEG rhythm available, according to ranges indicated in table 3.2. 

Ft12) Relative rhythm specific power, represents rhythm specific power normalised to 

total power. Described as: 

Ft12 =
Ft11
Ft10

 

Ft13) Peak rhythm frequency, manually coded to output the frequency bin with the 

highest power within each EEG rhythm. 
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Ft14) Ratios of rhythms specific power, represents the ratio of a number of 

combinations of Ft11 as described by: 
Ft11𝑎𝑎
Ft11𝑏𝑏

 

Where: 

𝛼𝛼
𝜃𝜃
; 𝛼𝛼
𝛾𝛾
; 𝛽𝛽
𝛼𝛼
; 𝛽𝛽
𝜃𝜃
; 𝛽𝛽
𝛿𝛿
; 𝛽𝛽
𝛾𝛾
; 𝛽𝛽1
𝛽𝛽2

; 𝜃𝜃
𝛼𝛼
; 𝜃𝜃
𝛽𝛽
; 𝜃𝜃
𝛿𝛿

; 𝜃𝜃
𝛾𝛾
; 𝛿𝛿
𝛼𝛼
; 𝛾𝛾
𝛿𝛿
; 𝛾𝛾1
𝛾𝛾2

; 𝛽𝛽
𝜎𝜎
; 𝛿𝛿
𝜎𝜎
; 𝜃𝜃
𝜎𝜎
; 𝛾𝛾
𝜎𝜎
; 𝜎𝜎1
𝜎𝜎2

 

Ft15) Cumulative sigma power, represents an indicator of sleep spindle density, and 

has been coded manually to measure sigma power in sliding windows of 2 s wide, 

with 1 s steps, across the whole epoch.  

Ft16) Total spectral STD, was computed via standard Matlab™ function ‘std’, over the 

FFT power spectra vector, within the range specified as ‘Total band pass’ (table 
3.2), or 0.5 Hz to the maximum frequency available for the recording, according to 

the Nyquist rate. 

Ft17) Rhythm Specific Spectral STD, was computed for each EEG Rhythm via 

standard Matlab™ function ‘std’, over the FFT power spectra vector, within the range 

specified as ‘Total band pass’ in figure 3.2. 

Ft18) Spectral kurtosis, was computed via standard Matlab™ function ‘kurtosis’ over 

the FFT power spectra vector. 

Ft19) Total wavelet packet energy, was computed via standard Matlab™ function 

‘mean’, over the wavelet packet coefficient energy vector produced by function 

‘wenergy’.  

Ft20) Rhythm specific wavelet packet energy, was computed for each EEG rhythm 

via standard Matlab™ function ‘mean’, over the wavelet packet coefficient energy 

vector produced by function ‘wenergy’, between frequency ranges specified in table 
3.2. 
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Ft21) K-complex-like waveform number, was coded manually in the attempt to 

capture K-complex-like waveforms, via detection of time-domain signal patterns, as 

specified in figure 3.4. 

 

Figure 3.4. Sample K-complex, with waveform reference points used to code Ft21 

Figure adapted from (Bankman et al., 1992). 

Ft22) EMG correlation, coded manually to detect EMG leaks in the EEG. A sliding 

window of adjustable size and step was coded to survey correlation, with Matlab™ 

function ‘corr’, between all EEG channels and all EMG channels available, and 

output the maximum correlation found. For all experiments window width was set to 

0.4 sec, and step to 0.1 sec.  

Ft23) EOG correlation, coded manually to detect EMG leaks in the EEG. A sliding 

window of adjustable size and step was coded to survey correlation, with Matlab™ 

function ‘corr’, between all EEG channels and all EMG channels available, and 

output the maximum correlation found. For all experiments window width was set to 

0.4 sec, and step to 0.1 sec. 
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Ft24) Chebyshev correlation, coded manually to detect potential blink artefacts in the 

EEG with a strategy adapted from (Pander et al., 2008). A sliding window of 

adjustable size and step was coded to survey correlation, with Matlab™ function 

‘corr’, between all EEG channels and a Chebyshev function the size of the sliding 

window, generated using the Matlab™ function ‘chebwin’, and output the maximum 

correlation found. For all experiments window width was set to 0.4 sec, and step to 

0.1 sec. 

Ft25) Higuchi fractal exponent, the only non-linear, time-domain feature in the set. 

Has been previously observed to be salient over EEG signals in sleep staging 

(Virkkala et al., 2002), and it was manually coded to follow established guidelines 

(Accardo et al., 1997). With no precedent in the literature, this feature has also been 

applied to EMG signals in Somnivore.  

Ft26) Heart rate, feature only available for ECG, it was coded manually to detect the 

heart rate by detection of peaks in the time-domain >2STD in amplitude.  

 Ft27) Gradient, available only for temperature signals, it was coded manually to 

calculate the tilt of the time-domain signal. 

Ft28) Total activity, available only LMA signals, it was coded manually to calculate the 

sum of all LMA counts with each epoch.  

3.2.3.  Training through manual scoring 

Once all the signals have been packaged and all features have been extracted it is 

possible for the user to score those epochs that will be used to train the SVM. The 

SSM, via its raw ‘signal visor’, provides all tools to visualise, navigate and zoom the 

raw signals, as well as displaying the FFT power spectra of each signal, within the 

epoch under consideration, (figure 3.5). The user also has the option of loading a 

reference score if there is one available, to aid the visualisation of the different 

stages. 
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Figure 3.5. The raw ‘signal visor’ of the SSM. 
The SSM’s raw ‘signal visor’, visualising a rat recording with three channels, EEG, EMG and 
temperature. Graphs on the left display the raw signal, in this display displaying 1 hour of 
data, with the possibility of zooming. Graphs of the right display the FFT for each channel, 
for the epoch under consideration. The coloured band in the panel labelled “Score” displays 
the score, with yellow bands representing wake epochs, purple NREM, and green REM. 
‘Main’ score band represents the hypnogram controlled by the user, ‘Ref’ represents a 
reference hypnogram, used for comparison purposes. The user can manually score using 
the buttons in the toolbar matching the colours of the score band.  

The user has the option of testing running a preliminary 2 dimensional SVM on the 

training epochs available, with the tool ‘Refine Trainer’, of the SSM. This tool 

provides a graphical visualisation of the epochs that have been included in the 

training set, with two features that can be specified manually (figure 3.6).  
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Before SVM training occurs all features are standardised {−1, +1}, according to 

standard practice (Hsu and Lin, 2002), using the formula:  

𝑥𝑥′ = 𝑥𝑥−min (𝑥𝑥)
max(𝑥𝑥)−min (𝑥𝑥)

  

Where 𝑥𝑥′ is the normalised value and 𝑥𝑥 is the original value. A standardised range 

ensures that all features contribute proportionally to the final distance to the decision 

boundary regardless of their standard deviation. Moreover, a standardised range 

allows for a faster gradient descent convergence, decreasing computational time 

(Viola and Jones, 2001). Once features have been scaled they are also randomly 

reshuffled, to ensure that contiguously scored sections in the training set do not 

render a k-fold cross validation unbalanced.  

 

Figure 3.6. The ‘Refine Trainer’ panel of the SSM. 
The ‘Refine Trainer’ panel of the SSM allows a preliminary 2-dimensional SVM, illustrating 
the shattering of the training set according to chosen features. Epochs can also be selected 
by clicking on the point of interest, and unwanted epochs can be removed manually directly 
from the panel, allowing a point and click refinement of the training set.  
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Once the training set has been built with a sufficient number of epochs the procedure 

can progress with feature selection. The optimal number of epochs necessary for 

optimal training will be identified with configuration studies in Chapter 5.  

3.2.4.  Class balancing 

For the purpose of class balancing, a number of options are available. If the user is 

provided with knowledge of a presumptive distribution of classes one option is to 

include a number of training instances in each class proportional to their 

representation in the population. Since this manual approach might prove 

inconvenient, the recommended approach in Somnivore is to choose an equal 

number of training instances for all classes. Then, once the training set has been 

built with manual scoring and trainer refinement it is possible to perform class 

balancing via the ‘Chronotype Settings’ panel of the SSM (figure 3.7). Using this tool 

it is possible to specify the different proportions of the assumed chronotype, and if a 

reference score is available, it is possible to detect it. After a presumptive chronotype 

has been specified a function manually coded for the purpose calculates the total 

representation of the available training instances with respect to the entire population 

and distributes weights accordingly. If a presumptive chronotype is not available, as 

in the case for unknown treatments, it is possible to specify an unknown chronotype, 

in which case class weights are redistributed with the assumption that all classes are 

distributed equally in the population. 

 

Figure 3.7. The ‘Chronotype Settings’ panel of the SSM 
The ‘Chronotype Settings’ panel allows the user to specify a presumptive chronotype if there 
is prior knowledge to it, or opt to apply generic class weight balancing via ticking the box 
‘Unknown chronotype’. 
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3.2.5.  Feature selection 

Once the training set has been built with manual scoring and trainer refinement it is 

possible to survey the salience of all features in terms of class separation. This 

process is undertaken on all available combinations of binary classifications, 

indicated in table 3.3. 

 

Table 3.3. List of binary classifications trained by the SSM 

Binary classification model Subject type 
Wake vs NREM Murine; human 

Wake vs REM Murine; human 
NREM vs REM Murine; human 

Wake-total vs Sleep-total Murine; human 
N1+2 vs N3 Human 

N1 vs N3 Human 
N2 vs N3 Human 

N1 vs REM Human 
N1 vs Wake Human 

 

Upon initiation of the ‘Survey and Choose’ operation (figure 3.8), a 1-dimension 

SVM model is generated with each signal features singularly. The Matlab function 

used for the purpose is ‘fitcsvm’ part of the Statistics and Machine Learning Toolbox, 

a linear kernel is deployed, and hyperparameter 𝐶𝐶 is set to the default 𝐶𝐶 = 1 and all 

weights are rebalanced according to whether a presumptive chronotype is available. 

All features are then ranked by class separation for each binary classification, and 

calculated by K-fold cross validation, where 𝐾𝐾 = 5, with Matlab™ inbuilt function 

‘crossval’ , and then ‘kfoldLoss’. The final result is calculated by:  

𝐶𝐶𝐶𝐶𝑎𝑎𝑆𝑆𝑆𝑆 𝑆𝑆𝑒𝑒𝑆𝑆𝑎𝑎𝑃𝑃𝑎𝑎𝑆𝑆𝑖𝑖𝑃𝑃𝑆𝑆 = (1 − 𝑃𝑃𝑆𝑆𝑒𝑒) ∙ 100 

Where 𝑃𝑃𝑆𝑆𝑒𝑒 is the out of sample error returned by ‘crossval’ and ‘kfoldLoss’. After all 

features have been ranked by class separation feature selection is achieved by 

selecting all features that individually achieve a class separation >80%. Then the 

number is reduced to a minimum to maximise collective, overall class separation, 

calculated with the same kernel and hyperparameters used for individual feature 

class separation. Redundant features are removed by Sequential Backward 
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Selection (Chandrashekar and Sahin, 2014), encoded by Matlab™ inbuilt function 

‘sequentialfs’. The optimal number of features to maximise generalisation will be 

identified during configuration studies in Chapter 5. The aforementioned procedure 

is set as ‘standard’ in the feature selection panel of Somnivore, (figure 3.8). As this 

procedure can be computationally extensive and time consuming, an alternative 

strategy for feature selection is also made available, labelled as ‘express’ in the 

feature selection panel. Express features selection does not rely on the features 

class separation performance of individual subjects to select the best set of features 

to generate the SVM binary models. The express strategy relies on the performance 

of features arranged by signal type (e.g. EEG, EMG, EOG, etc.) averaged from a 

sample of animals organised by species (mouse, rat and human). The sample of 

animals used to generate the reference feature set for express feature selection will 

be selected during the configuration studies in Chapter 5. The ability of this strategy 

to preserve effective feature selection compared with the standard procedure will be 

also assessed. 
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Figure 3.8. Feature selection panel of the SSM 
From the feature selection panel of the SSM it is possible to survey all features according to 
binary class separation, for all available combinations of binary classifications problems. 
Consequently, the best features are selected according to the best overall class separation.  

3.2.6.  Hyperparameter optimisation 

Once features have been selected the SSM optimises the SVM classifier with the 

kernel and hyperparameter that achieves the best collective class separation for 

each binary classification model available, assessed by K-fold CV where 𝑘𝑘 = 5. This 

is achieved by the following sequence of grid search loops: 

1. RBF kernel optimisation 

a. A coarse grid search to identify the best hyperparameters, where:  

𝐶𝐶1 = [0.1, 0.5, 1, 5, 10] and 𝜎𝜎1 = [0.1, 0.5, 1, 5, 10] 



The Florey Institute of Neuroscience and Mental Health, The University of Melbourne 

Giancarlo Allocca 

109 

 

 

b. A finer grid search with best performing 𝐶𝐶1 and 𝜎𝜎1, where:  

𝐶𝐶2 = [𝐶𝐶1 ∙ 0.8 ∶ 𝐶𝐶1 ∙ 0.1 ∶  𝐶𝐶1 ∙ 1.2] and 𝜎𝜎2 = [𝜎𝜎1 ∙ 0.8 ∶ 𝜎𝜎1 ∙ 0.1 ∶  𝜎𝜎1 ∙ 1.2] 

2. Linear kernel optimisation 

a. A coarse grid search to identify the best hyperparameter 𝐶𝐶, where: 

 𝐶𝐶1 = [0.1 1 10] 

b. A finer grid search with best performing 𝐶𝐶1, where: 

 𝐶𝐶2 = [𝐶𝐶1 ∙ 0.5 ∶ 𝐶𝐶1 ∙ 0.1 ∶  𝐶𝐶1 ∙ 1.5] 

3. Polynomial kernel optimisation 

a. Polynomial order kept at the default value 3.  

b. A coarse grid search to identify the best hyperparameter 𝐶𝐶, where: 

 𝐶𝐶1 = [0.1 1 10] 

c. A finer grid search with best performing 𝐶𝐶1, where: 

 𝐶𝐶2 = [𝐶𝐶1 ∙ 0.5 ∶ 𝐶𝐶1 ∙ 0.1 ∶  𝐶𝐶1 ∙ 1.5] 

The best optimised RBF, linear and polynomial kernel based classifiers are then 

compared, and the best becomes the confirmed classifier for the binary classification 

under scrutiny. As this heuristic iterative loop follows dynamics already described in 

analogous contexts as “embarrassingly parallel” (Régin et al., 2013), the code has 

been written to make use of parallel computing functionalities to reduce 

computational times. Whether this optimisation loop yields better generalisation 

compared against the default settings will be assessed during configuration studies 

described in Chapter 5.  
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3.2.7.  Contextual scoring rules 

While all the optimisations introduced so far pertain to scoring at the level of 

individual epochs, a very important component of sleep scoring is the contextual 

rules that are arbitrarily applied by each scientist/laboratory. These can be selected 

via the ‘Contextual Scoring Rules’ panel (figure 3.9). 

 

Figure 3.9. The ‘Contextual Scoring Rules’ panel of the SSM 
The ‘Contextual Scoring Rule’ panel of the SSM allows the user to select the precise 
contextual rules for each class. Epoch score refers to the epoch under consideration, scoring 
consistency the number of epochs it needs to remain contiguously scored to become 
confirmed, and the remaining popup menus allow the user to force a specific score 
according to retrospective scoring. In this example a very popular rule is implemented, 
whereby all epochs identified as REM, following epochs scored as Wake are forced to 
become scored as NREM. 

The efficacy of the contextual scoring rule component of the SSM is assessed in the 

configuration studies described in Chapter 5. 

3.2.8.  Automated scoring with SASC 

After the training set has been built, and all the parameters for all SVM binary 

classification models have been selected and optimised the SASC can proceed with 

automated scoring. Several other SVM classifiers have been developed over the 

years,  and Aboalayon et al (2015) and Panagiotou et al (2015) both showcased a 

powerful comparison between different SVM classifiers, highlighting important 

shortcomings in their classifying strategy. In fact, all but one (1) classifiers 
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discriminated between only 2-4 vigilance states, instead of all five (5) vigilance states 

indicated by the AASM (Aboalayon et al., 2015). Moreover, validation was performed 

in 60s epochs instead of the more standard 30s, prompting the design of a more 

rigorous and versatile classifier. Finally, no SVM classifier so far developed has 

embedded an internal scoring strategy that could cater for both animal and human 

sleep data. Finally, my attempts to implement the 1-vs-all SVM schemes did not 

reproduce the performance advertised in their respective studies (data not shown) 

(Aboalayon et al., 2015), prompting me to devise a better scoring strategy. 

Somnivore’s classifying routine starts epoch wise, all unlabelled epochs become 

scored by all binary classification models listed in table 3.3, according to subject 

type (human, murine). Following this step, all classes become ranked via a point-

based system, whereby for each time a specific class becomes classified by one of 

the binary classification models it acquires one point. Then for each epoch the class 

that accumulated the most point, and therefore classifications, becomes confirmed 

as the score for the epoch under consideration. In the case of human recordings, this 

point-based system is iterated five more times to cater for the higher complexity of 

the scoring paradigm, (table 3.4). 

Table 3.4. Epochs-wise iterative automated scoring loops 

Loop Binary classification models interrogated Epochs Subject 
type 

1 Wake vs REM; Wake vs NREM; REM vs NREM; Wake vs 
Sleep-total 

All Human; 
murine 

2 N1+2 vs N3; N1 vs N2; N1 vs N3; N2 vs N3 NREM Human 
3 N1 vs REM N1; REM Human 
4 N1 vs Wake N1; Wake Human 
5 N1 vs N2 N1; N2 Human 
6 N2 vs N3 N2; N3 Human 

In case of point draws, the epoch under consideration becomes labelled as ‘mixed’ 

and is forced down an alternative scoring path, according to subject type: 

1. In murine recordings: 

a) Mixed epochs are initially classifier as either Wake or Sleep-total 

(NREM; REM).  

b) Sleep-total epochs are classified as either NREM or REM.  
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2. In human recordings: 

a) Mixed epochs are initially classified as either Wake or Sleep-total (N1; 

N2; N3; REM).  

b) Sleep-total epochs are classified as either NREM (N1; N2; N3) or REM 

c) NREM epochs are classified as either N1+2 or N3 

d) N1+2 epochs are classified as either N1 or N2  

After all epochs have been labelled, they are processed sequentially via contextual 

scoring rules, after which automated scoring is complete. Finally, after the SASC 

scores the SSM marks all transition epochs, to allow for discrimination during further 

analysis.  

3.2.9.  Classifier performance evaluation 

Once automated sleep scoring has been performed, the SSM can evaluate the 

performance of the classification through a number of measures. This task is fulfilled 

via the ‘Main and Reference Scores Comparison’ panel (figure 3.10). 
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Figure 3.10. The ‘Main and Reference Scores Comparison’ panel of the SSM 
The ‘Main and Reference Scores Comparison’ panel of the SSM allows two scored sets, the 
main and the reference, to be compared. The main refers to the ‘automatically-scored set’, 
and the reference to the ‘manually-scored set’. The panel offers a number of displays, 
including confusion matrices, TP, FP, FN, TN, precision, sensitivity, specificity, F-measure 
and overall scoring agreement. Via the ‘epoch set’ popup menu the user is given the option 
of four different levels of performance evaluation: on all epochs, without transition epochs, 
transition epochs only, without mixed epochs and mixed epochs only. 

While the panel provides a plethora of evaluation metrics, for the purpose of this 

thesis most of the considerations have been made using class specific F-measures 

and overall model accuracy (overall scoring agreement; figure 3.10). 

3.3.  Somnivore Treatment Analyser (STA) 

After the SSM and the SASC have processed the raw data and scored all epochs, 

further analysis of both signal features and scored data is can be completed using 

the Somnivore Treatment Analyser (STA). The STA allows feature data and the 

hypnogram of each subject to be packaged in bins of multiple lengths, provides a 
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guided procedure to combine multiple subjects in treatment groups, and compares 

different treatment groups against each other. The STA can also run preliminary 

statistical analysis and generate reports without the need for additional software 

packages. The STA also conducts the analysis of sleep-end measures (Chapter 2.8) 

that are used to validate the automated scoring performance of the SSM. The STA is 

organised in three modules, the recording analyser, the treatment builder, and the 

comparison manager. 

3.3.1.  Recording Analyser 

The recording analyser of the STA is the first step in the analysis of the output from 

the SSM. The recording analyser module computes all analyses of the hypnogram 

and feature data of each recording, and the selection of analyses is controlled by the 

‘Recording Analysis Setup’ panel of the STA (figure 3.11). 

 

Figure 3.11. The ‘Recording Analysis Setup’ panel of the STA 
The ‘Recording Analysis Setup’ panel of the STA allows the user to control which analyses 
will be undertaken on the selected recording. The ‘Analysis settings’ subpanel allows 
selection of the channels to be included in the analysis, and what analyses set to compute 
on them (scored data, features, spectrum), as well as the temporal organisation of the 
analysis, in 1 h, 5 min and epoch size bins. The user has the option of excluding specific 
types of epochs from specific analysis, including those labelled to contain artifacts, 
disconnections or those flagged as mixed or transition epochs. 
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After initiating analysis, the recording analyser computes numerous analyses bin-

wise, including % occupancy of each sleep stage and several others that will not be 

the subject of validation. These include bin length analyses, stage-specific feature 

values, accumulation plots and others. Importantly, the user has the option of 

excluding specific epochs from the analyses, including transition epochs and mixed 

epochs (figure 3.11). After computing the analyses, plots are available for review via 

the ‘Recording Analysis’ panel (figure 3.12). 

 

 Figure 3.12. The ‘Recording Analysis’ panel of the STA 
Recording analysis of a sample recording, illustrating % Wake over circadian time (CT). 
Light cycle (lights on at CT0) is indicated on the x-axis.  

3.3.2.  Treatment Builder 

The treatment builder module of the STA averages recordings that share the same 

treatment into treatment groups for further analysis via the comparison manager. 
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The treatment manager ensures that all recordings are the same length and share all 

the same analyses and temporal organisation. The user has the option to review all 

recordings at once, via the ‘Treatment Analysis’ panel (figure 3.13), and identify any 

erroneous outlier(s). After reviewing the arrangement of the treatment group the user 

can build the treatment (via the ‘Save as..’ button; figure 3.13), ready to be used by 

the last step of the STA cascade, the comparison manager. 

 

Figure 3.13. Overview of the ‘Treatment Builder’ of the STA 
Overview of 8 recordings from the same sample treatment, superimposed, and ready to be 
averaged by the ‘Treatment Builder’ into one treatment group. The analysis chosen is % 
Wake over circadian time (CT), light cycle (lights on at CT0) is indicated on the x-axis. The 
user has the option to select specific recordings (red indicates selected, blue unselected), 
which can be removed if it is deemed to be laden with gross abnormalities not due to the 
treatment given.  
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3.3.3.  Comparisons Manager 

The ‘Comparison Manager’ is the last module in the analytical cascade of the STA, 

and it is responsible for comparing treatment groups. The ‘Comparison Manager‘ 

provides direct control over most plotting parameters, including x/y axes limits, 

lines/filled areas colours, error bars controls, style of markers etc., allowing drawing 

of publishing-quality plots directly from Somnivore, without need for external software 

(figure 3.14). Therefore, all the plots generated and illustrated in this thesis were 

created within Somnivore. The ‘Comparison Manager’ also allows the user to run 

unpaired t-test statistics on all points of the comparison, allowing a quick preliminary 

statistical assessment of the comparison. The ‘Comparison Manager’ has the 

capability to generate reports in Microsoft Word format or export raw data in 

Microsoft Excel format, as well as select a list of analyses to output over a specified 

temporal window. 

 

Figure 3.14. The ‘Comparison Manager‘ of the STA 
Comparison of two sample treatment groups (control; treatment). The analysis chosen is 
%Wake over circadian time (CT), the light cycle (lights on at CT0) is indicated on the x-axis. 
Error bars represent standard error of the mean (SEM), asterisks represent p < 0.025 for an 
unpaired T-test. 
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 VALIDATING COHORTS
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4.1.  Introduction 

One of the most significant shortcomings of previous automated sleep scoring 

algorithms has been their limited reach in terms of validation environments. Apart 

from some notable exceptions (Bastianini et al., 2014; Sunagawa et al., 2013), all 

approaches hitherto handled and validated data recorded from baseline, healthy, 

wild type subjects only. Moreover, with the sole exception of a small (n = 6) cohort of 

rats examined in the ‘mouse-dominated’ analysis by Bastianini and colleagues 

(Bastianini et al., 2014), all automated sleep scoring algorithms published so far 

have been validated in one animal species only, and not across animal and human 

subjects. Therefore, for the most comprehensive validation of the capabilities and 

flexibility of Somnivore, a diverse array of recordings from animal and human 

sources were collected from collaborating laboratories interested in the development 

of new and improved sleep analysis software. A wide range of cohorts of human, rat 

and mouse subjects were collected, including young/old humans, vehicle-/drug-

treated rats and wild-type/transgenic mice. All recordings were used for assessment 

of Somnivore and no outlier was removed at any stage of the validating studies. The 

subjects were sourced from an internal (The University of Melbourne) laboratory and 

three external laboratories (The University of Bologna, SRI International (Menlo 

Park, CA, USA), and The University of Oxford (Oxford, UK)) to avoid any perceived 

conflict of interest. 

4.2.  Mouse 

4.2.1.  The University of Bologna mouse cohort 

The University of Bologna mouse cohort (UBM) data were obtained following the 

formal establishment of a collaboration during a visit to the University of Bologna, 

Department of Biomedical and Neuromotor Science, Laboratory of Physiological 

Regulation in Sleeping Mice (PRIMS), headed by Prof Giovanna Zoccoli, in October 

2014. Two age-matched sub-cohorts were obtained from published studies 

(Bastianini et al., 2011).  
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The data were from: 

• Transgenic C57Bl/6J mice (TG; n = 9) that had undergone postnatal ablation 

of the orexin neurons in the lateral hypothalamus  

• Wild type C57Bl/6J littermates of the transgenic mice (n = 9) that had intact 

orexin neurons in the lateral hypothalamus 

TG mice were genetically engineered to express the N-terminally truncated cDNA of 

human Machodo-Joseph disease gene (ataxin-3), preceded by a promoter matching 

the polyglutamine chain and the 3.2 kb fragment of the 5′-upstream portion of the 

human orexin gene (Bastianini et al., 2011). This manipulation ensured that only 

orexin-positive neurons expressed ataxin-3, which via its neurotoxic properties 

ensured their timely ablation shortly after birth. This procedure is designed to mirror 

the pathogenesis of narcolepsy in human patients. Surgery and recordings were 

performed as described (Bastianini et al., 2011; Silvani et al., 2009). Mice were 

implanted with two pairs of electrodes to acquire EEG and EMG signals, and were 

tethered by cable on a rotating swivel and a balanced weight to allow for free-

movement. Both EEG and EMG were captured at a 128 Hz sampling rate. 

Recordings were collected for a total of 30 hours and manually scored in 4 s epochs 

by Stefano Bastianini, Chiara Berteotti and Viviana Lo Martire using visual scoring 

criteria described previously (Silvani et al., 2009). Scoring consistency rules were set 

at 12 s (i.e., three consecutive epochs) with no other contextual scoring rules (e.g. 

REM can be scored consecutive to wake). Epochs containing artefacts were not 

assigned a vigilance state and were flagged accordingly. 

4.3.  Rat 

4.3.1.  The University of Bologna rat cohort 

Similarly, The University of Bologna rat cohort (UBR) data were obtained following a 

visit to the University of Bologna (Bologna, Italy), Department of Biomedical and 

Neuromotor Science (DIBINEM), ‘Laboratory of Physiological Regulation During the 



The Florey Institute of Neuroscience and Mental Health, The University of Melbourne 

Giancarlo Allocca 

123 

 

 

Wake-Sleep Cycle’, headed by Prof Roberto Amici, in October 2014. Two age-

matched sub-cohorts were obtained, extracted from published studies (Cerri et al., 

2013). Data were from: 

• Male CD Sprague-Dawley rats microinjected in the rostral ventromedial 

medulla (RVMM) with the GABAA agonist, muscimol, in vehicle solution (n = 

8) 

• Male CD Sprague-Dawley rats microinjected in the RVMM with vehicle (n = 

8). 

Highlights from the detailed procedure listed (Cerri et al., 2013) are the following. All 

rats were implanted with: (1) electrodes for EEG and nuchal EMG; (2) a 

hypothalamic thermistor mounted in a stainless steel needle, to record deep brain 

temperature (Tbrain; (3) a microinjection cannula positioned stereotaxically to deliver 

vehicle or muscimol into the RVMM. EEG was captured at a 500 Hz sampling rate 

and filtered at 0.3Hz highpass and 30 Hz lowpass; EMG was captured at a 1 KHz 

sampling rate and filtered 100 Hz highpass and 1 KHz lowpass; Tbrain was captured 

at 100 Hz sampling rate and filtered 0.5 Hz highpass. For treatment, each rat 

received 6 injections, one each hour, of either GABAA agonist, muscimol (MT group, 

1 mM muscimol in 100 nl saline solution 0.9% NaCl w/v) or saline alone (100 nl, 

NaCl 0.9% w/v). EEG, EMG and Tbrain where captured for a total of 24 hours, and 

manually scored in 4 s epochs with a sliding window of 1 sec, using previously 

referenced criteria (Cerri et al., 2005). Scoring consistency rules were set at 4 s for 

wake and 8 s for NREM/REM sleep, while no other contextual scoring rules were 

applied. 

4.3.2.  SRI International rat cohort 

The SRI International rat cohort (SRI) data were obtained following the 

establishment of a collaboration with the SRI International (Menlo Park, CA, USA), 

Centre for Neuroscience, Department of In Vivo Physiology and Pharmacology, 

headed by Dr Stephen Morairty, in June 2014. Data from 3 sub-cohorts were 

obtained from published studies (Morairty et al., 2008; Morairty et al., 2014).  
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Data were from: 

• SRI-CAF: Male Sprague Dawley rats (n = 8), which received either vehicle or 

caffeine (10mg/kg) at CT0 (lights on). 

• SRI-ZOL: Male Wistar rats (n = 2), which received either vehicle or zolpidem 

(10mg/kg) at CT12 (lights off). 

• SRI-ALM: Male Sprague Dawley rats (n = 2), which received either vehicle or 

almorexant (300mg/kg) at CT12 (lights off).  

All rats were implanted intraperitoneally with a sterile telemetry transmitter (DSI F-

40-EET, Data Sciences Inc., St Paul, MN, USA). Biopotential leads were guided 

subcutaneously to the head (for EEG recording) and neck (for EMG recording). 

Recordings were made for 12 h in the zolpidem and almorexant cohorts and 6 h in 

the caffeine cohort. Data were collected in 10 s epochs and scored manually using 

DSI NeuroScore software (Data Sciences Inc.). No consistency scoring rules were 

applied. All treatments were administered orally; vehicle was 1.25% hydroxypropyl 

methylcellulose, 0.1% dioctyl sodium sulfosuccinate and 0.25% methylcellulose in 

water. 

4.4.  Human 

4.4.1.  The University of Oxford human cohort 

The University of Oxford human (UOH) cohort data were obtained as part of a 

collaboration established during a visit in October 2014 to The University of Oxford 

(Oxford, UK), Nuffield Laboratory of Ophthalmology and the Sleep and Circadian 

Neuroscience Institute, headed by Prof Russel Foster. The UOH cohort was 

compiled by collecting baseline recordings from a variety of male and female 

subjects, including healthy young adults (HYA, n = 12, 20-34 year-old) and older 

healthy adults (OHA, n = 9, 65-78 year-old) as well as older adults (MOA, n = 7, 72-

84 year old) affected by mild cognitive impairment (MCI), diagnosed using 

established criteria (Wams, 2012). Polysomnographic recordings were made using 
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the Actiwave system (CamNtech Ltd, England) and a nine electrode montage: 

Fz:A2; C3:A2; Pz:A2; Oz:A2 (recorded using an EEG/ECG 4 unit), C4:A1 (recorded 

using an EEG/ECG 1 unit), EOG1:A1; EOG2:A1 (recorded using an EEG/ECG 2 

unit) and EMG1:chin; EMG2:chin (recorded using an EMG 2 unit). The EEG and 

EOG channels had a sampling rate of 128 Hz and EMG channels had a sampling 

rate of 256 Hz. Data were scored in 30 s epochs, according to the American 

Academy of Sleep Medicine (AASM) criteria, by either Dr Kate Porcheret (KP) or Dr 

Emma J Wams (EJW). A summary of the cohort composition is provided in table 
4.1. 
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Table 4.1. Participants’ details of the UOH cohort.  

Subject  Status Montage Scorer Age Sex 

1 HOA EOGL:A1, EOGR:A1, EMGL:A1, EMGR:A1, Fz:A1, Cz:A1, 
Pz:A1, Oz:A1 

EJM 69 f 

2 HOA EOGL:A1, EOGR:A1, EMGL:A1, EMGR:A1, Fz:A1, Cz:A1, 
Pz:A1, Oz:A2 

EJM 74 m 

3 HOA EOGL:A1, EOGR:A1, EMGL:A1, EMGR:A1, Fz:A1, Cz:A1, 
Pz:A1, Oz:A3 

EJM 71 m 

4 HOA EOGL:A1, EOGR:A1, EMGL:A1, EMGR:A1, Fz:A1, Cz:A1, 
Pz:A1, Oz:A4 

EJM 70 m 

5 HOA EOGL:A1, EOGR:A1, EMGL:A1, EMGR:A1, Fz:A1, Cz:A1, 
Pz:A1, Oz:A5 

EJM 66 m 

6 HOA EOGL:A1, EOGR:A1, EMGL:A1, EMGR:A1, Fz:A1, Cz:A1, 
Pz:A1, Oz:A6 

EJM 65 f 

7 HOA EOGL:A1, EOGR:A1, EMGL:A1, EMGR:A1, Fz:A1, Cz:A1, 
Pz:A1, Oz:A7 

EJM 73 f 

8 HOA EOGL:A1, EOGR:A1, EMGL:A1, EMGR:A1, Fz:A1, Cz:A1, 
Pz:A1, Oz:A8 

EJM 78 m 

9 HOA EOGL:A1, EOGR:A1, EMGL:A1, EMGR:A1, Fz:A1, Cz:A1, 
Pz:A1, Oz:A9 

EJM 72 f 

10 MOA EOGL:A1, EOGR:A1, EMGL:A1, EMGR:A1, Fz:A1, Cz:A1, 
Pz:A1, Oz:A10 

EJM 77 m 

11 MOA EOGL:A1, EOGR:A1, EMGL:A1, EMGR:A1, Fz:A1, Cz:A1, 
Pz:A1, Oz:A11 

EJM 76 m 

12 MOA EOGL:A1, EOGR:A1, EMGL:A1, EMGR:A1, Fz:A1, Cz:A1, 
Pz:A1, Oz:A12 

EJM 74 m 

13 MOA EOGL:A1, EOGR:A1, EMGL:A1, EMGR:A1, Fz:A1, Cz:A1, 
Pz:A1, Oz:A13 

EJM 81 f 

14 MOA EOGL:A1, EOGR:A1, EMGL:A1, EMGR:A1, Fz:A1, Cz:A1, 
Pz:A1, Oz:A14 

EJM 67 m 

15 MOA EOGL:A1, EOGR:A1, EMGL:A1, EMGR:A1, Fz:A1, Cz:A1, 
Pz:A1, Oz:A15 

EJM 84 f 

16 MOA EOGL:A1, EOGR:A1, EMGL:A1, EMGR:A1, Fz:A1, Cz:A1, 
Pz:A1, Oz:A16 

EJM 76 f 

17 HYA  EOG1:A1, EOG2:A1, EMG1:chin, EMG2:chin, Oz:A2, 
Pz:A2, C3:A2, Fz:A2, C4:A1 

KP 20 m 

18 HYA  EOG1:A1, EOG2:A1, EMG1:chin, EMG2:chin, Oz:A2, 
Pz:A2, C3:A2, Fz:A2, C4:A2 

KP 22 f 

19 HYA EOG1:A1, EOG2:A1, EMG1:chin, EMG2:chin, Oz:A2, 
Pz:A2, C3:A2, Fz:A2, C4:A3 

KP 22 f 

20 HYA EOG1:A1, EOG2:A1, EMG1:chin, Oz:A2, Pz:A2, C3:A2, 
Fz:A2, C4:A4 

KP 20 m 

21 HYA EOG1:A1, EOG2:A1, EMG2:chin, Oz:A2, Pz:A2, C3:A2, 
Fz:A2, C4:A5 

KP 21 m 

22 HYA EOG1:A1, EOG2:A1, EMG1:chin, EMG2:chin, Oz:A2, 
Pz:A2, C3:A2, Fz:A2, C4:A6 

KP 34 f 

23 HYA EOG1:A1, EOG2:A1, EMG2:chin, Oz:A2, Pz:A2, C3:A2, 
Fz:A2, C4:A7 

KP 24 m 

24 HYA EOG1:A1, EOG2:A1, EMG2:chin, Oz:A2, Pz:A2, C3:A2, 
Fz:A2, C4:A8 

KP missi
ng 

m 

25 HYA EOG1:A1, EOG2:A1, EMG2:chin, Oz:A2, Pz:A2, C3:A2, 
Fz:A2, C4:A9 

KP 25 m 

26 HYA EOG1:A1, EOG2:A1, EMG2:chin, Oz:A2, Pz:A2, C3:A2, 
Fz:A2, C4:A10 

KP 21 m 

27 HYA EOG1:A1, EOG2:A1, EMG2:chin, Oz:A2, Pz:A2, C3:A2, 
Fz:A2, C4:A11 

KP 24 m 

28 HYA EOG1:A1, EOG2:A1, EMG2:chin, Oz:A2, Pz:A2, C3:A2, 
Fz:A2, C4:A12 

KP 22 f 

HOA = healthy older adult; MOA = mild cognitively impaired adult; HYA = healthy younger adults 
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4.4.2.  The University of Melbourne human cohort 

The University of Melbourne human (UMH) cohort data were obtained via a 

collaboration established in January 2016 with the Sleep Research Laboratory at the 

Melbourne School of Psychological Sciences, Faculty of Medicine, Dentistry and 

Health Sciences headed by Prof John Trinder. Data were from mixed male and 

female participants (n = 12), aged between 18-21 years, generated as part of 

previously published studies (Chan et al., 2013; Chan et al., 2015). After been 

controlled for drug use, socioeconomic status, and family history of alcoholism, 

subjects were introduced to a single blind, repeated measures design with 2 levels, 

placebo and alcohol administration. After one night in-house for habituation, patients 

attended two experimental non-consecutive nights, which were used in the 

Somnivore validation studies. Blinded to the experimenter, one experimental night 

involved the administration of a pre-sleep dose of alcohol (orange juice mixed with 

vodka) designed to achieve a peak breath alcohol concentration of 0.1%. The other 

night involved the administration of a placebo (orange juice with a straw dipped in 

vodka). The concentration of vodka in the alcoholic drink was determined according 

to weight, height and total body water measurement. Female participants were 

tested in the course of their menstrual mid-follicular phase, and those on a 

contraceptive pill were tested during their scheduled week on placebo pill. Eleven 

EEG electrodes were deployed (F3, Fz, F4, C3, Cz, C4, P3, Pz, P4, O1, O2), left 

and right EOG, submental EMG, and ECG was recorded. EEG leads to one 

forehead reference and then re-referenced digitally to the contralateral ear (midline 

sites were referenced to A2). All channels were captured at a 512 Hz sampling 

frequency. Hypnograms were generated via manual scoring by two researchers to 

control for inter-scorer disagreement, both blinded to the experimental conditions 

and following the same AASM sleep staging guidelines. 
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 CONFIGURATION STUDIES 
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5.1.  Introduction 

As reviewed in Chapter 2 and 3, the art of ‘machine-learning design’ requires the 

reciprocal interaction between theoretical and heuristic pursuits, and the parameters 

and components that need to be selected and optimised are numerous. Initially, it is 

necessary to evaluate the training set size needed for adequate learning. Since the 

amount of manual learning will ultimately be the main parameter under user control 

in Somnivore, catering for ‘user-friendliness’ poses several challenges of engineering 

and practical nature. In theory, the largest possible training set would be ideal, and in 

fact, it has been reported that larger training set sizes reduce the need to optimise 

the different components of the SVM model (Shalev-Shwartz and Srebro, 2008). 

However, the goal of making Somnivore effectively user-friendly warrants the 

opposite approach, and all levels of optimisation need to be engineered to maximise 

generalisation with the smallest training set size possible. The consequent hurdle 

requiring balancing between user-friendliness and generalisation is the optimisation 

of feature selection. In fact, effective feature selection can be extremely time-

consuming in terms of computing execution.  

The two extreme implementations of feature selection within Somnivore were 

described in Chapter 3.2.5 as ‘standard’ and ‘express’. The standard feature 

selection strategy deploys gold standard routines to rank all features by cross-

validation, and then selects the best performing. The express feature selection 

strategy relies on selecting the best features, using the average pooled class 

separation of features from a number of sample recordings from each species 

(mouse, rat, human) previously evaluated using the standard protocol. It is therefore 

necessary to evaluate whether the express feature selection strategy provides 

significant time saving, and whether generalisation is comparable to that of the 

standard strategy. In order to minimise input space noise and avert the curse of 

dimensionality, a rule of thumb is keeping the dimensionality of the input space the 

smallest while yielding the best generalisation, by selecting the most salient features. 

However, the opposite scenario is warranted when aiming to maximise the chances 

of the express and standard strategies yielding comparable performances. This 

because the saliency of features is evaluated a priori in the express strategy, 
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providing the largest possible number of features is likely to offset subject variability 

in features performance.  

Another important issue in SVM model optimisation is identifying the best kernel and 

selecting its hyperparameters. In fact, while different kernels have been shown to 

perform differently on different classification problems no single kernel is known for 

working best in all cases (Hsu and Lin, 2002). Moreover, while default 

hyperparameters are available in most machine learning algorithms, optimisation is 

often a necessity (Anguita et al., 2003). Class balancing is a major concern for an 

automated sleep scoring classifier (Tao et al., 2005). This is because wake and 

sleep states do not occupy equal time within the 24 h cycle, and so their 

representation in the training set becomes affected. Therefore, lacking a priori 

knowledge of this distribution would potentially cause weight imbalances in the 

training set, leading to worse generalisation. As discussed in Chapter 3.2.4, 

Somnivore includes a tool for selecting a chronotype to apply a priori for appropriate 

class balancing. While not balancing classes would lead to the likely erroneous 

classifying assumption that all vigilance states occupy an equal proportion of the 

chronotype, setting the wrong one might exacerbate this outcome. In theory, the best 

a priori chronotype should lead to generalisation statistically comparable to that of a 

chronotype experimentally measured on the subject under scrutiny. Therefore, to 

evaluate the effectiveness of the class balancing strategy used in Somnivore, the 

generalisation of a classifier trained using established chronotypes for each species 

considered was compared to those evaluated on each subject. 

Finally, a key aspect of sleep scoring is that of the contextual scoring rules each 

laboratory applies to their protocol. Therefore, an automated sleep scoring algorithm 

is required to implement an efficient programmatic strategy to cater for this layer of 

scrutiny. Moreover, it is quite common to observe laboratories infringing their own 

scoring rules, perhaps due to the repetitive and tedious nature of the task. Indeed, in 

all cohorts employed in this thesis that declared scoring rules in their associated 

published protocols, systematic breaches were observed upon visual examination of 

manually scored data. For all other cohorts, scoring rules were observed, which had 

no mention in their respective published protocols. A goal of the configuration studies 
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will be to assess whether Somnivore’s scoring rules implementation yields higher 

generalisation when implemented, and whether generalisation can remain robust in 

cases where coherency is not kept and empirical rules would need to be applied 

instead. A summary of all declared and empirically observed consistency scoring 

rules is listed in table 5.1. 

Table 5.1. Declared and empirical consistency scoring rules for all cohorts 

Cohort/Stage Wake NREM REM N1 N2 N3 
UBM [3 – 1] [3 – 2]  [3 – 3]  n/a n/a n/a 
UBR [2 – 1] [2 – 2] [2 – 3] n/a n/a n/a 
SRI [1 – 1] [1 – 1] [1 – 2] n/a n/a n/a 

UOH [1 – 1]  n/a [1 – 2] [1 – 1] [1 – 1] [1 – 1] 
UMH [1 – 1] n/a [1 – 2]  [1 – 1] [1 – 1] [1 – 1] 

Epochs of consistency, [declared – empirical] 

Since no declared epoch-scoring rules (e.g. acceptability of REM in a wake bout) 

were indicated on any of the recordings, nor were any observed empirically, only 

scoring consistency rules will be assessed in all studies. Configuration pilot studies 

on small cohorts will be deployed to evaluate all the levels of classifier optimisation 

embedded in Somnivore, and justify their implementation. Results will determine the 

overall configuration of Somnivore classifiers with well-powered cohorts in the 

murine and human validation studies of Chapter 6 and 7. In summary, the aims are:  

• Evaluate generalisation when using Somnivore’s kernel and hyperparameter 

optimisation routine against a RBF kernel with default hyperparameters. 

• Identify the largest possible input space dimensionality to yield adequate 

generalisation using Somnivore’s standard feature selection routine.  

• Evaluate whether generalisation is comparable between Somnivore’s 

standard and express feature selection strategies.  

• Evaluate whether significant time saving differences are recorded between 

Somnivore’s express and standard feature selection strategies. 

• Evaluate whether generalisation is comparable between an unbalanced 

Somnivore’s SVM classifier and balanced with chronotypes either set a priori 

or extracted from each subject scrutinised. 
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• Evaluate whether declared or empirical consistency scoring rules generalise 

best. 

• Evaluate whether higher generalisation is recorded when consistency scoring 

rules are applied compared to no rules at all. 
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5.2.  Methods and materials 

5.2.1.  Subjects 

Polysomnography recordings were obtained from subjects and specifications listed 

in Chapter 4. For the purpose of these configuration studies recordings were 

arranged in function of different epoch lengths, as optimisation dynamics are likely to 

vary due to the different informational content of epochs of different duration.  

1. Four second epoch length recordings 

a. Male wild type C57Bl/6J mice from UBM-WT cohort (n = 6) 

b. Male CD Sprague Dawley rats microinjected in the RVMM with vehicle 

solution from the UBR-VEH cohort (n = 6) 

2. Ten seconds epoch length recordings 

a. Male Wistar rats (n = 9), administered with vehicle solution from the 

SRI-CAF cohort (n = 6) 

3. Thirty seconds epoch length recordings 

a. Baseline human, mixed male and female healthy older adults from the 

UOH cohort (HOA-1 to HOA-6, n = 6). 

b. Placebo treated humans, mixed male and female university students 

from the UMH-Placebo cohort (n = 6). 

5.2.2.  Study design 

Configuration studies were designed to test each level of optimisation within the 

SVM model of Somnivore, as listed in Chapter 3 so that results would either confirm 

and configure or reject the optimisation strategies deployed in the final version of 

Somnivore that will be evaluated in the murine and human validation studies of 

Chapter 6 and 7. These include the size of the training set and appropriate 
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strategies of feature selection, class balancing, kernel and hyperparameter 

optimisations necessary to yield satisfactory generalisation. 

5.2.2.1.  Training set size and automated training 

The size of the training sets was set a priori, with the aim of optimising the classifier 

around this parameter. Different training set sizes for different epoch lengths were 

set according to arbitrary amounts of manual training addressing both assumptions 

over user-friendliness and preliminary tests (not shown) over training dynamics in a 

SVM model. Training set size for 4 s epoch length cohorts (UBM; UBR) was set at 

100 epochs per vigilance stage (Wake, NREM or REM), covering 400 s (6 min 40 

sec) of manual scoring. For 10 s epoch length cohorts (SRI) training set size was set 

at 50 epochs per vigilance stage (Wake, NREM or REM), covering 500 s (8 min 20 

sec) of manual scoring. For 30 s epoch length cohorts (UOH; UMH) training set size 

was set at 40 epochs per vigilance stage (Wake; N1; N2; N3; REM), covering 1200 s 

(20 min) of manual scoring. In the interest of speed and to ensure blindness, the 

training sets were built automatically by random selection within the manual 

hypnograms provided. This approach was also chosen to build a ‘worst-case 

scenario’ in training strategy, as random choice of training epochs is unlikely with 

manual training. Nonetheless, to compare dynamics of automated training with 

manual training (the actual training procedure in real-world conditions), 

discrepancies between the generalisation of automated and manual training will be 

assessed on one (1) murine cohort (UBM) and one (1) human cohort (UMH).  

5.2.2.2.  Input space dimensionality, kernel and hyperparameter 

optimisation 

After setting the training set size, the dimensionality of the input space (the number 

of features selected) and the optimisation of the SVM kernel and hyperparameters 

was addressed. Feature selection curves (generalisation over number of features 

selected) are generated with two classifier configurations: (1) RBF kernel with default 

hyperparameters (𝐶𝐶 = 1, 𝜎𝜎 = 1); (2) Kernel and hyperparameters optimised via grid 

search strategy (Chapter 3.2.6). The Feature selection strategy deployed for this 

protocol is set to ‘standard’ (see Chapter 3.2.5). No class balancing or consistency 
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scoring rules were deployed. In this process, Feature selection curves trends were 

inspected to identify whether kernel and hyperparameter optimisation yields higher 

generalisation, and which protocol could bear the highest number of features before 

being affected by the curse of dimensionality. 

5.2.2.3.  Feature selection strategy 

All features’ class separation was recorded and averaged across each cohort. 

Consequently, using the best kernel and hyperparameter optimisation approach 

identified following studies of Chapter 5.2.2.2, as well as the highest number of 

features recorded under conditions of satisfactory generalisation, all subjects were 

reassessed with SVM models built with standard and express feature selection 

strategies. No class balancing or consistency scoring rules were deployed. 

Generalisation and processing times were recorded, and used to determine 

implementations in consequent configuration studies 

5.2.2.4.  Class balancing 

Generalisation was assessed on SVM models built performing class balancing either 

via a priori set chronotype, or one detected from manual scored data from each 

subject, the latter representing the best case scenario in class balancing. A priori 

default chronotypes were set as: 58% wake, 35% NREM, and 7% REM for mice, as 

described (Nelson et al., 2013); 60% wake, 32% NREM and 8% REM for rats, as 

described (Stephenson et al., 2012); and 10% wake, 5% N1, 45% N2, 18% N3, 22% 

REM in humans, as described (Carskadon and Dement, 2005) with the consideration 

that subjects were in their approximate sleep time when entering the clinic, and 

catering for about 1 hour of wake. All SVM models were built using the best 

parameters identified in previous configuration studies. No consistency scoring rules 

were deployed. 

5.2.2.5.  Coherency of scoring rules 

Generalisation was compared for cohorts UBM and UBR, which were empirically 

observed to systematically violate the declared scoring rules. For these cohorts, 

classifiers were generated with either declared or empirical consistency scoring 
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rules, and generalisation compared. All SVM models were built without class 

balancing, but otherwise deploying all the best optimisations identified in previous 

configuration studies. 

5.2.2.6.  Final classifier optimisation 

For each cohort, the most performant configuration tested in Chapter 5.2.2.3 will be 

compared against the most performant configurations tested in Chapter 5.2.2.4, 

5.2.2.5 (UBM and UBR only) and with classifiers implementing empirical consistency 

scoring rules (for SRI, UOH and UMH cohorts). This process determined whether the 

implementation of class balancing and consistency scoring rules yielded significantly 

higher generalisation, and whether these two levels of optimisation should be 

integrated into Somnivore for validation studies described in Chapters 6 and 7. 

5.2.3.  Statistics 

The metric used to ensure the most rigorous evaluation of generalisation was the F-

measure, which ensured that both precision and sensitivity were considered. As 

each level of optimisation was determined by a comparison between two subject-

matched groups the test of choice to determine statistical significance was the paired 

t-test, with significance set at 𝑆𝑆 < 0.05. As the analysis described in Chapter 5.2.2.6 

involved two paired t-tests a priori alpha adjustment was applied via Bonferroni 

correction to a significance level of 𝑆𝑆 < 0.25. Effect sizes were also evaluated via 

Hedges’ g (𝑔𝑔). 
𝑔𝑔 =  

𝑀𝑀1 −𝑀𝑀2

√𝑀𝑀𝑆𝑆𝑀𝑀
 

Where 𝑀𝑀1 is the mean of the first group, 𝑀𝑀2 is the mean of the second group, and 

𝑀𝑀𝑆𝑆𝑀𝑀 is the mean square error. The use of 𝑔𝑔 over the more established Cohen’s d 

relies on the fact that the former is considered a more rigorous and robust metric for 

smaller sample sizes (Hofmann et al., 2010). Hofmann et al. (2010) also argued that 

the magnitude for 𝑔𝑔, just like Cohen’s d, can be interpreted using the same 

guidelines set by Cohen (Cohen, 1988), small 0.2 ≥ 𝑔𝑔 < 0.5, medium 0.5 ≥ 𝑔𝑔 < 0.8, 

and large 𝑔𝑔 ≥ 0.8. Effect sizes of 𝑔𝑔 < 0.2 were termed ‘miniscule’, and due to the 
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explorative nature of these configuration studies might be considered relevant if 

consistently observed. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



The Florey Institute of Neuroscience and Mental Health, The University of Melbourne 

Giancarlo Allocca 

140 

 

 

5.3.  Results 

5.3.1.  Input space dimensionality, kernel and hyperparameter 

optimisation 

Ten (10) classifiers were generated to test the performance of the kernel and 

hyperparameter optimisation through grid search vs default settings (table 5.2). The 

trend amongst all default SVM based classifiers was consistent, and as the most 

salient features identified by standard feature selection were introduced, 

generalisation developed in a bell-shaped trend, peaking and then decreasing as an 

excessive number of features increased dimensionality beyond the capacity of a 

non-optimised RBF kernel, encountering the ‘curse of dimensionality’ and ultimately 

model breakdown. For UBM-D, overall F-measure peaked at 16 dimensions (mean = 

0.76, SEM = 0.04), and rapidly decreased thereafter (figure 5.1). For UBR-D, peak 

overall F-measure was reached at 10 dimensions, (mean = 0.84, SEM = 0.04) and 

plateaued until 15 dimensions, and then decreased rapidly thereafter (figure 5.2). 

For SRI-D, peak overall F-measure was reached at 7 dimensions (mean = 0.82, 

SEM = 0.04) and plateaued until 12 dimensions, before decreasing immediately after 

(figure 5.3). For human cohorts, default RBF kernel and hyperparameters proved 

slightly more resilient, UOH-D reached peak overall F-measure at 7 dimensions 

(mean = 0.83, SEM = 0.01) and slightly decreasing until 20 dimensions, before 

collapsing thereafter (figure 5.4). UMH-D reached peak overall F-measure at 10 

dimensions (mean = 0.81, SEM = 0.02), slowly decreased until 20 features, and 

collapsed thereafter. Generalisation after the peak always deteriorated first for REM 

in all murine cohorts, while in human classifiers both REM and N2 were the first to 

decrease. Once 60 dimensions were reached all default RBF and hyperparameter 

based classifiers underwent ‘model breakdown’ and became unusable. 
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Table 5.2. Summary of all classifiers deployed in Chapter 5.3.1. 

Classifier Cohort Kernel + 
HP 

Dimensionality FS 
strategy 

Chronotype CSR Training 

UBM-D UBM Default 1-60 Standard Unbalanced None Automated 
UBM-O UBM Optimised 1-180 Standard Unbalanced None Automated 
UBR-D UBR Default 1-60 Standard Unbalanced None Automated 
UBR-O UBR Optimised 1-200 Standard Unbalanced None Automated 
SRI-D SRI Default 1-60 Standard Unbalanced None Automated 
SRI-O SRI Optimised 1-180 Standard Unbalanced None Automated 

UOH-D UOH Default 1-60 Standard Unbalanced None Automated 
UOH-O UOH Optimised 1-600 Standard Unbalanced None Automated 
UMH-D UMH Default 1-60 Standard Unbalanced None Automated 
UMH-O UMH Optimised 1-900 Standard Unbalanced None Automated 

HP = hyperparameters; FS = feature selection; CSR = consistency scoring rules 

 

Figure 5.1. UBM-D generalisation over input space dimensionality 
Feature selection curves plot of classifier UBM-D (n = 6), trained with default kernel (RBF) 
and hyperparameters (𝑆𝑆 = 1,𝜎𝜎 = 1), illustrating wake, NREM, REM and overall F-measures. 
Features selected indicate highest ranking using standard FS. Error bars represent SEM.  
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Figure 5.2. UBR-D generalisation over input space dimensionality 
Feature selection curves plot of classifier UBR-D (n = 6), trained with default kernel (RBF) 
and hyperparameters (𝑆𝑆 = 1,𝜎𝜎 = 1), illustrating wake, NREM, REM and overall F-measures. 
Features selected indicate highest ranking using standard FS. Error bars represent SEM. 
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Figure 5.3. SRI-D generalisation over input space dimensionality 
Feature selection curves plot of classifier SRI-D (n = 6), trained with default kernel (RBF) 
and hyperparameters (𝑆𝑆 = 1,𝜎𝜎 = 1), illustrating wake, NREM, REM and overall F-measures. 
Features selected indicate highest ranking using standard FS. Error bars represent SEM. 
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Figure 5.4. UOH-D generalisation over input space dimensionality 
Feature selection curves plot of classifier UOH-D (n = 6), trained with default kernel (RBF) 
and hyperparameters (𝑆𝑆 = 1,𝜎𝜎 = 1), illustrating wake, NREM, REM and overall F-measures. 
Features selected indicate highest ranking using standard FS. Error bars represent SEM. 
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Figure 5.5. UMH-D generalisation over input space dimensionality 
Feature selection curves plot of classifier UMH-D (n = 6), trained with default kernel (RBF) 
and hyperparameters (𝑆𝑆 = 1,𝜎𝜎 = 1), illustrating wake, NREM, REM and overall F-measures. 
Features selected indicate highest ranking using standard FS. Error bars represent SEM. 

Deploying a grid search strategy to select kernel and hyperparameters dramatically 

increased both performance and model resilience. For UBM-O, peak overall F-

measure was reached at 30 dimensions (mean = 0.81, SEM = 0.04), and plateaued 

across a very large number of dimensions (120) without loss of generalisation (mean 

= 0.80, SEM = 0.03), before undergoing total model breakdown thereafter (figure 
5.6). For UBR-O, peak overall F-measure was reached at 50 dimensions (mean = 

0.86, SEM = 0.03), and plateaued until 140 dimensions with no loss of overall 

generalisation (mean = 0.86, SEM = 0.03), before breaking down immediately after 

(figure 5.7). For SRI-O, peak overall F-measure was reached at 50 dimensions 

(mean = 0.91, SEM = 0.01) and plateaued until 130 dimensions with no loss of 

generalisation (mean = 0.86, SEM = 0.02), but collapsed immediately thereafter 

(figure 5.8). For human cohorts, optimisation lead to an even more resilient 
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classifier, for UOH-O, peak overall F-measure was reached at 200 dimensions 

(mean = 0.85, SEM = 0.01), and remained stable until 400 dimensions with 

moderate loss of generalisation (mean = 0.80, SEM = 0.01), before collapsing 

immediately after (figure 5.9). For UMH-O, peak overall F-measure was reached at 

500 dimensions (mean = 0.84, SEM = 0.02), and plateaued until 650 dimensions 

with no loss of generalisation (mean = 0.84, SEM = 0.01) (figure 5.10). Remarkably, 

UMH-O, while experiencing loss of generalisation after 650 dimensions, did not 

experience model breakdown thereafter, even deploying all 900 features available 

(mean = 0.77, SEM = 0.07). While REM F-measure was last to reach plateau in 

animal cohorts, in human classifiers all classes were homogeneous in their trend 

dynamics. In light of the dramatic improvements the grid search kernel and 

hyperparameter optimisation produced for both generalisation and maximum 

dimensionality, this strategy was implemented in all subsequent configuration 

studies. 
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Figure 5.6. UBM-O generalisation over input space dimensionality 
Feature selection curves plot of classifier UBM-O (n = 6), trained with kernel and 
hyperparameters optimised via grid search, illustrating wake, NREM, REM and overall F-
measures. Features selected indicate highest ranking using standard FS. Error bars are 
SEM. 
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Figure 5.7. UBR-O generalisation over input space dimensionality 
Feature selection curves plot of classifier UBR-O (n = 6), trained with kernel and 
hyperparameters optimised via grid search, illustrating wake, NREM, REM and overall F-
measures. Features selected indicate highest ranking using standard FS. Error bars are 
SEM. 
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Figure 5.8. SRI-O generalisation over input space dimensionality 
Feature selection curves plot of classifier SRI-O (n = 6), trained with kernel and 
hyperparameters optimised via grid search, illustrating wake, NREM, REM and overall F-
measures. Features selected indicate highest ranking using standard FS. Error bars 
represent SEM. 
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Figure 5.9. UOH-O generalisation over input space dimensionality 
Feature selection curves plot of classifier UOH-O (n = 6), trained with kernel and 
hyperparameters optimised via grid search, illustrating wake, NREM, REM and overall F-
measures. Features selected indicate highest ranking using standard FS. Error bars are 
SEM. 



The Florey Institute of Neuroscience and Mental Health, The University of Melbourne 

Giancarlo Allocca 

151 

 

 

 

Figure 5.10. UMH-O generalisation over input space dimensionality 
Feature selection curves plot of classifier UMH-O (n = 6), trained with kernel and 
hyperparameters optimised via grid search, illustrating wake, NREM, REM and overall F-
measures. Features selected indicate highest ranking using standard FS. Error bars are 
SEM. 
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5.3.2.  Feature selection strategy 

Dimensionality was set at 120 features for all murine models, and 400 features for 

human models, to maximise the chances of success for the express feature 

selection strategy while averting a strong risk of model breakdown. Overall features 

class separation performances, across all binary comparisons illustrated in Chapter 
3.2.5 were computed and pooled across all recordings available in the configuration 

studies (mouse n = 6, rat n = 12, human n = 12). After generating models according 

to configurations summarised in table 5.3, generalisation performances were 

compared (table 5.4).  

Table 5.3. Summary of all classifiers deployed in Chapter 5.3.2. 

Classifier Cohort Kernel + 
HP 

Dimensionality FS 
strategy 

Chronotype CSR Training 

UBM-
SFS 

UBM Optimised 120 Standard Unbalanced None Automated 

UBM-
EFS 

UBM Optimised 120 Express Unbalanced None Automated 

UBR-
SFS 

UBR Optimised 120 Standard Unbalanced None Automated 

UBR-
EFS 

UBR Optimised 120 Express Unbalanced None Automated 

SRI-SFS SRI Optimised 120 Standard Unbalanced None Automated 
SRI-EFS SRI Optimised 120 Express Unbalanced None Automated 

UOH-
SFS 

UOH Optimised 400 Standard Unbalanced None Automated 

UOH-
EFS 

UOH Optimised 400 Express Unbalanced None Automated 

UMH- 
SFS 

UMH Optimised 400 Standard Unbalanced None Automated 

UMH-
EFS 

UMH Optimised 400 Express Unbalanced None Automated 

HP = hyperparameters; FS = feature selection; CSR = consistency scoring rules 

Generalisation did not suffer a loss of performance in any of the models considered 

or vigilance stages, except for REM in cohort UMH (table 5.4). In such a case, 

generalisation fell from UMH-SFS (mean F-measure = 0.87, SEM = 0.024) to UMH-

ESF (mean F-measure = 0.84, SEM = 0.027) by 0.027, and this result was highly 

significant (p = 0.009), albeit that the effect size was small (𝑔𝑔 = 0.4). 
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Table 5.4. Standard and express feature selection models generalisation. 

 Wake NREM REM N1 N2 N3 Overall 
UBM-SFS mean FM 

                  (SEM) 
UBM-EFS mean FM 

                  (SEM) 
Difference SFS-EFS 

Significance (p) 
Effect size (g) 

0.99 
(0.0019) 

0.99 
(0.0019) 

-0.001 
0. 52 
0.21 

0.95 
(0.0091) 

0.95 
(0.013) 

<0.0001 
0. 99 

0.0024 

0.78 
(0.036) 

0.81 
(0.048) 
-0.022 

0.26 
0.2 

n/a n/a n/a 0.96 
(0.0066) 

0.96 
(0.0094) 
-0.0015 

0.62 
0.071 

UBR-SFS mean FM  
                  (SEM) 

UBR-EFS mean FM 
                  (SEM) 

Difference SFS-EFS 
Significance (p) 

Effect size (g) 

0.92 
(0.011) 

0.92 
(0.0082) 
-0.0032 

0.6 
0.13 

0.91 
(0.0091) 

0.91 
(0.0097) 

0.002 
0.68 
0.08 

0.86 
(0.036) 

0.85 
(0.033) 

0.014 
0.12 
0.15 

   0.91 
(0.011) 

0.91 
(0.0098) 

0.0007 
0.9 

0.025 
SRI-SFS mean FM 

                  (SEM) 
SRI-EFS mean FM 

                  (SEM) 
Difference SFS-EFS 

Significance (p) 
Effect size (g) 

0.9 
(0.017) 

0.9 
(0.017) 
0.0011 

0.74 
0.025 

0.93 
(0.0077) 

0.93 
(0.0071) 

0.0009 
0.76 

0.047 

0.87 
(0.012) 

0.86 
(0.016) 
0.0063 

0.4 
0.17 

   0.92 
(0.01) 

0.92 
(0.0099) 

0.0014 
0.58 

0.052 
UOH-SFS mean FM 

                  (SEM) 
UOH-EFS mean FM 

                  (SEM) 
Difference SFS-EFS 

Significance (p) 
Effect size (g) 

0.96 
(0.004) 

0.96 
(0.0076) 
-0.0024 

0.72 
0.15 

 0.88 
(0.012) 

0.87 
(0.012) 

0.015 
0.2 

0.45 

0.65 
(0.049) 

0.65 
(0.055) 
-0.008 

0.76 
0.058 

0.8 
(0.015) 

0.8 
(0.018) 
-0.0048 

0.65 
0.11 

0.86 
(0.015) 

0.85 
(0.021) 

0.011 
0.42 
0.22 

0.85 
(0.0093) 

0.86 
(0.014) 
-0.0007 

0.93 
0.024 

UMH-SFS mean FM 
                  (SEM) 

UMH-EFS mean FM 
                  (SEM) 

Difference SFS-EFS 
Significance (p) 

Effect size (g) 

0.89 
(0.019) 

0.88 
(0.015) 

0.01 
0.41 
0.23 

 0.87 
(0.024) 

0.84 
(0.027) 

0.027 
0.009 

0.4 

0.5 
(0.036) 

0.5 
(0.038) 
-0.012 

0.49 
0.12 

0.84 
(0.015) 

0.84 
(0.017) 
0.0074 

0.29 
0.17 

0.91 
(0.005) 

0.9 
(0.007) 
0.0056 

0.32 
0.35 

0.84 
(0.014) 

0.83 
(0.013) 
0.0089 

0.086 
0.25 

Results highlighted in yellow are significant (p < 0.05) 

Processing times, on the other hand, fell dramatically (see figure 5.11). Feature 

selection required 160.56 s (SEM = 0.16) for UBM-SFS and only 6.56 s for UBM-

EFS, saving 154 s, which was highly significant (p<0.001), and with a very large 

effect size (g = 486.57). UBR-SFS required 169.27 s (SEM = 0.18) and UBR-EFS 

6.68 s, saving 116.82 s, which was highly significant (p<0.001), and with a very large 
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effect size (g = 175.67). SRI-SFS required 122.78 s (SEM = 0.35) and SRI-EFS 5.96 

s, saving 116.82 s, highly significant (p<0.001), and with a very large effect size (g = 

175.67). For human models, the time savings were even greater. UOH-SFS required 

1086 s (SEM = 4.86) and UOH-EFS 14.92 s, saving 1071.11 s, which was again 

highly significant (p<0.001), and with a very large effect size (g = 117.24). UMH-SFS 

required 1470.80 s (SEM = 3.80) and UMH-EFS 16.71 s, saving 1454.10 s, which 

was highly significant (p<0.001), and with a very large effect size (g = 117.24). 

Considering the substantial time saving introduced with little or no loss of 

generalisation, the express feature selection strategy became implemented in all 

configuration studies described henceforth.  

 

Figure 5.11. Standard and express features selection process times 
Processing times for standard and express features selection strategies. Asterisks 
represents significance (*** p < 0.001), colour represents effect size (green = large). Error 
bars represent SEM. 
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5.3.3.  Class balancing 

Models were generated to scrutinise the effectiveness of class balancing using 

default chronotypes, against those detected from manually scored data (see table 
5.5).  

Table 5.5. Summary of all classifiers deployed in Chapter 5.3.3. 

Classifier Cohort Kernel + 
HP 

Dimensionality FS 
strategy 

Chronotype CSR Training 

UBM-
DTB 

UBM Optimised 120 Express Detected None Automated 

UBM-
DFB 

UBM Optimised 120 Express Default None Automated 

UBR-
DTB 

UBR Optimised 120 Express Detected None Automated 

UBR-
DFB 

UBR Optimised 120 Express Default  None Automated 

SRI-DTB SRI Optimised 120 Express Detected None Automated 
SRI-DFB SRI Optimised 120 Express Default None Automated 

UOH-
DTB 

UOH Optimised 400 Express Detected None Automated 

UOH-
DFB 

UOH Optimised 400 Express Default None Automated 

UMH- 
DTB 

UMH Optimised 400 Express Detected None Automated 

UMH-
DFB 

UMH Optimised 400 Express Default None Automated 

HP = hyperparameters; FS = feature selection; CSR = consistency scoring rules 

For all murine data, balancing via default chronotype yielded results comparable to 

those obtained with detected chronotype (table 5.6). The only exception occurred in 

the SRI cohorts. In this case, generalisation increased from SRI-DFB (mean F-

measure = 0.93, SEM = 0.0061) to SRI-DTB (mean F-measure = 0.94, SEM = 

0.0067) altered by 0.0042, which was moderately significant (p = 0.015), albeit with a 

small effect size (𝑔𝑔 = 0.24). However, for both human cohorts, a default chronotype 

failed to produce acceptable generalisation, and lead to model breakdown. 

Balancing with detected chronotype, on the other hand, lead to functional classifiers, 

with results comparable to previous models discussed.  
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Table 5.6. Default or detected chronotype class balanced models 
generalisation 

 Wake NREM REM N1 N2 N3 Overall 
UBM-DFB mean FM 

(SEM) 
UBM-DTB mean FM 

(SEM) 
Difference DFB-DTB 

Significance (p) 
Effect size (g) 

0.98 
(0.0026) 

0.99 
(0.0023) 
-0.0014 

0.16 
0.21 

0.96 
(0.0054) 

0.96 
(0.035) 
-0.0008 

0.73 
0.048 

0.84 
(0.032) 

0.84 
(0.048)  
-0.0015 

0.86 
0.017 

n/a n/a n/a 0.97 
(0.0045) 

0.97 
(0.0058) 
-0.0011 

0.54 
0.083 

UBR-DFB mean FM 
(SEM)  

UBR-DTB mean FM 
(SEM) 

Difference DFB-DTB 
Significance (p) 

Effect size (g) 

0.93 
(0.0092) 

0.92 
(0.012) 
0.0029 

0.56 
0.1 

0.91 
(0.0079) 

0.92 
(0.0072) 
-0.0043 

0.35 
0.21 

0.88 
(0.027) 

0.87 
(0.029) 
0.0096 

0.25 
0.13 

   0.92 
(0.009) 

0.91 
(0.0097) 

0.0004 
0.91 

0.018 
SRI-DFB mean FM 

(SEM) 
SRI-DTB mean FM 

(SEM) 
Difference DFB-DTB 

Significance (p) 
Effect size (g) 

0.91 
(0.015); 

0.91 
(0.016) 
-0.002 

0.55 
0.049 

0.93 
(0.0061) 

0.94 
(0.0067) 
-0.0042 

0.015 
0.24 

0.88 
(0.021) 

0.89 
(0.018) 

-0.01 
0.41 
0.2 

   0.92 
(0.01) 

0.92 
(0.0099) 
-0.0044 

0.087 
0.17 

UOH-DFB mean FM 
(SEM)  

UOH-DTB mean FM 
(SEM) 

Difference DFB-DTB 
Significance (p) 

Effect size (g) 

0.92 
(0.028) 

0.96 
(0.014) 

-0.04 
0.011 

0.84 

 0.12 
(0.052) 

0.87 
(0.012) 

-0.75 
<0.0001 

7.49 

0.48 
(0.042) 

0.68 
(0.029) 

-0.2 
0.0017 

2.05 

0.55 
(0.054) 

0.81 
(0.012) 

-0.26 
0.003 

2.5 

0.073 
(0.039) 

0.86 
(0.017) 

-0.78 
<0.0001 

9.94 

0.56 
(0.043) 

0.86 
(0.011) 

-0.31 
0.0003 

3.69 
UMH-DFB mean FM 

(SEM)  
UMH-DTB mean FM  

(SEM) 
Difference DFB-DTB 

Significance (p) 
Effect size (g) 

0.87 
(0.013) 

0.88 
(0.011) 
-0.0051 

0.66 
0.16 

 0.37 
(0.14) 

0.86 
(0.026) 

-0.49 
0.014 

1.84 

0.45 
(0.097) 

0.47 
(0.056) 
-0.013 

0.89 
0.064 

0.64 
(0.066) 

0.9 
(0.008) 

-0.23 
0.013 

1.85 

0.32 
(0.14) 

0.91 
(0.0063) 

-0.59 
0.0092 

2.21 

0.55 
(0.063) 

0.86 
(0.0095) 

-0.31 
0.0046 

2.62 
Results highlighted in yellow are significant (p < 0.05) 

5.3.4.  Consistency scoring rules 

Classifiers for cohorts UBM and UBR were generated using the configurations 

summarised in table 5.7. 
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Table 5.7. Summary of all classifiers deployed in Chapter 5.3.4. 

Classifier Cohort Kernel + 
HP 

Dimensionality FS 
strategy 

Chronotype CSR Training 

UBM-
DSR 

UBM Optimised 120 Express None Declared Automated 

UBM-
ESR 

UBM Optimised 120 Express None Empirical Automated 

UBR-
DSR 

UBR Optimised 120 Express None Declared Automated 

UBR-
ESR 

UBR Optimised 120 Express None Empirical Automated 

HP = hyperparameters; FS = feature selection; CSR = consistency scoring rules 

Implementing empirical scoring rules provided higher generalisation than declared 

ones. In the case of UBM, higher generalisation was recorded in all circumstances: 

wake mean F-measure increased from 0.98 (SEM = 0.003) to 0.98 (SEM = 0.03), 

significantly (p = 0.012), with a medium effect size (0.73); NREM mean F-measure 

increased from 0.96 (SEM = 0.007) to 0.97 (SEM = 0.007), significantly (p = 0.012), 

with a small effect size (0.42); REM mean F-measure increased from 0.85 (SEM = 

0.034) to 0.9 (SEM = 0.03), significantly (p = 0.0009), and with a medium effect size 

(0.52). Overall F-measure increased from 0.96 (SEM = 0.0061) to 0.97 (SEM = 

0.0058), significantly (p = 0.0018), and with a medium effect size (g = 0.59). 
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Figure 5.12. UBM generalisation between empirical and declared scoring rules 
Generalisation (F-measure) of UBR-DSR vs UBR-ESR. Asterisks represent paired t-test 
significance (*** p < 0.001; ** p < 0.01; * p < 0.5), colour represents effect size (black, small, 
amber, medium). Error bars represent SEM. 

In the case of UBR (figure 5.13), significantly higher generalisation (p = 0.04) was 

recorded only for REM, with mean F-measure increasing from 0.91 (SEM = 0.023) to 

0.92 (SEM = 0.018), with a small effect size (0.27). 
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Figure 5.13. UBR generalisation between empirical and declared scoring rules 
Generalisation (F-measure) of UBR-DSR vs UBR-ESR. Asterisks represents paired t-test 
significance (* p < 0.5), colour represents effect size (black, small). Error bars are SEM. 

5.3.5.  Final classifier optimisation 

The final set of classifiers generated in the configuration studies, including all 

settings, are summarised in table 5.8. They comprise of all the best performing 

classifiers hitherto generated, with the addition of models implementing empirical 

scoring rules for cohorts SRI, UMH and UOH. 

Table 5.8. Summary of all classifiers deployed in Chapter 5.3.5. 

Classifier Cohort Kernel + HP Dimensionality FS strategy Chronotype CSR Training 
UBM-EFS UBM Optimised 120 Express None None Automated 
UBM-DFB UBM Optimised 120 Express Default None Automated 

UBM-
ESR 

UBM Optimised 120 Express None Empirical Automated 

UBR-EFS UBR Optimised 120 Express None None Automated 
UBR-DFB UBR Optimised 120 Express Default None Automated 
UBR-ESR UBR Optimised 120 Express None Empirical Automated 
SRI-EFS SRI Optimised 120 Express None None Automated 
SRI-DFB SRI Optimised 120 Express Default None Automated 
SRI-ESR SRI Optimised 120 Express None Empirical Automated 

UOH-EFS UOH Optimised 400 Express None None Automated 
UOH-
ESR 

UOH Optimised 400 Express None Empirical Automated 

UMH-EFS UMH Optimised 400 Express None None Automated 
UMH-

ESC 
UMH Optimised 400 Express None Empirical Automated 

HP = hyperparameters; FS = feature selection; CSR = consistency scoring rules 
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Generalisation on UBM classifiers increased in response to class balancing and 

consistency scoring rules, mostly through more accurate NREM and REM scoring 

(figure 5.14). NREM mean F-measure increased from 0.95 (SEM = 0.0091) to 0.97 

(SEM = 0.0069), significantly (p = 0.0049), with a medium effect size (0.6) for UBM-

ESR; REM mean F-measure increased from 0.78 (SEM = 0.036) to 0.84 (SEM = 

0.032), significantly (p = 0.0019), and with a medium effect size (0.67) for UBM-DFB. 

It also increased to 0.89 (SEM = 0.03), significantly (p = 0.0004), and with a medium 

effect size (1.23) for UBM-ESR. Overall F-measure increased from 0.96 (SEM = 

0.0066) to 0.97 (SEM = 0.0058), significantly (p = 0.0013), and with a medium effect 

size (g = 0.67) for UBM-ESR. 

 

Figure 5.14. UBM generalisation with/without class balancing or scoring rules 
Generalisation (F-measure) of UBM cohort classifiers, EFS vs DFB and EFS vs ESR. 
Asterisks represents paired t-test significance (*** p < 0.001, ** p <0 .01), colour represents 
effect size (amber, medium, green, large). Error bars are SEM. 

Generalisation on UBR classifiers increased in response to class balancing and 

consistency scoring rules, although the first with non-significant but consistent 

trends, and the latter significantly, mostly via better wake and REM scoring. Wake 

mean F-measure increased from 0.92 (SEM = 0.011) to 0.93 (SEM = 0.0082), 

significantly (p = 0.016), and with a medium effect size (0.58) for UBR-ESR; NREM 

mean F-measure increased from 0.91 (SEM = 0.0091) to 0.92 (SEM = 0.0079) , 
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although only significantly without Bonferroni correction (p = 0.048), but with a 

medium effect size (0.55) for UBR-ESR; REM mean F-measure increased from 0.86 

(SEM = 0.036) to 0.92 (SEM = 0.018), significantly (p = 0.018), and with a large 

effect size (0.82) for UBR-ESR. Overall F-measure increased from 0.91 (SEM = 

0.011) to 0.93 (SEM = 0.0082), significantly (p = 0.0049), and with medium effect 

size (g = 0.74) for UBR-ESR (figure 5.15). 

 

Figure 5.15. UBR generalisation with/without class balancing or scoring rules 
Generalisation (F-measure) of UBR cohort classifiers, EFS vs DFB and EFS vs ESR. 
Asterisks represents paired t-test significance (* = p < 0.025, ** = p <0 .01), colour 
represents effect size (amber, medium, green, large). Error bars represent SEM. 

Generalisation on SRI classifiers increased in response to class balancing and 

consistency scoring rules, although the first through non-significant but consistent 

trends, and the latter significantly, mostly through better REM scoring (figure 5.16). 

REM mean F-measure increased from 0.86 (SEM = 0.016) to 0.89 (SEM = 0.011), 

significantly (p = 0.02), and with a large effect size (0.82) for SRI-ESR; overall F-

measure increased from 0.92 (SEM = 0.0099) to 0.92 (SEM = 0.009), significantly (p 

= 0.024), and with a small effect size (g = 0.22) for SRI-ESR. 
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Figure 5.16. SRI generalisation with/without class balancing or scoring rules 
Generalisation (F-measure) of UBR cohort classifiers, EFS vs DFB and EFS vs ESR. 
Asterisks represents paired t-test significance (* = p < 0.025), colour represents effect size 
(black, small, green, large). Error bars represent SEM. 

As default chronotype class balancing lead to model breakdown for human cohorts, 

class balancing was discarded for further validation, and only classifiers 

implementing empirical consistency scoring rules were analysed. UOH classifiers 

benefited from the implementation of empirical scoring rules across all stages, 

although significantly only for N1 and N2, and via non-significant but consistent 

trends for all other vigilance states (figure 5.17). N1 mean F-measure increased 

from 0.62 (SEM = 0.047) to 0.68 (SEM = 0.05), significantly (p = 0.023), and with a 

small effect size (0.46); N2 mean F-measure increased from 0.78 (SEM = 0.019) to 

0.8 (SEM = 0.013), significantly (p = 0.015), and with a medium effect size (0.62); 

and overall F-measure increased from 0.84 (SEM = 0.013) to 0.86 (SEM = 0.011), 

significantly (p = 0.0086), and with a small effect size (g = 0.69). 
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Figure 5.17. UOH generalisation with and without empirical scoring rules 
Generalisation (F-measure) of UOH cohort classifiers, EFS vs ESR. Asterisks represents 
paired t-test significance (* = p < 0.05; ** = p < 0.01), colour represents effect size (black, 
small, amber, medium). Error bars represent SEM. 

UMH classifiers benefited from the implementation of empirical scoring rules across 

all stages, although always non-significantly, despite consistent trends, and effect 

sizes ranging from small to medium (g = 0.22 for N1, 0.43 for N2, 0.68 for N3) 

(figure 5.18). The potential relevance of this non-significant trend was in fact 

validated by a significant result (p = 0.033) on overall F-measure, which increased 

from 0.83 (SEM = 0.013) to 0.85 (SEM = 0.011), with a small effect size (g = 0.43). 
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Figure 5.18. UMH generalisation with and without empirical scoring rules 
Generalisation (F-measure) of UMH cohort classifiers, EFS vs ESR. Asterisks represents 
paired t-test significance (* p < 0.05), colour represents effect size (black, small). Error bars 
are SEM. 

5.3.6.  Automated vs manual training 

Classifiers were built for UBM and UMH cohorts using the configurations which performed 
best in Chapter 5.3.5 and in conditions of ether automated or manual training (table 5.9). 

Table 5.9. Summary of all classifiers deployed in Chapter 5.3.6. 

Classifier Cohort Kernel + HP Dimensionality FS strategy Chronotype CSR Training 
UBM-AT UBM Optimised 120 Express Default Empirical Automated 
UBM-MT UBM Optimised 120 Express Default Empirical Manual 
UMH-AT UMH Optimised 400 Express None Empirical Automated 
UMH-MT UMH Optimised 400 Express None Empirical Manual 

HP = hyperparameters; FS = feature selection; CSR = consistency scoring rules; AT = automated training;  
MT = manual training 

No vigilance state nor overall generalisation were statistically significant between 

UMH-AT and UMH-MT. In the case of UBM cohorts differences were minimal (figure 
5.19).  
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Figure 5.19. UBM generalisation with automated vs manual training 
Generalisation (F-measure) of UBM- cohort classifiers, AT vs MT. Asterisks represents 
paired t-test significance (* p < 0.05), colour represents effect size (black = small). Error bars 
are SEM. 

Differences between UBM-AT and UBM-MT were not significant for all vigilance 

states nor overall except for REM sleep, were generalisation fell from 0.86 (SEM = 

0.03) for UBM-AT to 0.84 (SEM = 0.03), significantly (p = 0.015) but within SEM and 

with small effect size (g = 0.2). Overall times from the start of training to the end of 

scoring were 261.33 s (SEM = 22.97 s) for UBM and 310.67 s (SEM = 12.38 s) for 

UMH.  
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5.4.  Discussion 

A healthy machine learning classifier is a complex construction relying on the fine 

assembly and tuning of several components, often requiring the engineering of 

strategies that do not rely on rules of thumb, and that others have not previously 

attempted. The engineering of Somnivore included several layers that warranted a 

heuristic approach to be validated and implemented, the goal of these configuration 

studies. As the aim in creating Somnivore was to surpass the shortcomings of its 

predecessors, the final program/software needed to boast performance as well as 

usability and user friendliness. Therefore, the first level in optimisation pertained to 

the trainer set size. This directly represents the main source of user control, the 

amount of manual scoring required to train the classifier. Therefore, with minimal 

preliminary testing, this parameter was chosen partly arbitrarily, but also based on 

the well-established, demanding and tedious nature of manual sleep scoring. While 

bearing in mind the minimal constraints of SVM models, this parameter was set to 

100 epochs per vigilance stage for epochs 4 s in size (400 s total), 50 for epochs 10 

s in size (500 s total), and 40 for human epochs of 30 s duration (1200 s total). The 

next step was to identify the dimensionality of the input space, i.e. set the correct 

number of features to yield the best generalisation. To do so, it was also necessary 

to validate the grid search approach embedded in Somnivore for kernel and 

hyperparameter optimisation. The default configuration was chosen to be RBF kernel 

with default parameters (𝐶𝐶 = 1,𝜎𝜎 = 1), as demonstrated previously in the only other 

successful SVM implementation for automated animal sleep scoring in the current 

literature (Crisler et al., 2008). This configuration demonstrated an elegant 

progression in performance with increments of input space dimensionality, although 

it also proved its substantial limits, as both performance and dimensionality were 

critically sensitive to model breakdown. In fact, all non-optimised RBF-based 

classifiers peaked in performance at around 10 dimensions, and all collapsed 

thereafter. By approximately 60 dimensions, all non-optimised classifiers underwent 

complete model breakdown, (figures 5.1-5.5).  

Classifiers based on Somnivore’s kernel and ‘hyperparameter grid search 

optimisation’ strategy displayed a dramatically different trend. All optimised murine 
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classifiers were able to surpass performance of their non-optimised counterparts, 

and retain model resilience up to approximately 140 dimensions. Human-based 

classifiers, on the other hand, while not boasting the same levels of generalisation of 

their murine counterparts, experienced the largest increase in model resiliency. In 

fact, UOH models could withstand an excess of 400 dimensions before experiencing 

model breakdown. Remarkably, the optimised UMH based classifier did not 

breakdown even after making use of all features available (918), and only 

experienced a moderate drop in generalisation. Remarkably, these results were 

obtained while only using 40 training instances per class, meaning only 80 were 

available to each binary classification model. Considering these results, the number 

of dimensions implemented in murine classifiers was 120, and 400 for human 

classifiers. While an excessive number of features does not generally improve 

generalisation, and instead increases noise and risk of model breakdown, the largest 

number of dimensions possible was necessary to maximise chances of success of 

an important component of Somnivore’s classifier, feature selection. Somnivore 

offers two main strategies for features selection, standard and express, (see 

Chapter 3.2.5). While the standard implementation is the most thorough, and relies 

on gold standard routines to assess the performance of every feature and pick the 

best, it is also very computationally intensive. The express implementation, on the 

other hand, relies on features evaluated and ranked previously on a sample of 

subject from each species. Since there can be a large variability in feature salience 

between subjects, it is important to have the largest number of features available, to 

maximise chances of selecting the most salient for all subjects. No significant loss of 

performance was recorded when 120 dimensions were allowed for murine-based 

classifiers and 400 for human ones, except for a limited loss of generalisation for 

REM in cohort UMH (table 5.4). Processing times, on the other hand, benefited 

greatly from the express feature selection strategy (figure 5.11). While standard 

feature selection on murine classifiers required approximately 2 to 2.5 min to be 

computed, express feature selection always required less than 7 sec. In human 

classifiers, the time saving benefits were even more marked, processing times 

dropped from approximately 18 min in UOH cohorts and approximately 25 min for 

UMH cohorts to less than 17 s for both when using the express feature selection 
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strategy. In light of the significant benefits, the express feature selection strategy was 

set to default for all consequent configuration studies.  

As introduced in Chapter 2.5, class balancing is also an important factor in machine 

learning modelling. Accordingly, class balancing by set chronotype was tested on all 

cohorts. While this strategy consistently proved to compare with class balancing by 

detected chronotype from manually scored data in murine classifiers, it led to model 

breakdown in human ones. The possible explanation for this is that the polyphasic 

nature of murine sleep might allow more room for chronotype discrepancies. Human 

sleep, on the other hand, relies on very rigid monophasic dynamics, and therefore 

any set chronotype mismatch would introduce substantial degrees of variability, as 

would be the case in the clinical conditions under which the recordings were 

obtained. However, robustness of the coding strategy was demonstrated, as all 

human classifiers implementing class balancing via detected chronotype, performed 

similarly, or better than their unbalanced counterparts. Therefore, class balancing via 

default chronotype was chosen for all successive validation studies for murine 

classifiers, but was dropped altogether for human studies.  

Consistency-scoring rules were addressed for all cohorts. Interestingly, the two 

cohorts that had explicitly declared guidelines in their publications of origin, UBM and 

UBR, also were noticed upon visual inspection to systematically violate their own 

consistency scoring rules. Therefore, for these two cohorts, classifiers were 

generated to compare generalisation between declared and empirical scoring rules. 

Consistently, with the substantial rule differences for UBM between declared and 

empirical, this cohort was the one to benefit most from the implementation of 

empirical scoring rules. UBR also registered significantly higher generalisation with 

empirical rules, with effects mostly confined to REM, since this was the only vigilance 

state to differ in rules between declared and empirical. Empirical scoring rules were 

devised for all other cohorts, and comparisons against classifiers implementing no 

rules justified their use in all cases.  

Generalisation dynamics were compared between automated and manual training, 

and results demonstrate that the two strategies lead to comparable results. This also 
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offered the opportunity to provide a preliminary validation of the user friendliness of 

Somnivore. Anecdotal reports state that a very experienced manual scoring scientist 

requires about 4 hours of intensive work to score 24 h of recording. UBM recordings 

required on average under 5 min (261.33 s) in total to be trained and scored, and 

considering that they extend 30 h in recording length this is an important result.  
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5.5.  Conclusions 

Configuration studies analysed provided a statistically validated substrate to justify 

the deployment of different levels of optimisation. A summary of the final 

configuration for all classifiers to be progressed through Chapter 6 and 7 validation 

studies is shown in table 5.10. 

Table 5.10. Summary of all final classifiers configurations. 

Classifier Cohort Kernel + 
HP 

Dimensionality FS 
strategy 

Chronotype CSR Training 

UBM-
Final 

UBM Optimised 120 Express Default Empirical Automated 

UBR-
Final 

UBR Optimised 120 Express Default Empirical Automated 

SRI-
Final 

SRI Optimised 120 Express Default Empirical Automated 

UOH-
Final 

UOH Optimised 400 Express None Empirical Automated 

UMH-
Final 

UMH Optimised 400 Express None Empirical Automated 

HP = hyperparameters; FS = feature selection; CSR = consistency scoring rules 
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 MURINE VALIDATION STUDIES 
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6.1.  Introduction 

As reviewed in Chapters 1 and 2, the field of animal sleep research is still lacking an 

established platform for automated sleep scoring for multiple reasons, including poor 

generalisation, low user-friendliness for non-engineer users, and discordances within 

the field due to the subjective nature of sleep scoring. Moreover, the overwhelming 

majority of automated solutions has only been validated on baseline recordings, and 

almost exclusively on one species only, with some notable exceptions (Bastianini et 

al., 2014; Rytkönen et al., 2011). Therefore, the scepticism toward automated sleep 

scoring has persisted, and an ability to reverse this level of doubt within the field 

certainly warrants the pursuit of an approach that strikes the right balance in 

addressing all the aforementioned factors, alongside the design requirements 

reviewed in Chapter 2.  

In studies to address the genuine need for evaluation of generalisation beyond 

baseline/wild type recording, three different cohorts were selected for these murine 

validation studies, as summarised in Chapter 4. The UBM cohorts provide an insight 

into whether Somnivore’s generalisation can retain robustness across two radically 

different phenotypes affecting the sleep architecture. In fact, UBM-TG mimics the 

pathophysiology of narcolepsy, as summarised in Chapter 1.2.7.3 and Chapter 
4.2.1. The UBR and SRI cohorts, on the other hand, challenge the generalisation of 

Somnivore on recordings where a variety of drug treatments and routes of 

administration were applied, as summarised in Chapter 4.3.1 and 4.3.2. Additionally, 

the SRI cohorts follow a within-subjects design, allowing a further level of challenge 

within Somnivore, testing the generalisation on treatment recordings using training 

performed on the baseline recording of the same subject. This is an important 

requirement for a successful automated sleep scoring platform, as it would provide 

both robustness and user-friendliness; subjects would require only one training 

session, instead of training on each individual recording (henceforth referred to as 

‘intra-trained learning’, the default unless indicated otherwise). While transgenic mice 

(Bastianini et al., 2014) and pharmacological interventions (Rytkönen et al., 2011) 

were investigated previously in selected validation studies, measures were limited to 

canonical metrics of classifier evaluation, summarised in Chapter 2.7. While this 
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provides rigorous testing for machine learning classifiers in most engineering-based 

evaluations, the same might not hold for most sleep research investigations. In such 

cases, end-measures are extracted from the raw scoring to draw experimental 

conclusions. Examples of end-measures include percentage of time spent in given 

states across set temporal bins (e.g. 5-min, 1-hour), bout lengths and state latencies 

such as latency to NREM/REM and wake after sleep onset (WASO).  

To date, no automated sleep scoring algorithm has been validated via the analysis of 

end-measures, providing further fuel for scepticism regarding their utility. Therefore, 

Somnivore is validated using its own Somnivore Treatment Analyser (STA, 

showcased in Chapter 3.3) on a variety of end-measures selected according to the 

experimental groups involved, as well as others not typically evaluated, in a bid to 

deploy and validate as many features as possible of the STA. This will endeavour to 

generate two studies in parallel, one with manual scoring and the other with 

automated scoring, to assess whether experimental conclusions match. This 

approach has no precedent in the literature.  

Additionally, most validation studies of automated sleep scoring algorithms so far 

have been performed on high-quality polysomnography data. While this is also often 

the case in normal manual scoring conditions, it is common to have recordings 

corrupted with artefacts or technical defects that warrant the exclusion of specific 

data/channels from the scoring process. While single EEG channel automated sleep 

scoring has been approached in human classifiers (Berthomier et al., 2007; Liang et 

al., 2012; Van Hese et al., 2001) the same has not been described in animal cohorts. 

Therefore, this potential level of resilience was assessed in these validation studies. 

Generally, large proportions of both inter- and intra-scorer disagreement lie in 

assessments of transition epochs (Himanen and Hasan, 2000) (i.e. the first and last 

of a contiguous bout), as such epochs are likely to contain mixed vigilance states.  

As Somnivore has embedded transition epoch labelling capabilities, the impact of 

transition epochs on unchallenged (EEG+EMG trained) as well as challenged 

(EEG/EMG only trained) polysomnography data is also tested. This will add a further 

level of user control over the automated sleep scoring procedure, as Somnivore 
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provides the user with options to review transition epochs manually, or exclude them 

altogether from the analysis of end-measures.  

Finally, as introduced in Chapter 5, the size of the training set is the only parameter 

set arbitrarily, with assumptions around user friendliness. The last level of challenge 

on the performance of Somnivore is assessing generalisation across different 

training set sizes. This provides information about the smallest training set size to 

provide adequate performance, and whether increasing it beyond the default 

guidelines might provide worthwhile generalisation benefits. 

In summary, the aims were to:  

a) Compare generalisation between wild type-transgenic subjects in the UBM 

cohort and placebo-treatment recordings in the UBR and SRI cohorts.  

b) Compare generalisation on inter-trained learning between placebo-treatment 

recordings in SRI cohorts. 

c) Compare end-measures-based generalisation on all cohorts. 

d) Compare generalisation on all recordings when both EEG and EMG channels 

are used for learning, against when learning is performed using a single 

channel.  

e) Assess the impact of transition epochs generalisation scores evaluated in aim 

(d).  

f) Assess the impact of different training set sizes on generalisation across all 

cohorts. 
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6.2.  Materials and methods 

6.2.1.  Subjects 

Polysomnography recordings were obtained from subjects and specifications listed 

in Chapter 4 with no variation, apart from an exception with the cohort SRI-CAF, 

which contained an extreme outlier. This subject warranted exclusion from the 

murine validation studies since in the 6-hour vehicle recording, it only featured 8 

epochs of REM sleep, substantially lower than the 50 epoch learning requirement for 

cohorts featuring 10 s epoch length. Therefore, the SRI-CAF cohort was reduced to 

7 subjects. A summary of all subjects in the murine validation studies is provided in 

table 6.1. 

Table 6.1. Summary of cohorts in murine validation studies 

Cohort TR-#1 TR-#2 D Species Strain Phenotype n 
UBM-WT Baseline n/a 30  Mouse C57Bl/6J WT 9 
UBM-TG Baseline n/a 30 Mouse C57Bl/6J TG 9 

UBR-
VEH 

Vehicle x 6 n/a 24 Rat SDW WT 8 

UBR-MU Muscimol 1 mM  
× 6 

n/a 24 Rat SDW WT 8 

SRI-CAF Vehicle Caffeine 10 mg/kg 6 Rat SDW WT 7 
SRI-ZOL Vehicle Zolpidem 10mg/kg 12 Rat Wistar WT 2 
SRI-ALM Vehicle Almorexant 300mg/kg 12 Rat SDW WT 2 

TR = treatment recording; SDW = Sprague Dawley; WT = wild type; TG = transgenic; D = duration recording (h). 

6.2.2.  Study design and statistics 

Validation studies were designed for cohorts UBM, UBR and SRI, with classifiers 

built using the settings summarised in table 5.9. Generalisation, both in terms of F-

measures and end-measures, was evaluated, including the implications of input 

channel challenges, transition epochs and training set sizes. While statistical tests 

selected varied amongst studies, all effects sizes were evaluated using Hedges’ g, 

as introduced in Chapter 5.2.3. Additionally, scoring times were evaluated across 

cohorts.  

6.2.2.1.  Generalisation across experimental groups 

F-measures were compared between phenotypes and treatment groups according to 

the cohort considered. All comparisons are summarised in table 6.2. UBM and UBR 
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cohorts were compared between WT vs TG sub-cohorts and VEH vs MU sub-

cohorts respectively. Since the groups were independent, the statistical test 

deployed was an independent samples t-test, with significance set to p < 0.05. SRI 

cohorts on the other hand were tested twice, and all sub-cohorts (CAF, ZOL and 

ALM) were compared between the vehicle recordings intra-trained vs the test 

recordings, both in intra-trained and inter-trained configurations. Since the SRI data 

represents a within-subjects design, the statistical test deployed was the paired t-

test. While the SRI cohort was tested twice, Bonferroni correction was considered, 

but otherwise disregarded, to increase the stringency in the test. 

Table 6.2. Summary of F-measure based generalisation assessments 

Cohort Control classifier Test #1 classifier Test #2 classifier Statistical test 
UBR UBR-VEH (n = 8) UBR-MU (n = 8) n/a Unpaired TT 
UBM UBM-WT (n = 9) UBM-TG (n = 9) n/a Unpaired TT 
SRI SRI-CAF/ZOL/ALM 

TR-#1, IAT (n = 11) 
SRI-CAF/ZOL/ALM 
TR-#2, IAT (n = 11) 

SRI-CAF/ZOL/ALM 
TR-#2, IET (n = 11) 

Paired TT 

TR = treatment recording; IAT = intra-trained; IET = inter-trained; TT = t-test (p<0.05) 

6.2.2.2.  End-measures generalisation across experimental groups 

End-measures, analyses and plots were computed by the STA from automated and 

manual scores. All comparisons are listed in table 6.3. 

Table 6.3. End-measures extracted for murine cohorts, and comparisons 
tested 

Cohort Control Test End-measures STB Comparison 
UBR UBR-VEH 

(n = 8) 
UBR-MU 

(n = 8) 
%: wake; NREM; REM (1 hb) 
WS brain temperature (1 hb) 

WS fractal exponent (1 hb) 

Control-MS vs Test-MS 
vs 

Control-AS vs Test-AS 
UBM UBM-WT (n 

= 9) 
UBM-TG 

(n = 9) 
Average REM bout length (1 hb) 

Average REM inter-bout distance (1 hb) 
Longest wake bout length (1 hb) 

WS gamma1:gamma2 ratio (1 hb) 
WS relative gamma power (1 hb) 

Control-MS vs Test-MS 
vs 

Control-AS vs Test-AS 

SRI-
CAF 

SRI-CAF 
TR-#1 
(n = 7) 

SRI-CAF 
TR-#2  
(n = 7) 

% wake (5 mbpt) 
Number of NREM bouts (5 mbpt) 

NREM sleep latency 
REM sleep latency 

 

Control-MS vs Test-MS 
vs 

Control-AS vs Test-IAT 
vs 

Control-AS vs Test-IET 
SRI-
ZOL 

SRI-ZOL 
TR-#1  
(n = 2) 

SRI-ZOL 
TR-#2  
(n = 2) 

WS spectrum (5 mb) 
NS spectrum (5 mb) 
RS spectrum (5 mb) 

Control-MS vs Test-MS 
vs 

Control-AS vs Test-IAT 
vs 

Control-AS vs Test-IET 
LBL = longest bout length; IAT = intra-trained; IET = inter-trained; WS = wake specific; 1 hb = 1 hour bins 

averaged; 5 mb = 5 min bins averaged; 5 mbpt = 5 min bins averaged post treatment 
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As the purpose of the validation through end-measures is to evaluate whether 

automated scoring can generate comparable experimental results to those 

generated via manual scoring, comparisons were made within manually scored vs 

within automatically scored data, and in the case of SRI cohorts, the latter featured 

control vs treatment intra-trained (IAT) and control vs treatment inter-trained (IET). 

While an in-depth discussion of the experimental physiological results for each 

cohort is beyond the scope of this thesis, selected end-measures were evaluated 

that were relevant to the experimental groups under review.  

For UBR cohorts, % wake, NREM and REM sleep, as well as wake-specific brain 

temperature over 1 h bins were selected, as muscimol microinjection in the RVMM is 

expected to cause abrupt hypnogram and brain temperature changes, in accordance 

to the neurophysiology of wake/sleep reviewed in Chapter 1.2.4 and previous 

reports (Cerri et al., 2013). A wake-specific fractal exponent was selected to 

showcase the ability of the STA to conveniently evaluate unusual metrics. For the 

UBM cohort, changes were predicted to be specific to the symptomatology of 

narcolepsy, as reviewed in Chapter 1.2.7.3 and according to previous reports 

(Bastianini et al., 2011). The fragmentation of the sleep architecture due to the 

absence of orexin should be most noticeable at the level of bout length, and 

therefore longest wake bout length, average REM bout length, as well as average 

REM inter-bout distance were evaluated as end-measures. The wake-specific 

gamma1:gamma2 ratio was evaluated to assess the potential cognitive implications 

of abrogated orexin transmission, along with wake-specific relative gamma power, to 

assess whether any change may be due to external systematic factors.  

For the SRI-CAF cohorts, due to the shorter recording times (6 h) analyses were 

done at the level of 5 min bins. Due to the well-established wake enhancing effects 

of caffeine, latency to NREM and REM sleep, % wake and number of NREM bouts 

post-treatment were chosen as end-measures. For SRI-ZOL, due to the established 

effects of zolpidem on the EEG, wake, NREM and REM specific spectrum over 5 min 

bins were evaluated (van Lier et al., 2004b).  
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Analysis of the level of significant differences in the results was approached in three 

stages. Stage (1) performed exploratory statistics via t-test (independent or paired 

according to the cohort) on single time bins between selected experimental groups, 

as indicated in table 6.3. Significance was not Bonferroni corrected (p < 0.05), in 

order to contain type II errors and identify potential significant regions to analyse with 

pertinent post-hoc approaches. Stage (2) was performed via two-way repeated 

measure analysis of variance (RANOVA) between all experimental groups across 

the whole recording. To cater for violation of sphericity due to the moderate number 

of repeated measures, significance was considered both uncorrected (p) and 

Greenhouse-Geisser corrected (pGG). Stage (3) was designed to consolidate the 

results from stage (1), and employed the Tukey's honestly significant difference 

(HSD) test over selected time intervals that were evaluated as significant during 

stage (1).  

While intuitively this protocol might follow a linear path towards statistical validation, 

important considerations germane to the nature of statistical inquiry warrant a loose 

dependency between Stages (1-3). Stage (1) is the most sensitive to differences, 

and understood to be the most prone to type I error due to uncorrected significance 

thresholds. Its main purpose is to survey the whole length of the recordings and flag 

potential regions that might illustrate experimental effects. Stage (2) was designed to 

consider recordings as the continuous progression of the variances of the groups 

under comparison. Two way RANOVA is sensitive to how the variance of all groups 

develops over time, and whether there is an effect between the groups over time. 

Canonically, investigators are concerned with discovering statistical significance in 

RANOVA before progressing to post-hoc analysis (such as HSD). However, this 

assumption applies poorly to this statistical context and was discarded because if 

multiple groups with different means do not experience change in their variance over 

repeated measures (i.e. a flat response) significant p-values are unlikely, in spite of 

their difference in response means. On the other hand, if different groups develop 

over repeated measures with a comparable trend and variance, again in spite of their 

response means being substantially different, again p-values for the time-group 

interaction are unlikely to demonstrate significance. This is because in these 
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circumstances, there is no effect over time, nor between groups, which is what 

RANOVA tests. In such cases, henceforth termed as ‘skewed equal variance’ (SEV), 

there might still be significance at the level of statistical inquiry on whether a 

treatment, or a phenotype caused two different groups to produce different metrics, 

in such cases, their skewness only. In cases with SEV, the timeframe where the 

skewness originally developed is likely to be located outside the period evaluated, for 

instance during development for different phenotypes, or if a treatment was given 

before recording began. Therefore, whenever SEV is observed RANOVA might 

produce non-significant p values, while HSD might output opposite results. To avoid 

the risk of surveying times with SEV, RANOVA was applied to the entire recording, 

also minimising the possibility of collateral risks such as violating sphericity, itself 

addressed via Greenhouse-Geisser correction. HSD, on the other hand, is best 

applied to specific periods where response means are further apart, and evaluating 

the whole recording period (as in RANOVA) with this test would dilute its significance 

and increase type II errors. Therefore, HSD is not only appropriate to identify which 

exact experimental group pairs differ significantly, but also over which exact 

repeated measures window. Candidates for the latter were identified with Stage (1), 

and therefore, HSD was not evaluated in experiments where both Stage (1) and 

Stage (2) failed to demonstrate significant differences. 

6.2.2.3.  Channel challenges and the impact of transition epochs 

In studies to assess the impact of missing input channels and transition epochs on F-

measure generalisation, all murine recordings were pooled (n = 54) and evaluated in 

three training input channels configurations, EEG+EMG, EEG only, and EMG only, 

as well as two epoch inclusion configurations, all epochs (AE) vs no transition 

epochs (NT). Comparisons were then evaluated within challenge and between 

challenges, as summarised in table 6.4. While multiple t-tests were applied (three for 

EEG+EMG AE, two for EEG+EMG NT), correcting statistical significance a priori 

would favour the outcome of the validation by containing type II errors. Therefore, no 

Bonferroni correction was applied to increase stringency in the evaluation. 
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Table 6.4. Channel challenges and the impact of transition epochs, 
assessments. 

Control\Test EEG+EMG NT EEG AE EEG NT EMG AE EMG NT 
EEG+EMG AE PTT PTT  PTT  
EEG+EMG NT   PTT   PTT 

EEG AE   PTT    
EMG AE     PTT 

AE = all epochs; NT = no transition epochs; PTT = paired t-test (p<0.05) 

6.2.2.4.  Impact of training set size 

Classifiers were generated for pooled UBM (n = 18), UBR (n = 16) and SRI (n = 22) 

cohorts. While all classifier settings were as indicated in table 5.9, ‘training set size 

response’ curves were generated with classifiers trained with a range of 5-200 

training epochs per vigilance state. According to the results obtained, four training 

set sizes were chosen for statistical comparison, in the following order: 1) the 

smallest training set size to output adequate generalisation across all cohorts (F-

measure >= 0.9 across all states); 2) the default training set size for epoch lengths of 

10 s (50); 3) the default training set size for epoch lengths of 4 s (100); 4) the 

maximum training set size for the range considered (200). RANOVA was evaluated 

for each vigilance state and overall across the four training set sizes selected, and in 

case of any significant interaction, HSD was assessed between all groups. 
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6.3.  Results 

6.3.1.  F-measure generalisation across experimental groups 

Generalisation metrics did not significantly differ for any individual sleep state or 

overall for the UBR cohorts (figure 6.1), and all effects size classified from small to 

miniscule. On average, generalisation scored ~0.95 for Wake, ~0.93 for NREM, 

~0.91 for REM and ~0.94 overall. 

 

Figure 6.1. UBR generalisation across placebo and muscimol treatments 
Generalisation (F-measure) of UBR cohorts (n = 8), placebo vs muscimol treatments. Error 
bars represent SEM. 

F-measures were compared for wild type against transgenic mice in UBM cohorts 

(figure 6.2). Metrics did not significantly differ for any individual sleep state or 

overall, and all effect sizes classified as miniscule. On average, generalisation 

scored >0.98 for Wake, >0.96 for NREM, ~0.90 for REM and >0.97 overall.  
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Figure 6.2. UBM generalisation across wild type and transgenic mice 
Generalisation (F-measure) of UBM cohorts (n = 9), wild type vs transgenic mice. Error bars 
represent SEM. 

Generalisation metrics generally did not significantly differ for any individual sleep 

state or overall for the SRI cohorts (figure 6.3), if Bonferroni correction was applied. 

With no correction, however, a mild drop in generalisation was observed for NREM 

and REM sleep, but only between placebo and treatment inter-trained. NREM F-

measure dropped from 0.93 (SEM = 0.01) to 0.92 (SEM = 0.01) with p = 0.04, and a 

medium effect size (g = 0.72); REM F-measure dropped from 0.91 (SEM = 0.01) to 

0.90 (SEM = 0.01), with p = 0.03, and small effect size (g = 0.46). Notably the F-

measure for wake displayed a positive non-significant trend for both treatment 

groups vs placebo, with p = 0.15 and 0.14, and medium effect sizes g = 0.58 and 

0.51, respectively for intra-trained and inter-trained. In no circumstance did intra-

trained vs inter-trained treatment groups differ significantly with effect sizes above 

miniscule. These changes resulted in a virtually unchanged overall F-measure 

across groups. On average, generalisation scored ~0.95 for Wake, ~0.93 for NREM, 

~0.91 for REM and ~0.94 overall. 
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Figure 6.3. SRI generalisation across pooled placebo and treatment groups 
Generalisation (F-measure) of SRI cohorts, pooled placebo and treatment groups (n = 11). 
Asterisks represents uncorrected paired t-test significance (* 0.025 < p < 0.05), colour 
represents effect size (black, small, amber, medium). Error bars represent SEM. 

6.3.2.  End-measures generalisation across experimental groups 

6.3.2.1.  UBR 

End-measures were extracted and compared using the STA. In terms of single time 

bin comparisons, both manual and automated scoring produced the same results for 

percentage wake over 1-h bins, with statistical agreement of ~96% (22 of 23 time 

points; figure 6.4). When two way RANOVA was applied, differences were highly 

significant when both time alone or time over groups were the sources (table 6.5). 

Table 6.5. RANOVA test results for % wake of UBR recordings over 1h bins 

Source SoS DF MS F p pGG 
Time 47632.71 22.00 2165.12 4.51 9.06E-11 1.89E-04 

Time:Group 183085.55 66.00 2774.02 5.77 1.72E-33 2.98E-11 
Error 296016.50 616.00 480.55 1.00 0.50 0.50 

SoS, Sum of squares; DF, degrees of freedom; MS, Mean square; pGG, p Greenhouse-Geisser corrected  
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Figure 6.4. Percentage wake of UBR recordings over 1-h bins 
Percentage wake of manually and automatically scored UBR recordings, averaged over 1-h 
bins. Shaded areas represent control groups ([A]; [B]). White box represents lights-on 
period; black box represents lights-off period. Purple arrows represent treatment times. 
Asterisks represent significant differences, independent samples t-test, p < 0.05. Red 
asterisks represent [C] vs [A] and green [D] vs [B]. Error bars and shaded areas width 
represent SEM.  

An HSD test was run in the interval CT14-23 (table 6.6). When experimental groups 

were compared (placebo vs muscimol treatments) results corroborated uncorrected 

t-tests results, and were consistent between manual and automated scoring. For 

manual scoring, [A] vs [C] difference was -46.58% (SEM = 9.13), and highly 

significant (p = 1.18E-04); for automated scoring, [B] vs [D] difference was -47.25 

(SEM = 9.13), and highly significant (p = 9.65E-05). When manually scored groups 

were compared against their automated counterpart, the differences were highly 

non-significant ([A] vs [B] p > 0.99; [C] vs [D] p > 0.99). 
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Table 6.6. HSD test results for % wake of UBR recordings over 1-h bins 

Group control Group test Difference SEM p Lower CI 95% Upper CI 95% 

A B -0.25 9.13 >0.99 -25.17 24.68 
A C -46.58 9.13 1.18E-04 -71.51 -21.66 
A D -47.50 9.13 8.97E-05 -72.43 -22.57 
B C -46.34 9.13 1.27E-04 -71.26 -21.41 
B D -47.25 9.13 9.65E-05 -72.18 -22.33 
C D -0.92 9.13 >0.99 -25.84 24.01 

SEM, standard error of the mean of the difference; CI, confidence interval 

Manual and automated scoring produced agreement on 22 of the 23 time points 

(~96% agreement) for percentage NREM over 1-h bins (figure 6.5). When two way 

RANOVA was applied, differences were highly significant when both time alone or 

time over groups were the sources (table 6.7). 

Table 6.7. RANOVA test results for % NREM of UBR recordings over 1-h bins 

Source SoS DF MS F p pGG 
Time 32869.88 22.00 1494.09 4.29 4.82E-10 7.08E-04 

Time:Group 102925.23 66.00 1559.47 4.47 1.00E-23 2.01E-07 
Error 214761.71 616.00 348.64 1.00 0.50 0.50 

SoS = Sum of squares; DF, degrees of freedom; MS, Mean square; pGG, p Greenhouse-Geisser corrected 
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Figure 6.5. Percentage NREM of UBR recordings over 1-h bins 
Percentage NREM of manually and automatically scored UBR recordings, averaged over 1-
h bins. Shaded areas represent control groups ([A]; [B]). White box represents lights-on 
period; black box represents lights-off period. Asterisks represent significant differences, 
independent samples t-test, p < 0.05. Red asterisks represent [C] vs [A] and green [D] vs 
[B]. Error bars and shaded areas width represent SEM. 

An HSD test was run in the interval CT15-22 (table 6.8). When experimental groups 

were compared, results corroborated uncorrected t-tests results, and were consistent 

between manual and automated scoring. For manual scoring, [A] vs [C] difference 

was 35.36% (SEM = 7.49), and highly significant (p = 3.30E-04); for automated 

scoring, [B] vs [D] difference was 36.40 (SEM = 7.49), and highly significant (p = 

2.27E-04). When manually scored groups were compared against their automated 

counterpart, differences were clearly non-significant ([A] vs [B] p > 0.99; [C] vs [D] p 

> 0.99). 
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Table 6.8. HSD test results for % NREM of UBR recordings over 1-h bins 

Group control Group test Difference SEM p Lower CI 95% Upper CI 95% 

A B -0.37 7.49 >0.99 -20.82 20.08 
A C 35.36 7.49 3.30E-04 14.91 55.81 
A D 36.03 7.49 2.59E-04 15.58 56.48 
B C 35.73 7.49 2.89E-04 15.28 56.18 
B D 36.40 7.49 2.27E-04 15.95 56.85 
C D 0.67 7.49 >0.99 -19.78 21.12 

SEM, standard error of the mean of the difference; CI, confidence interval 

Manual and automated scoring produced an agreement of 100% (all 23-time points) 

for percentage REM over 1-h bins (figure 6.6). When two way RANOVA was applied 

differences were highly significant when both time alone or time over groups were 

the sources (table 6.9). 

Table 6.9. RANOVA test results for % REM of UBR recordings over 1h bins 

Source SoS DF MS F p pGG 
Time 2851.80 22.00 129.63 2.83 2.11E-05 0.01 

Time:Group 12805.93 66.00 194.03 4.23 7.33E-22 3.45E-07 
Error 28265.20 616.00 45.89 1.00 0.50 0.50 

SoS, Sum of squares; DF, degrees of freedom; MS, Mean square; pGG, p Greenhouse-Geisser corrected 
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Figure 6.6. Percentage REM of UBR recordings over 1-h bins 
Percentage REM of manually and automatically scored UBR recordings, averaged over 1-h 
bins. Shaded areas represent control groups ([A]; [B]). White box represents lights-on 
period; black box represents lights-off period. Purple arrows represent treatment times. 
Asterisks represent significant differences, independent samples t-test, p < 0.05. Red 
asterisks represent [C] vs [A] and green [D] vs [B]. Error bars and shaded areas width 
represent SEM. 

An HSD test was run in the interval CT15-22 (table 6.10). When experimental 

groups were compared, results were consistent between manual and automated 

scoring. For manual scoring, [A] vs [C] difference was 11.02% (SEM = 0.95), and 

highly significant (p = 3.79E-09); for automated scoring, [B] vs [D] difference was 

10.48 (SEM = 0.95), and highly significant (p = 3.84E-09). When manually scored 

groups were compared against their automated counterpart, differences were clearly 

non-significant ([A] vs [B] p = 0.93; [C] vs [D] p > 0.99). 
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Table 6.10. HSD test results for % REM of UBR recordings over 1-h bins 

Group control Group test Difference SEM p Lower CI 95% Upper CI 95% 

A B 0.56 0.95 0.93 -2.04 3.16 
A C 11.02 0.95 3.79E-09 8.42 13.62 
A D 11.04 0.95 3.79E-09 8.44 13.64 
B C 10.46 0.95 3.84E-09 7.86 13.06 
B D 10.48 0.95 3.84E-09 7.88 13.08 
C D 0.02 0.95 >0.99 -2.58 2.62 

SEM = standard error of the mean of the difference; CI = confidence interval 

Manual and automated scoring produced an agreement of 100% (all 23-time points) 

for percentage wake-specific brain temperature over 1-h bins (figure 6.7). When two 

way RANOVA was applied differences were highly significant when both time alone 

or time over groups were the sources (table 6.11). 

Table 6.11. RANOVA test for wake-specific brain temperature of UBR over 1h 
bins 

Source SoS DF MS F p pGG 
Time 3660.381451 22 166.38 20.22 8.92E-59 1.53E-07 

Time:Group 3637.762851 66 55.12 6.70 3.31E-40 1.59E-05 
Error 5069.909028 616 8.23 1.00 0.50 0.50 

SoS, Sum of squares; DF, degrees of freedom; MS, Mean square; pGG, p, Greenhouse-Geisser corrected. 
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Figure 6.7 Wake-specific brain temperature of UBR recordings over 1-h bins 
Percentage REM of manually and automatically scored UBR recordings, averaged over 1h 
bins. Shaded areas represent control groups ([A]; [B]). White box represents lights-on 
period; black box represents lights-off period. Purple arrows represent treatment times. 
Asterisks represent significant differences, independent samples t-test, p < 0.05. Red 
asterisks represent [C] vs [A] and green [D] vs [B]. Error bars and shaded areas width 
represent SEM. 

An HSD test was run in the interval CT15-20, and results summarised (table 6.12). 

When experimental groups were compared, results were consistent between manual 

and automated scoring. For manual scoring, [A] vs [C] difference was 6.04 C° (SEM 

= 1.98), and significant (p = 0.02); for automated scoring, [B] vs [D] difference was 

6.04 C° (SEM = 1.98), and significant (p = 0.02). When manually scored groups were 

compared against their automated counterpart, differences were clearly non-

significant ([A] vs [B] p > 0.99; [C] vs [D] p > 0.99). 
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Table 6.12. HSD test for wake-specific brain temperature of UBR over 1-h bins 

Group control Group test Difference SEM p Lower CI 95% Upper CI 95% 

A B 0.00 1.98 >0.99 -5.42 5.41 
A C 6.04 1.98 0.02 0.63 11.45 
A D 6.04 1.98 0.02 0.63 11.45 
B C 6.04 1.98 0.02 0.63 11.45 
B D 6.05 1.98 0.02 0.63 11.46 
C D 0.00 1.98 >0.99 -5.41 5.42 

SEM = standard error of the mean of the difference; CI = confidence interval 

Manual and automated scoring produced an agreement of 100% (all 23-time points) 

for wake-specific fractal exponent over 1-h bins (figure 6.8). When two way 

RANOVA was applied differences were highly significant when both time alone or 

time over groups were the sources, (table 6.13). 

Table 6.13. RANOVA test for wake-specific fractal exponent of UBR over 1-h 
bins 

Source SoS DF MS F p pGG 
Time 0.12 22.00 0.01 7.59 4.67E-21 4.55E-05 

Time:Group 0.11 66.00 1.69E-03 2.30 1.37E-07 0.02 
Error 0.45 616.00 7.32E-04 1.00 0.50 0.50 

SoS, Sum of squares; DF, degrees of freedom; MS, Mean square; pGG, p, Greenhouse-Geisser corrected 
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Figure 6.8. Wake-specific fractal exponent of UBR over 1-h bins 
Percentage REM of manually and automatically scored UBR recordings, averaged over 1-h 
bins. Shaded areas represent control groups ([A]; [B]). White box represents lights-on 
period; black box represents lights-off period. Purple arrows represent treatment times. 
Asterisks represent significant differences, independent samples t-test, p < 0.05. Red 
asterisks represent [C] vs [A] and green [D] vs [B]. Error bars and shaded areas width 
represent SEM. 

An HSD test was run in the interval CT0-2; 3-5; 9-10 and results summarised (table 
6.14). When experimental groups were compared, results were consistent between 

manual and automated scoring. For manual scoring, [A] vs [C] difference was 8.59E-

2 (SEM = 0.03), and significant (p = 0.05); for automated scoring, [B] vs [D] 

difference was -7.45E-4 (SEM = 0.03), and significant (p = 0.05). When manually 

scored groups were compared against their automated counterpart, differences were 

clearly non-significant ([A] vs [B] p > 0.99; [C] vs [D] p > 0.99). 

 



The Florey Institute of Neuroscience and Mental Health, The University of Melbourne 

Giancarlo Allocca 

194 

 

 

 

Table 6.14. HSD test for wake-specific fractal exponent over 1-h bins of UBR 

Group control Group test Difference SEM p Lower CI 95% Upper CI 95% 

A B 8.37E-04 0.03 >0.99 -0.08 0.09 
A C 8.59E-02 0.03 0.05 6.55E-04 0.17 
A D 8.51E-02 0.03 0.05 -9.01E-05 0.17 
B C 8.50E-02 0.03 0.05 -1.82E-04 0.17 
B D 8.43E-02 0.03 0.05 -9.27E-04 0.17 
C D -7.45E-04 0.03 >0.99 -0.09 0.08 

SEM, standard error of the mean of the difference; CI, confidence interval 

6.3.2.2.  UBM 

Single time bin comparison highlighted that manual and automated scoring remained 

congruous in 26 of 29-time points (~90% agreement) for average REM bout length 

over 1-h bins (figure 6.9). When two-way RANOVA was applied differences were 

highly significant when both time alone or time over groups were the sources (table 
6.15). 

Table 6.15. RANOVA test for average wake bout length over 1h bins of UBM 

Source SoS DF MS F p pGG 
Time 82335.00 28.00 2940.54 2.41 6.50E-05 0.01 

Time:Group 222211.70 84.00 2645.38 2.17 3.61E-08 3.82E-04 
Error 1092228.26 896.00 1219.00 1.00 0.50 0.50 

SoS, Sum of squares; DF, degrees of freedom; MS, Mean square; pGG, p, Greenhouse-Geisser corrected 
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Figure 6.9. Average REM bout length over 1-h bins of UBM 
Average REM bout length of manually and automatically scored UBM recordings, averaged 
over 1h bins. Shaded areas represent control groups ([A]; [B]). White box represents lights-
on period; black box represents lights-off period. Asterisks represent significant differences, 
independent samples t-test, p < 0.05. Red asterisks represent [C] vs [A] and green [D] vs 
[B]. Error bars and shaded areas width represent SEM. 

An HSD test was run in the interval CT14-19 and results summarised (table 6.16). 

When experimental groups were compared, results were consistent between manual 

and automated scoring. For manual scoring, [A] vs [C] difference was -58.39 s (SEM 

= 9.27), and highly significant (p = 2.66E-06); for automated scoring, [B] vs [D] 

difference was -55.13 s (SEM = 0.03), and highly significant (p = 7.29E-6). When 

manually scored groups were compared against their automated counterpart, 

differences were non-significant ([A] vs [B] p = 0.99; [C] vs [D] p = 0.93). 
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Table 6.16. HSD for average REM bout length over 1-h bins of UBM 

Group control Group test Difference SEM p Lower CI 95% Upper CI 95% 
A B 2.26 9.27 0.99 -22.85 27.37 
A C -58.39 9.27 2.66E-06 -83.50 -33.28 
A D -52.87 9.27 1.47E-05 -77.98 -27.75 
B C -60.65 9.27 1.32E-06 -85.76 -35.54 
B D -55.13 9.27 7.29E-06 -80.24 -30.02 
C D 5.52 9.27 0.93 -19.59 30.64 

SEM, standard error of the mean of the difference; CI, confidence interval 

Single time bin comparison highlighted that manual and automated scoring remained 

congruous for 26 of 29-time points (~90% agreement) for average REM interbout 

distance over 1-h bins (figure 6.10). When two-way RANOVA was applied 

differences were highly significant when both time alone or time over groups were 

the sources (table 6.17). 

Table 6.17. RANOVA test for average REM interbout distance over 1h bins of 
UBM 

Source SoS DF MS F p pGG 
Time 336628130.15 28.00 12022433.22 18.03 1.14E-68 1.49631E-20 

Time:Group 103176149.87 84.00 1228287.50 1.84 1.57E-05 0.01267649 
Error 597322559.30 896.00 666654.64 1.00 0.50 0.5 

SoS, Sum of squares; DF, degrees of freedom; MS, Mean square; pGG, p, Greenhouse-Geisser corrected 
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Figure 6.10. Average REM interbout distance over 1-h bins of UBM 
Average REM interbout distance of manually and automatically scored UBM recordings, 
averaged over 1-h bins. Shaded areas represent control groups ([A]; [B]). White box 
represents lights-on period; black box represents lights-off period. Asterisks represent 
significant differences, independent samples t-test, p < 0.05. Red asterisks represent [C] vs 
[A] and green [D] vs [B]. Error bars and shaded areas width represent SEM. 

An HSD test was run in the interval CT14-19 and results summarised (table 6.18). 
When experimental groups were compared, results were consistent between manual 

and automated scoring. For manual scoring, [A] vs [C] difference was 1077.49 s 

(SEM = 195.10), and highly significant (p = 2.49E-05); for automated scoring, [B] vs 

[D] difference was 1020.83 s (SEM = 195.10), and highly significant (p = 5.76E-5). 

When manually scored groups were compared against their automated counterpart, 

differences were highly non-significant ([A] vs [B] p = 0.82; [C] vs [D] p = 0.94). 
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Table 6.18. HSD for average REM interbout distance over 1-h bins of UBM 

Group control Group test Difference SEM p Lower CI 95% Upper CI 95% 
A B 168.21 195.10 0.82 -360.37 696.80 
A C 1077.49 195.10 2.49E-05 548.91 1606.08 
A D 1189.04 195.10 4.78E-06 660.46 1717.62 
B C 909.28 195.10 2.97E-04 380.70 1437.86 
B D 1020.83 195.10 5.76E-05 492.24 1549.41 
C D 111.55 195.10 0.94 -417.03 640.13 

SEM, standard error of the mean of the difference; CI, confidence interval 

Single time bin comparison highlighted that manual and automated scoring remained 

congruous for 25 of 29 time points (~86% agreement) for longest wake bout length 

over 1-h bins. ‘Disagreeing’ time points were evenly distributed along the recording. 

When two way RANOVA was applied differences were highly significant over time 

alone (p = 2.04E-54), but just fell short of significant when time over groups were the 

sources, (table 6.19). As the trend reveals (figure 6.11), this analysis might be 

running into SEV, as both groups develop parallel over the course of the recording. 

Table 6.19. RANOVA test for longest wake bout length over 1-h bins of UBR 

Source SoS DF MS F p pGG 
Time 213581438.87 28.00 7627908.53 14.29 2.04E-54 2.20E-16 

Time:Group 56997753.04 84.00 678544.68 1.27 0.06 0.19 
Error 478175892.23 896.00 533678.45 1.00 0.50 0.50 

SoS, Sum of squares; DF, degrees of freedom; MS, Mean square; pGG, p, Greenhouse-Geisser corrected 
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Figure 6.11. Longest wake bout length over 1-h bins of UBM recordings 
Longest wake bout length of manually and automatically scored UBM recordings, averaged 
over 1-h bins. Shaded areas represent control groups ([A]; [B]). White box represents lights-
on period; black box represents lights-off period. Asterisks represent significant differences, 
independent samples t-test, p < 0.05. Red asterisks represent [C] vs [A] and green [D] vs 
[B]. Error bars and shaded areas width represent SEM. 

In fact, when HSD was applied over the whole length of the recording (table 6.20), 

this phenomenon was confirmed. When experimental groups were compared (wild-

type vs transgenic mice baseline) results were consistent between manual and 

automated scoring. For manual scoring, [A] vs [C] difference was 487.71 s (SEM = 

103.82), and highly significant (p = 2.68E-04); for automated scoring, [B] vs [D] 

difference was 489.99 s (SEM = 103.82), and highly significant (p = 2.51E-04). When 

manually scored groups were compared against their automated counterpart, 

differences were non-significant ([A] vs [B] p = 0.98; [C] vs [D] p = 0.98). 
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Table 6.20. HSD test for longest wake bout length over 1-h bins of UBM 
recordings 

Group control Group test Difference SEM p Lower CI 95% lower CI 95% 
A B -42.65 103.82 0.98 -323.94 238.64 
A C 487.71 103.82 2.68E-04 206.42 769.00 
A D 447.34 103.82 8.04E-04 166.05 728.63 
B C 530.36 103.82 8.23E-05 249.07 811.65 
B D 489.99 103.82 2.51E-04 208.70 771.28 
C D -40.37 103.82 0.98 -321.66 240.92 

SEM, standard error of the mean of the difference; CI, confidence interval 

Single time bin comparisons highlighted that manual and automated scoring 

remained congruous for 29 of 29 time points (100% agreement) for the wake-specific 

gamma1:gamma2 ratio over 1-h bins. When two way RANOVA was applied 

differences were highly significant over time alone (p = 7.93E-65) but were not 

significantly different over time across groups (table 6.21). As the trend indicates 

(figure 6.12), this analysis might be subject to SEV, as both groups develop in 

parallel over the course of the recording. 

Table 6.21. RANOVA for wake-specific gamma1:gamma2 ratio over 1-h bins of 
UBR 

Source SoS DF MS F p pGG 
Time 2.51 28.00 0.09 17.00 7.93E-65 4.26E-21 

Time:Group 0.32 84.00 3.85E-03 0.73 0.97 0.83 
Error 4.73 896.00 0.01 1.00 0.50 0.50 

SoS, Sum of squares; DF, degrees of freedom; MS, Mean square; pGG, p, Greenhouse-Geisser corrected 
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Figure 6.12. Wake-specific gamma1-gamma2 ratio over 1-h bins of UBM 
Wake-specific gamma1:gamma2 ratio of manually and automatically scored UBM 
recordings, averaged over 1-h bins. Shaded areas represent control groups ([A]; [B]). White 
box represents lights-on period; black box represents lights-off period. Asterisks represent 
significant differences, independent samples t-test, p < 0.05. Red asterisks represent [C] vs 
[A] and green [D] vs [B]. Error bars and shaded areas width represent SEM. 

In fact, when HSD was applied across the entire recording (table 6.22), this 

phenomenon was confirmed. When experimental groups were compared, results 

were consistent between manual and automated scoring. For manual scoring, [A] vs 

[C] ratio difference was -0.22 (SEM = 0.06), and highly significant (p = 2.57E-03); for 

automated scoring, [B] vs [D] ratio difference was -0.21 (SEM = 0.06), and highly 

significant (p = 4.18E-03). When manually scored groups were compared against 

their automated counterpart, differences were non-significant ([A] vs [B] p > 0.99; [C] 

vs [D] p > 0.99). 
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Table 6.22. HSD for wake-specific gamma1:gamma2 ratio over 1-h bins of UBM 

Group control Group test Difference SEM p Lower CI 95% lower CI 95% 
A B -0.01 0.06 >0.99 -0.17 0.14 
A C -0.22 0.06 2.57E-03 -0.38 -0.07 
A D -0.23 0.06 2.26E-03 -0.38 -0.07 
B C -0.21 0.06 4.73E-03 -0.37 -0.05 
B D -0.21 0.06 4.18E-03 -0.37 -0.06 
C D 0.00 0.06 >0.99 -0.16 0.15 

SEM, standard error of the mean of the difference; CI, confidence interval 

To confirm whether gamma power also changed overall between groups, wake-

specific relative gamma power over 1-h bins was evaluated (figure 6.13). As no time 

point differed significantly between groups and no significant changes were detected 

using RANOVA, HSD was not applied. 
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Figure 6.13. Wake-specific relative gamma power over 1-h bins of UBM 
Wake-specific relative gamma power of manually and automatically scored UBM recordings, 
averaged over 1-h bins. Shaded areas represent control groups ([A]; [B]). White box 
represents lights-on period; black box represents lights-off period. Error bars and shaded 
areas width represent SEM. 

6.3.2.3.  SRI 

Single time bin comparison for percentage wake of SRI-CAF post treatment over 5 

min bins highlighted that manual and automated scoring remained congruous for 66 

of 69 time points (96% agreement) for both intra-trained and inter-trained learning 

(figure 6.14). 
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Figure 6.14. Percentage wake SRI-CAF post treatment over 5 min bins 
Percentage wake post treatment of manually and automatically scored SRI-CAF recordings, 
averaged over 5 min bins. Shaded areas represent control groups ([A]; [B]). White box 
represents lights-on period. Red triangle represents treatment delivery time. Asterisks 
represent significant differences, paired t-test, p < 0.05. Red asterisks represent [A] vs [C]; 
green [B] vs [D]; purple [B] vs [E]. Error bars and shaded areas width represent SEM. IET, 
inter-trained. 

When two-way RANOVA was applied differences were highly significant when both 

time alone or time over groups were the sources (table 6.23). 

Table 6.23. RANOVA test for percentage wake SRI-CAF over 5 min bins 

Source SoS DF MS F p pGG 
Time 886305.51 69.00 12845.01 15.15 8.70E-137 6.52E-15 

Time:Group 573385.22 276.00 2077.48 2.45 8.42E-29 2.86E-04 
Error 1755195.20 2070.00 847.92 1.00 0.50 0.50 

SoS, Sum of squares; DF, degrees of freedom; MS, Mean square; pGG, p, Greenhouse-Geisser corrected 

An HSD test was run in the interval 35-140 min post treatment and results 

summarised (table 6.24). When experimental groups were compared, results were 
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consistent between manual and automated scoring. For manual scoring, [A] vs [C] 

difference was -62.09 s (SEM = 10.84), and highly significant (p = 2.81E-05); for 

automated scoring, [B] vs [D] difference was -64.18 s (SEM = 10.84), and highly 

significant (p = 1.64E-5); for inter-trained automated scoring, [B] vs [E] difference 

was -65.26 s (SEM = 10.84), and highly significant (p = 1.25E-5). When manually 

scored groups were compared against their automated counterparts, differences 

were non-significant ([A] vs [B] p >0.99; [C] vs [D] p > 0.99; [C] vs [E] p > 0.99). 

There was also no significant difference between intra and inter-trained groups ([D] 

vs [E] p > 0.99). 

Table 6.24. HSD for percentage wake SRI-CAF post treatment over 5 min bins 

Group control Group test Difference SEM p Lower CI 95% Upper CI 95% 

A B 2.59 10.84 >0.99 -28.87 34.04 
A C -62.09 10.84 2.81E-05 -93.55 -30.64 
A D -61.60 10.84 3.19E-05 -93.05 -30.14 
A E -62.67 10.84 2.42E-05 -94.13 -31.22 
B C -64.68 10.84 1.45E-05 -96.13 -33.23 
B D -64.18 10.84 1.64E-05 -95.64 -32.73 
B E -65.26 10.84 1.25E-05 -96.71 -33.81 
C D 0.50 10.84 >0.99 -30.96 31.95 
C E -0.58 10.84 >0.99 -32.03 30.87 
D E -1.08 10.84 >0.99 -32.53 30.38 

SEM, standard error of the mean of the difference; CI, confidence interval 

Single time bin comparisons for the number of NREM bouts of SRI-CAF post 

treatment over 5 min bins highlighted that manual and automated scoring remained 

congruous for 63 of 69 time points (~91% agreement) and 60 of 69 time points 

(~87% agreement) for intra-trained and inter-trained learning respectively (figure 
6.15). 
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Figure 6.15. Number of NREM bouts of SRI-CAF post treatment over 5 min bins 
Number of NREM bouts of SRI-CAF post treatment of manually and automatically scored 
SRI-CAF recordings, averaged over 5 min bins. Shaded areas represent control groups ([A]; 
[B]). White box represents lights-on period. Red triangle represents treatment delivery time. 
Asterisks represent significant differences, paired t-test, p < 0.05. Red asterisks represent 
[A] vs [C]; green [B] vs [D]; purple [B] vs [E]. Error bars and shaded areas width represent 
SEM. IET, inter-trained. 

When two-way RANOVA was applied, differences were highly significant when both 

time alone or time over groups were the sources (table 6.25). 

Table 6.25. RANOVA test for percentage wake SRI-CAF over 5 min bins 

Source SoS DF MS F p pGG 
Time 1134.64 69.00 16.44 9.45 4.85E-81 5.14E-14 

Time:Group 831.39 276.00 3.01 1.73 3.68E-11 0.01 
Error 3601.29 2070.00 1.74 1.00 0.50 0.50 

SoS, Sum of squares; DF, degrees of freedom; MS, Mean square; pGG, p, Greenhouse-Geisser corrected 

An HSD test was run in the interval 35-145 min post treatment and results 

summarised (table 6.26). When experimental groups were compared, results were 
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consistent between manual and automated scoring. For manual scoring, [A] vs [C] 

difference was -2.16 s (SEM = 0.45), and highly significant (p = 4.39E-04); for 

automated scoring, [B] vs [D] difference was 1.80 s (SEM = 0.45), and highly 

significant (p = 3.76E-3); for inter-trained automated scoring, [B] vs [E] difference 

was 1.83 s (SEM = 0.45), and highly significant (p = 3.14E-3). When manually 

scored groups were compared against their automated counterparts, differences 

were non-significant ([A] vs [B] p = 0.99; [C] vs [D] p > 0.99; [C] vs [E] p > 0.99). 

There was also no significant difference between intra and inter-trained groups ([D] 

vs [E] p > 0.99). 

Table 6.26. HSD NREM bouts number for SRI-CAF post treatment over 5 min 
bins 

Group control Group test Difference SEM p Lower CI 95% Upper CI 95% 

A B 0.23 0.45 0.99 -1.09 1.55 
A C 2.16 0.45 4.39E-04 0.84 3.47 
A D 2.02 0.45 9.65E-04 0.71 3.34 
A E 2.06 0.45 8.01E-04 0.74 3.38 
B C 1.93 0.45 1.75E-03 0.61 3.24 
B D 1.80 0.45 3.76E-03 0.48 3.11 
B E 1.83 0.45 3.14E-03 0.51 3.15 
C D -0.13 0.45 > 0.99 -1.45 1.19 
C E -0.10 0.45 > 0.99 -1.42 1.22 
D E 0.03 0.45 > 0.99 -1.29 1.35 

SEM, standard error of the mean of the difference; CI, confidence interval 

NREM sleep latency for SRI-CAF recordings remained consistent between manually 

and automated scored protocols (figure 6.16; table 6.27). 
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Figure 6.16. SRI-CAF NREM sleep latency 
NREM sleep latency of manually and automatically scored SRI-CAF recordings. Asterisks 
represent significant differences, paired t-test, ** p < 0.25, *** p < 0.01. Green colour 
represents large effect size (g > 0.8). Asterisks on [C] represent [A] vs [C]; asterisks on [D] 
represent [B] vs [D]; asterisks on [E] represent [B] vs [E]. Error bars represent SEM. IET, 
inter-trained. 

For manually scored data, REM sleep latency increased by 5615.71 s between 

vehicle and caffeine, significantly (p = 0.0173) and with a large effect size (g = 1.71). 

For intra-trained and inter-trained learning respectively the same metric increased by 

5750 s and 6321.71 s, significantly (p = 0.0098 and 0.0036), and with large effect 

sizes (g = 1.73 and 2.14). When manually scored groups were compared against 

their automated counterparts, differences were clearly non-significant ([A] vs [B] p = 

0.66; [C] vs [D] p = 0.80; [C] vs [E] p = 0.37). There was also no significant difference 

between intra and inter-trained groups ([D] vs [E] p = 0.35). 
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Table 6.27. Paired t-test and effect sizes for SRI-CAF NREM sleep latency 

Group control Group test Difference (s) p g 
A B 138.57 0.6589 0.17 
A C -5615.71 0.0173 1.71 
B D -5750 0.0098 1.73 
B E -6321.71 0.0036 2.14 
C D 4.29 0.8032 9.31E-4 
C E -567.14 0.3664 0.13 
D E -571.43 0.3533 0.13 

 

REM sleep latency for SRI-CAF recordings remained consistent between manually 

and automated scored protocols (figure 6.17; table 6.20). 

 

Figure 6.17. SRI-CAF REM sleep latency 
REM sleep latency of manually and automatically scored SRI-CAF recordings. Asterisks 
represent significant differences, paired t-test, *** p < 0.01. Green colour represents large 
effect size (g > 0.8). Asterisks on [C] represent [A] vs [C]; asterisks on [D] represent [B] vs 
[D]; asterisks on [E] represent [B] vs [E]. Error bars represent SEM. IET, inter-trained.  

REM sleep latency for SRI-CAF recordings remained consistent between manually 

and automated scored protocols (figure 6.17; table 6.28). For manually scored data, 
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REM sleep latency increased significantly by 7022.85 s between vehicle and 

caffeine, (p = 0.0030) and with a large effect size (g = 2.24). For intra-trained and 

inter-trained learning, respectively, the same metric increased by 7364.28 s and 

7365.71 sec, significantly (p = 0.0056 and 0.0056), and with large effect sizes (g = 

2.04 and 2.04). When manually scored groups were compared against their 

automated counterparts, differences were non-significant ([A] vs [B] p = 0.38; [C] vs 

[D] p = 0.31; [C] vs [E] p = 0.31). There was also no significant difference between 

intra and inter-trained groups ([D] vs [E] p = 0.36). 

Table 6.28. Paired t-test and effect sizes for SRI-CAF REM sleep latency 

Group control Group test Difference (s) p g 
A B -345.71 0.3750 0.35 
A C -7022.85 0.0030 2.24 
B D -7364.28 0.0056 2.04 
B E -7365.71 0.0056 2.04 
C D -687.14 0.3124 0.15 
C E -688.57 0.3113 0.15 
D E -1.43 0.3559 2.89E-04 

 

Single frequency bin comparison for SRI-ZOL wake spectrum within 5-60 min post 

treatment showed agreement of 100% between manual and both intra and inter-

trained scoring (1630 of 1630 points). Agreement was consistent to the point of full 

superimposable representation between manual and automated scored data (figure 
6.18). 



The Florey Institute of Neuroscience and Mental Health, The University of Melbourne 

Giancarlo Allocca 

211 

 

 

 

Figure 6.18. SRI-ZOL wake spectrum 5-60 min post treatment 
Spectrum over wake scored data within 5-60 min post treatment for SRI-ZOL recordings. 
Asterisks indicate significant changes, paired t-test (p < 0.05). Red asterisks indicate [A] vs 
[C]; green asterisks indicate [B] vs [D]; purple asterisks indicate [B] vs [D]. Shaded areas 
width represents SEM. 

As statistical interaction between frequency bins was not a measure of interest, 

RANOVA was not considered and comparison was progressed directly to HSD over 

power spectra threshold for beta (13-30 Hz), a prominent wake EEG oscillation (see 

table 6.29). 
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Table 6.29. HSD for SRI-ZOL wake spectrum, 5-60 min post treatment over 13-
30 Hz 

Group control Group test Difference SEM p Lower CI 95% Upper CI 95% 

A B -1.76E-18 1.46E-04 >0.99 -5.87E-04 5.87E-04 
A C -8.81E-04 1.46E-04 9.50E-03 -1.47E-03 -2.95E-04 
A D -8.81E-04 1.46E-04 9.50E-03 -1.47E-03 -2.95E-04 
A E -8.81E-04 1.46E-04 9.50E-03 -1.47E-03 -2.95E-04 
B C -8.81E-04 1.46E-04 9.50E-03 -1.47E-03 -2.95E-04 
B D -8.81E-04 1.46E-04 9.50E-03 -1.47E-03 -2.95E-04 
B E -8.81E-04 1.46E-04 9.50E-03 -1.47E-03 -2.95E-04 
C D 2.00E-19 1.46E-04 >0.99 -5.87E-04 5.87E-04 
C E -1.51E-19 1.46E-04 >0.99 -5.87E-04 5.87E-04 
D E -3.49E-19 1.46E-04 >0.99 -5.87E-04 5.87E-04 

SEM = standard error of the mean of the difference; CI = confidence interval 

All vehicle vs treatment comparisons produced the same result. For ([A] vs [C]; [A] vs 

[D]; [A] vs [E]; [B] vs [C]; [B] vs [D]; [B] vs [E]), difference was -8.81E-04 V2 (SEM = 

1.46E-4), and significant (p = 0.0095). This consistency was likely due to the 

extremely limited differences between manual and automated scored data. In fact, 

[A] vs [B] differed by a tiny -1.76E-18 V2 (1.46E-4), non-significantly (p > 0.99); [C] vs 

[D] differed by 2.00E-19 V2 (SEM = 1.46E-4), non-significantly (p > 0.99); [C] vs [E] 

differed by -1.51E-19 V2 (SEM = 1.46E-4), non-significantly (p > 0.99). Intra-trained 

[D] vs inter-trained [E] differed by -3.49E-19 V2 (SEM = 1.46E-4), non-significantly (p 

> 0.99). 

Single frequency bin comparisons for SRI-ZOL NREM spectrum within 5-60 min post 

treatment revealed 100% agreement between manual and both intra and inter-

trained scoring (1630 of 1630 points). Agreement was consistent to the point of full 

superimposable representation between manual and automated scored data (figure 
6.19). 
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Figure 6.19. SRI-ZOL NREM spectrum 5-60 min post treatment 
Spectrum over NREM scored data within 5-60 min post treatment for SRI-ZOL recordings. 
Asterisks indicate significant changes, paired t-test (p < 0.05). Red asterisks indicate [A] vs 
[C]; green asterisks indicate [B] vs [D]; purple asterisks indicate [B] vs [D]. Shaded areas 
width represents SEM.  

As statistical interaction between frequency bins was not a measure of interest, 

RANOVA was not considered and comparison was progressed directly to HSD over 

power spectra threshold for delta (0-4 Hz), a prominent NREM EEG oscillation (see 

table 6.30). 
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Table 6.30. HSD for SRI-ZOL NREM spectrum, 5-60 min post treatment over 0-4 
Hz 

Group control Group test Difference SEM p Lower CI 95% Upper CI 95% 

A B -8.44E-18 6.18E-04 >0.99 -2.48E-03 2.48E-03 
A C -4.62E-03 6.18E-04 0.0036 -7.10E-03 -2.14E-03 
A D -4.62E-03 6.18E-04 0.0036 -7.10E-03 -2.14E-03 
A E -4.62E-03 6.18E-04 0.0036 -7.10E-03 -2.14E-03 
B C -4.62E-03 6.18E-04 0.0036 -7.10E-03 -2.14E-03 
B D -4.62E-03 6.18E-04 0.0036 -7.10E-03 -2.14E-03 
B E -4.62E-03 6.18E-04 0.0036 -7.10E-03 -2.14E-03 
C D 1.11E-18 6.18E-04 >0.99 -2.48E-03 2.48E-03 
C E -8.76E-19 6.18E-04 >0.99 -2.48E-03 2.48E-03 
D E -1.95E-18 6.18E-04 >0.99 -2.48E-03 2.48E-03 

SEM = standard error of the mean of the difference; CI = confidence interval 

All vehicle vs treatment comparisons produced the same result ([A] vs [C]; [A] vs [D]; 

[A] vs [E]; [B] vs [C]; [B] vs [D]; [B] vs [E]), difference was -4.62E-03 V2 (SEM = 

6.18E-4), and significant (p = 0.0036). This consistency was likely due to the 

extremely limited differences between manual and automated scored data. In fact, 

[A] vs [B] differed by a minuscule -8.44E-18 V2 (SEM = 6.18E-4), non-significantly (p 

> 0.99); [C] vs [D] differed by 1.11E-18 V2 (SEM = 6.18E-4), non-significantly (p > 

0.99); [C] vs [E] differed by -8.76E-19 V2 (SEM = 6.18E-4), non-significantly (p > 

0.99). Intra-trained [D] vs inter-trained [E] differed by -1.95E-18 V2 (SEM = 6.18E-4), 

non-significantly (p > 0.99). 

Single frequency bin comparisons for SRI-ZOL REM spectrum within 5-120 min post 

treatment revealed 100% agreement between manual and both intra and inter-

trained scoring (1630 of 1630 points). Agreement was fully consistent with full 

superimposable representation between manual and automated scored data (figure 
6.20). 
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Figure 6.20. SRI-ZOL REM spectrum 5-120 min post treatment 
Whole spectrum analysis over REM scored within 5-60 min post treatment for SRI-ZOL 
recordings. Asterisks indicate significant changes, paired t-test (p < 0.05). Red asterisks 
indicate [A] vs [C]; green asterisks indicate [B] vs [D]; purple asterisks indicate [B] vs [D]. 
Shaded areas width represents SEM.  

As statistical interaction between frequency bins was not a measure of interest, 

RANOVA was not considered and comparison was progressed directly to HSD over 

power spectra between 11-15 Hz, in the attempt to confirm the substantial activation 

of this waveform by zolpidem, which is otherwise not expected in REM sleep (table 
6.31). 
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Table 6.31. HSD for SRI-ZOL REM spectrum, 5-60 min post treatment over 13-
30 Hz 

Group control Group test Difference SEM p Lower CI 95% Upper CI 95% 

A B -2.91E-18 1.73E-04 >0.99 -6.96E-04 6.96E-04 
A C -2.87E-03 1.73E-04 8.14E-05 -3.57E-03 -2.17E-03 
A D -2.87E-03 1.73E-04 8.14E-05 -3.57E-03 -2.17E-03 
A E -2.87E-03 1.73E-04 8.14E-05 -3.57E-03 -2.17E-03 
B C -2.87E-03 1.73E-04 8.14E-05 -3.57E-03 -2.17E-03 
B D -2.87E-03 1.73E-04 8.14E-05 -3.57E-03 -2.17E-03 
B E -2.87E-03 1.73E-04 8.14E-05 -3.57E-03 -2.17E-03 
C D 7.37E-19 1.73E-04 >0.99 -6.96E-04 6.96E-04 
C E -4.39E-19 1.73E-04 >0.99 -6.96E-04 6.96E-04 
D E -1.15E-18 1.73E-04 >0.99 -6.96E-04 6.96E-04 

SEM, standard error of the mean of the difference; CI, confidence interval 

All vehicle vs treatment comparisons produced the same result ([A] vs [C]; [A] vs [D]; 

[A] vs [E]; [B] vs [C]; [B] vs [D]; [B] vs [E]), difference was -2.87E-03 V2 (SEM = 

1.73E-4), and significant (p = 8.14E-5). This consistency was likely due to the 

extremely limited differences between manual and automated scored data. In fact, 

[A] vs [B] differed by a -2.91E-18 V2 (1.73E-4), non-significantly (p > 0.99); [C] vs [D] 

differed by 7.37E-19 V2 (SEM = 1.73E-4), non-significantly (p > 0.99); [C] vs [E] 

differed by -4.39E-19 V2 (SEM = 1.73E-4), non-significantly (p > 0.99). Intra-trained 

[D] vs inter-trained [E] differed by -1.15E-18 V2 (SEM = 1.74E-4), non-significantly (p 

> 0.99). 

6.3.3.  Channel challenges and the impact of transition epochs 

F-measure generalisation was computed for all murine recordings pooled (n = 54) in 

different conditions of input channel training (EEG+EMG; EEG alone; EMG alone) 

(figure 6.21). 
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Figure 6.21. Generalisation of different training channel configurations 
Generalisation of all murine recordings (n = 54) across three different input channel 
configurations: EEG+EMG; EEG only; EMG only. Asterisks represent significant changes 
(paired t-test) between either [A] vs [B] or [A] vs [C]: ** p < 0.01; *** p < 0.001. Colour of 
asterisks represents effect size (g): amber, medium; green, large. Error bars represent SEM.  

Different input channel configurations had a significant albeit moderate impact on 

wake F-measure. Wake F-measure dropped from 0.95 (SEM = 0.01) for [A] to 0.93 

(SEM = 0.01) and 0.91 (SEM = 0.02) for [B] and [C] respectively, significantly (p = 

5.54E-8 and 0.001), with medium effect sizes (g = 0.68 and 0.51). The impact on 

NREM was more pronounced, with the F-measure dropping from 0.94 (SEM = 0.01) 

for [A] to 0.91 (SEM = 0.01) and 0.86 (SEM = 0.01) for [B] and [C] respectively, 

significantly (p = 0.001 and 5.11E-14), with medium and large effect sizes (g = 0.51 

and 1.34). REM was the state affected most, with the F-measure dropping from 0.91 

(SEM = 0.01) for [A] to 0.74 (SEM = 0.02) and 0.57 (SEM = 0.03) for [B] and [C] 

respectively, significantly (p = 1.26E-10 and 8.88E-16), with medium and large effect 

sizes (g = 1.4 and 1.98). Overall, the decrease in generalisation was contained, with 
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F-measure dropping from 0.95 (SEM = 0.01) for [A] to 0.92 (SEM = 0.01) and 0.88 

(SEM = 0.01) for [B] and [C] respectively, significantly (p = 1.26E-10 and 2.54E-12), 

and with large effect sizes (g = 0.86 and 1.18).  

The impact of transition epochs on generalisation was also assessed. Removal of 

transition epochs from the computation of F-measures had a strong impact on the 

already substantial generalisation offered by the standard configuration (figure 
6.22). 

 

Figure 6.22. The impact of transition epochs on generalisation (EEG+EMG 
trained) 
Generalisation of all murine recordings (n = 54), trained with both EEG and EMG, with and 
without consideration of transition epochs. Asterisks represent significant changes (paired t-
test), *** p < 0.001. Colour of asterisks represents effect size, green, large. Error bars 
represent SEM. 

Wake F-measure increased from 0.95 (SEM = 0.01) to 0.98 (SEM = 0.01), 

significantly (p = 4.55E-14) and with a large effect size (g = 0.82). NREM F-measure 

increased from 0.94 (SEM = 0.001) to 0.97 (SEM = 0.01), significantly (p = 7.57E-20) 

and with a large effect size (g = 1.27). REM F-measure increased from 0.91 (SEM = 

0.01) to 0.95 (SEM = 0.01), significantly (p = 3.68E-19) and with a large effect size (g 

= 0.82); while overall F-measure increased from 0.95 (SEM = 0.01) to 0.97 (SEM = 

0.01), significantly (p = 2.83E-18) and with a large effect size (g = 1.16). 
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The benefits of removing transition epochs from the computation of F-measures on 

classifiers, which relied only on EEG for training, were clear (figure 6.23).  

 

Figure 6.23. The impact of transition epochs on generalisation (EEG-only 
trained) 
Generalisation of all murine recordings (n = 54), trained with EEG only, with and without 
consideration of transition epochs. Asterisks represent significant changes (paired-test), *** p 
< 0.001. Colour of asterisks represents effect size: red, miniscule; amber, medium; green, 
large. Error bars represent SEM. 

Wake F-measure increased from 0.93 (SEM = 0.01) to 0.96 (SEM = 0.01), 

significantly (p = 2.91E-19) and with large effect size (g = 1.06); NREM F-measure 

increased from 0.91 (SEM = 0.01) to 0.95 (SEM = 0.01), significantly (p = 1.42E-22) 

and with a medium effect size (g = 0.77). REM F-measure increased from 0.74 (SEM 

= 0.02) to 0.77 (SEM = 0.03), significantly (p = 2.05E-4) but with a miniscule effect 

size (g = 0.15); while overall F-measure increased from 0.92 (SEM = 0.01) to 0.96 

(SEM = 0.01), significantly (p = 2.07E-24) and with a large effect size (g = 1.07). 

The benefits of removing transition epochs from the computation of F-measures on 

classifiers, which relied only on EMG for training, were clear (figure 6.24).  
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Figure 6.24. The impact of transition epochs on generalisation (EMG-only 
trained) 
Generalisation of all murine recordings (n = 54), trained with EMG only, with and without 
consideration of transition epochs. Asterisks represent significant changes (paired t-test), *** 
p < 0.001. Colour of asterisks represents effect size: red, miniscule; amber, medium; green, 
large. Error bars represent SEM. 

Wake F-measure increased from 0.91 (SEM = 0.02) to 0.94 (SEM = 0.02), 

significantly (p = 7.71E-14), but with a small effect size (g = 0.26). NREM F-measure 

increased from 0.86 (SEM = 0.01) to 0.90 (SEM = 0.01), significantly (p = 1.77E-15) 

and with medium effect size (g = 0.61). REM F-measure increased from 0.57 (SEM = 

0.03) to 0.60 (SEM = 0.04), significantly (p = 3.29E-4), but with a miniscule effect 

size (g = 0.13); while the overall F-measure increased from 0.88 (SEM = 0.01) to 

0.92 (SEM = 0.01), significantly (p = 4.44E-16) and with a medium effect size (g = 

0.54). 

When comparing all-epochs vs no-transition epochs configurations with the standard 

configuration (EEG+EMG trained, all epochs considered), NREM EEG-only trained 

with no-transition epochs considered was the only metric that the difference became 

non-significant (with a miniscule effect size) and therefore returned to baseline 

generalisation in spite of losing EMG support. 
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6.3.4.  Impact of training set size 

The final level of validation for murine recording pertained to the impact of the 

training set size. Training size to F-measure response curves were built for each 

cohort to assess and challenge initial assumptions applied during configuration 

studies of Chapter 5. The same trend was observed for all cohorts, regarding UBM, 

UBR and SRI (figure 6.25, 6.26 and 6.27). Generalisation on most vigilance states 

peaked immediately in spite of very moderate training set sizes, and started to 

plateau after ~30-50 training epochs.  

 

Figure 6.25. The impact of training set size on the generalisation of UBM cohorts 
Training set size to F-measure response curves challenging set guidelines for UBM cohorts 
(n = 18). Training epochs refers to training set size per each vigilance state. Error bars 
represent SEM.  
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Figure 6.26. The impact of training set size on the generalisation of UBR cohorts 
Training set size to F-measure response curves challenging set guidelines for UBR cohorts 
(n = 16). Training epochs refers to training set size per each vigilance state. Error bars 
represent SEM.  

 

Figure 6.27. The impact of training set size on the generalisation of SRI cohorts 
Training set size to F-measure response curves challenging set guidelines for UBR cohorts 
(n = 16). Training epochs refers to training set size per each vigilance state. Error bars 
represent SEM.  
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Generalisation for all pooled murine recordings (n = 54) was compared between four 

different conditions: 1) 30 training epochs, the minimum to reach F-measure ≥ 0.90 

for all vigilance states; 2) 50 epochs, the guideline minimum for epoch lengths of 10s 

(SRI cohorts); 3) 100 epochs, the guideline minimum for epoch lengths of 4 s (UBM; 

UBR cohorts); and 4) 200 training epochs, the maximum assumed to still provide 

user friendly training. Generalisation increases ‘dose-dependently’ with training set 

size, consistent with the theory of machine learning. However, benefits with larger 

training set sizes were modest (figure 6.28). RANOVA was applied to each vigilance 

state and overall, and measures were highly significant for all (p < 0.001). An HSD 

test was computed across all training set sizes, revealing some significant 

differences (table 6.32).  

 

Figure 6.28. The impact of training set size on generalisation 
The impact of four different training set sizes on the generalisation of all pooled murine 
recordings (n = 54). Asterisks indicate significant results (paired t-test, ** p < 0.01; *** p < 
0.001), respectively [A] vs [B]; [A] vs [C]; [A] vs [D]. Colour of asterisk represents effect 
sizes, red, miniscule, black, small. Error bars represent SEM.  
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Table 6.32. All significant tests with HSD on the impact of training set size 

State Group 
control 

Group 
test 

Differenc
e 

SEM p g LCI 
95% 

UCI 
95% 

Wake 
A D -0.0053 

0.001
2 

1.48E-
04 

0.219
8 -0.0084 -0.0023 

Wake 
C D -0.0048 

0.001
1 

3.99E-
04 

0.097
2 -0.0078 -0.0019 

NREM 
A D -0.0076 

0.001
4 

1.07E-
05 

0.339
4 -0.0114 -0.0039 

NREM 
B D -0.0039 

0.001
1 

3.05E-
03 

0.220
5 -0.0067 -0.0011 

NREM 
C D -0.0069 

0.001
5 

8.64E-
05 

0.147
8 -0.0108 -0.0031 

REM 
A D -0.0153 

0.003
3 

1.44E-
04 

0.444
7 -0.0240 -0.0065 

Overal
l A C -0.0059 

0.001
5 

1.74E-
03 

0.201
5 -0.0099 -0.0018 

Overal
l A D -0.0093 

0.001
4 

4.50E-
08 

0.328
0 -0.0129 -0.0057 

Overal
l B D -0.0060 

0.001
1 

4.65E-
06 

0.216
6 -0.0089 -0.0032 

Overal
l C D -0.0034 

0.000
8 

3.22E-
04 

0.127
3 -0.0055 -0.0013 

SEM, standard error of the mean of the difference; LCI/UCI, lower/upper confidence interval 

While differences were detected, only 10 of 24 comparisons produced significant 

results, and all effect sizes ranked from small to miniscule. With small effects sizes, 

[A] vs [D] was the only test that produced significant differences across all vigilance 

states and overall.  

6.3.5.  Scoring times 

Computational time for the automated scoring procedure were as follows: UBM (n = 

18) 7.07 s (SEM = 0.05); UBR (n = 16) 6.04 s (SEM = 0.06); SRI (n = 20) 2.04 s 

(SEM = 0.02). 
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6.4.  Discussion 

Automated sleep scoring has a ‘rich history’ (see Chapter 2.1). Multiple algorithms 

have been proposed, tested and validated across a limited but varied number of 

conditions. Several have produced remarkable results in terms of generalisation 

(Bastianini et al., 2014; Crisler et al., 2008; Sunagawa et al., 2013), which poses the 

question as to why none of these procedures has become established in the sleep 

research field. The research project to develop and validate Somnivore described in 

this thesis, aimed to address many of the perceived shortcomings of past systems, 

ranging from poor performance and resilience, and a lack of user-friendliness. One 

of the major criticisms of previous attempts to automatically score sleep states has 

been that they were only validated on baseline, ‘wild-type’ or placebo data. As 

subject treatments often radically alter signal features that many of these algorithms 

rely on, generalisation might break down thereafter. However, it is rare for sleep 

scientists to only focus on baseline, wild-type or placebo data, and therefore interest 

in a system exclusively validated on this kind of data, would be understandably 

limited. Therefore, generalisation of Somnivore across both control and treatment 

conditions was evaluated. Generalisation did not differ significantly between control 

and experimental groups, as both different phenotypes of cohorts UBM (figure 6.1), 

and pharmaceutical interventions of cohorts UBR and SRI (figures 6.2 and 6.3) 

produced comparable F-measures across all vigilance states and overall.  

Additionally, the possibility to inter-train the classifier was also evaluated, as the 

opportunity to train each animal only once would considerably enhance user-

friendliness, as well as confirming the resilience of the machine learning strategy. 

Performance remained resilient, and only suffered a minor decrease in the case of 

inter-trained recordings, with differences against placebo groups only just significant 

without Bonferroni correction, and with small effect sizes (figure 6.3). Additionally, 

only NREM and REM were slightly affected, and wake scores instead increased. 

Indeed, generalisation remained ≥ 0.90 for all vigilance states and virtually 
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unchanged overall. Moreover, while displaying a slightly negative trend, under no 

circumstances did generalisation differ significantly between intra-trained and inter-

trained treatment groups. In the case of supervised learning, machine learning 

algorithms, a successful implementation capable of inter-train recordings with their 

own control is currently unpublished. 

Arguably the biggest shortcoming of previous automated scoring algorithms was in 

the miscommunication between the computational neuroscientists that designed 

such approaches and the sleep scientists who were supposed to adopt such 

technologies. Indeed, all automated sleep scoring approaches have, with different 

levels of sophistication, not ventured past crude metrics of classifier evaluation, such 

as sensitivity, precision, specificity and F-measures. Ironically, the only articles in 

sleep research that feature these measures are indeed those concerned with the 

validation of automated sleep scoring algorithms. This provides little to alleviate the 

scepticism around these innovations, since most sleep scientists without engineering 

expertise are likely to not deploy such analyses, and only assess the metrics they 

use routinely for their studies, polysomnography end-measures. End-measure 

analyses (e.g. % NREM every hour, bout lengths, etc.) provide a direct correlate to 

the physiological dynamics at play in and around sleep, and represent a further level 

of data processing from that of the raw hypnogram, which is instead all traditional 

classifier evaluation metrics assess. 

To date, no automated sleep scoring algorithm has been validated at the level of 

end-measures and the reasons for this are various. Generalisation can be measured 

as satisfactory on the raw hypnogram, but can break down at the level of end-

measures, which are further refined. Furthermore, end-measures can be extremely 

complex to compute, dedicated software is often inadequate or again too complex to 

be deployed with ease, and therefore, just as in the case for scoring, most end-

measures themselves are computed manually, often with custom made scripts or 

laborious electronic spreadsheet macro routines. As Somnivore has the STA, a 

custom written interactive software for the computation of polysomnography end-

measures, this tool was deployed to validate the output of the SSM. As the STA is 

equipped with a plethora of end-measures, validation studies were designed to 
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utilise as many of them as possible. The UBR cohort was first approached with the 

most canonical of end-measures, % wake, NREM and REM averaged across 1-h 

bins. On these end-measures, Somnivore agreed with manual scoring between 96% 

and 100%, outperforming its own results using F-measures. More complex analyses 

were computed, as the STA can evaluate state-specific signal features; and wake-

specific temperature was evaluated, in a bid to replicate published results (Cerri et 

al., 2013). Results were congruent with the literature, and agreement between 

manual and automated scoring on significant differences was 100%.  

The wake-specific fractal exponent was evaluated from UBR by virtue of its unusual 

nature. As the EEG fractal exponent has only been evaluated in sleep research twice 

previously (Pereda et al., 1998) (Acharya et al., 2005), this metric is still substantially 

niche. As Somnivore uses signal fractal exponent as a scoring feature it can be 

conveniently deployed as an end-measure on the spot, and without need to code 

additional routines. The analysis of EEG fractal exponent in the wake regions of UBR 

recordings detected significant novel changes between vehicle and muscimol that 

are not reported in the literature (figure 6.8). The agreement between manual and 

automated scored data in statistically reporting this change was 100%.  

UBM recordings feature two different phenotypes, with TG representing a mouse 

model for narcolepsy. In light of the symptomatology of narcolepsy, end-measures 

reporting different sleep bout parameters were deployed. Both, average REM bout 

length, average REM inter-bout distance, and longest wake bout length confirmed 

chronotype disintegration in the case of TG mice, agreement between manual and 

automated scored data ranged from 86 to 90%, and results lead to the same 

experimental conclusions observed earlier (Gerashchenko et al., 2001; Zhang et al., 

2007). Wake-specific gamma1:gamma2 ratio across 1-h bins was also evaluated, 

leading to the detection of significant changes in this rare indicator. While discussing 

the physiological relevance of the lower and upper ranges of gamma is beyond the 

scope of this thesis, their different manifestation in WT and TG mice might have 

cognitive implications. Since no significant changes were reported on wake-specific 

relative gamma power, there is tangible evidence to rule out external factors from 
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this ratio change. Agreement between manual and scored data on these end-

measures was 100%, enabling novel results currently absent from the literature.  

SRI-CAF cohorts were shorter in duration (6 h), and therefore accurate analysis 

warranted smaller bins. The STA can work in both 1-h and 5-min bins, as well as 

across the whole recording or selectively post-treatment, by aligning the treatment 

times of all mice. Number of NREM bouts per 5 min bins post treatment was 

evaluated, and agreement ranged from 87% to 91% for respectively inter-trained and 

intra-trained data. Both manually, intra-trained, and inter-trained results confirmed 

the sleep-suppressing capacity of caffeine previously reported (Huang et al., 2005; 

Schwierin et al., 1996). NREM and REM sleep latency were evaluated. These 

metrics are some of the most susceptible to scoring disagreement, as they require a 

bout of three contiguously scored epochs (NREM and REM respectively) to be 

measured. Therefore, even in the presence of extremely high F-measures on raw 

hypnograms, the measuring of latencies can still become corrupted if one 

incongruously scored epoch falls within the first NREM or REM bout after treatment. 

The same conclusions could be drawn on all manual and automated data in terms of 

NREM and REM latencies, and no significant change was reported between manual 

groups and their automated counterpart within the same treatment group.  

SRI-ZOL was selected for state-specific spectrum analyses, as zolpidem was the 

only treatment known to cause a direct impact on the EEG (Depoortere et al., 1986; 

van Lier et al., 2004a). These results warrant caution, as power is limited (n = 2), but 

end-measures confirm what is reported in the literature, as well as identifying 

unreported observations. The agreement on state-specific whole spectrum analyses 

was 100%. In fact, trends were so consistent that it lead to the graphical 

superposition of all manual and automated responses. 

Accurate sleep scoring relies on quality polysomnography data. Unfortunately, due to 

the nature of signal acquisition, signals often become corrupted and unusable. 

Manual scoring offsets this issue using the remarkable ‘pattern recognition’ abilities 

of humans; ultimately this is why this procedure has remained the gold standard. All 

automated scoring algorithms validated thus far have analysed quality 
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polysomnography data, and none reported using particularly damaged data. As a 

further level of challenge to Somnivore’s scoring resilience, scoring agreements was 

assessed in the presence of training performed on EEG or EMG alone. Performance 

dropped considerably when the EEG or EMG were removed from the learning 

model, however mostly in the case of REM sleep (figure 6.22). Remarkably, overall 

F-measures still remained >0.90 and ~0.87 for EEG-only and EMG-only trained 

classification, respectively. Both the SSM and the STA have facilities in place to 

enhance generalisation via isolation of transition epochs, which can either be 

manually scored or excluded from the computation of end-measures. When 

transition epochs are excluded from EEG-only trained classification, the detrimental 

effects of removing the EMG become normalised in the case of NREM, and recover 

in the case of REM, albeit modestly. The same is reported for EMG-only 

classification, although REM scoring becomes unreliable (F-measure ~0.60).  

Overall, this indicates that in the case of missing EMG, Somnivore can still provide 

adequate generalisation, while in the case of missing EEG, generalisation can only 

be guaranteed for wake and NREM. The case in which the exclusion of transition 

epochs brought the most tangible benefit was in the case of standard EEG+EMG 

classification. In spite of generalisation being already excellent (wake = 0.95; NREM 

= 0.94; REM = 0.91; overall = 0.95), removing transition epochs raised generalisation 

to the unprecedented F-measures of 0.98, 0.97 and 0.95 for wake, NREM and REM, 

respectively, leading to an overall result of 0.97. As this outcome was achieved with 

scoring times ranging from 2 s (SRI) to 7 s (UBM) and a large sample size (n = 54) 

only matched once in the literature but without the same levels of generalisation 

(Bastianini et al., 2014), this is an important result. 

During configuration studies (Chapter 5), the only assumption around which all 

classifier settings were optimised was training set size. This decides how many 

epochs the user needs to manually score for adequate training, before Somnivore 

can then proceed with automatic scoring. Challenging this assumption was the 

subject of the last layer of inquiry within the validation of Somnivore on murine data. 

F-measure response curves to training-set size were generated, which highlighted 

how initial assumptions were over-stringent. In fact, adequate learning was observed 
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to occur with as little as 30 epochs across all cohorts. This translates to training 

equivalent to 2 min per vigilance state (6 min total) for UBM and UBR recordings, 

and 5 min per vigilance state (15 min total) for SRI recordings. This ensures the 

coupling of gold standard scoring agreements with the excellent level of user-

friendliness built into Somnivore. 
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 HUMAN VALIDATION STUDIES 
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7.1.  Introduction 

Deploying a classifier capable of accurately scoring human polysomnography data 

requires a capacity to cater for added complexity and the many technical constraints 

not normally encountered with animal models. Therefore, expectations in terms of 

inter-scorer scoring agreement levels usually are lower or even much lower than for 

animal data. Even after the introduction of the latest AASM standards, Hopfe et al. 

did not record agreement levels exceeding 82%, with 76.8% overall (Danker‐Hopfe 

et al., 2004). Similarly, Norman et al. reported in his large inter-departmental study 

agreement levels ranging from 65% to 82%, with an average of 73% (Norman et al., 

2000). At the level of specific stages, the levels of agreement were lower still with 

agreement on N3 recorded as low as 44% and 22% for N1 (Himanen and Hasan, 

2000). Ultimately, this situation reveals that even intra-scorer agreement (within the 

same scorer) has been recorded to average about 90% overall (Kelley et al., 1985) 

(Danker‐Hopfe et al., 2004). Increasing the variability in this area is the discrepancy 

between different definitions of ‘agreement’, as different sources use the term 

synonymously with either sensitivity, precision, Cohen K or F-measure. With such 

low inter-scorer (and intra-scorer) agreements within the gold standard of manual 

sleep scoring, it is understandable why automated protocols have not performed well 

over the last decade or more and to identify the factors that have contributed to this 

poor performance.  

Firstly, EEG signals, arguably the most salient of polysomnography inputs, cannot be 

acquired with the same ease as in animals, because techniques usually employed in 

animals are deemed too invasive for humans, with surgery ruled out for all but the 

most extreme pathological cases, such as severe treatment resistant epilepsy 

(Bagshaw et al., 2009). Furthermore, while often one EEG channel recording is 

enough to score rodent data, the larger size of the human forebrain and its 

complexity warrants the use of a multitude of topographically arranged EEG 

channels, as well as a multitude of other signal types (e.g. EMG, EOG, ECG, etc.). 

Over the years selected automated scoring approaches have tried to challenge this 

constraint, in light of the benefits that a simplified polysomnography apparatus would 

provide. At least one attempt was made to automatically score using only one EEG 
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channel (Liang et al., 2012), or the EOG channels alone (Virkkala et al., 2007). While 

the former attempt reached an overall sensitivity of ~0.85 (precision was not 

evaluated), the latter produced agreements of ~75%. Both solutions were not cited 

again in the literature, and therefore it is of interest to evaluate how Somnivore can 

perform in such limited recording environments.  

As for animal validation studies, selection bias is a major problem. All automated 

human sleep scoring algorithms in the literature have been validated on baseline, 

healthy subjects, or otherwise patients diagnosed with sleep-related disordered 

breathing, such as in sleep apnoea (Krakovská and Mezeiová, 2011; Liang et al., 

2012; Pittman et al., 2004; Prinz et al., 1994; Virkkala et al., 2007). Therefore, a 

strong emphasis is put upon validating an automated sleep solution that can keep 

adequate generalisation in the case of ‘non-control’ human subjects. As the human 

cohorts provided for these validation studies include subjects that are young healthy 

(UOH-HYA), old healthy (UOH-HOA), old with cognitive impairment (UOH-MOA) and 

young before/after alcohol administration (UMH-PLC, UMH-ALC), it will be possible 

to assess generalisation across a number of non-control human experimental 

groups, both at the level of F-measure and end-measures. Additionally, as the UMH 

cohort follows a within-subjects design, it will be possible to assess generalisation on 

inter-trained recordings.  

Another major potential problem of human polysomnography technology lies in 

arguably the one historical choice that has resisted change, epoch length. While this 

parameter was appropriate in the age of paper-based polysomnography, it 

represents a major hindrance in the field today. This is particularly the case because 

half-a minute of recording is very likely to contain one or several stage transitions. 

Therefore, far more epochs in human recordings are transition epochs than in animal 

recordings, and it has been reported that recordings with more transition epochs 

have more inter- and intra-scorer disagreement (Himanen and Hasan, 2000). It is 

therefore predicted that transition epochs in human recordings will have a major 

impact on generalisation, and this will be evaluated with Somnivore. 
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Because of high inter- and intra-scorer disagreement, human recordings are often 

scored by two or more scorers, and their hypnograms compared (Chan et al., 2015), 

a level of scrutiny seldom applied to animal recordings. As cohort UMH follows this 

protocol, it will also be possible to evaluate how Somnivore’s generalisation 

compares against the inter-scorer agreement of two sleep scientists trained within 

the same laboratory. 

A major problem affecting automated sleep-scoring algorithms is the same as that 

affecting manual procedures, namely a poor understanding of the nature and 

significance of sleep stages. As more studies highlight the variability in conscious 

processing across sleep stages (Siclari et al., 2013; Tagliazucchi et al., 2013) much 

points to the fact that we might not understand sleep well enough to fully justify the 

current staging guidelines. This is a major issue especially for N1, leading to the low 

inter-scorer agreement and automated scoring generalisation (Danker‐Hopfe et al., 

2004; Shambroom et al., 2012). Indeed, as metrics of vigilance in this state have 

been reported to range from levels similar to those in wake or N2 (Siclari et al., 

2013), a possible future re-evaluation of N1 as a distinct sleep state might be 

warranted. Therefore, generalisation will be assessed in a four vigilance stages 

scenario, wake, N2, N3, REM. In this appraisal, N1 will be excluded from the 

hypnogram, and its epochs will be reclassified into the training of wake and N2 

respectively.  

Furthermore, the literature lacks data on human recordings scored with murine 

staging rules. This level of analysis is of importance, since it will highlight whether 

lower inter-scorer agreement in human data is reported because of the staging itself, 

or because of the substantially different length of the epochs considered (4-10s for 

murine data vs 30s for human data). Therefore, the generalisation of human 

recordings in two different 3-vigilance stage configurations will also be assessed. 

Finally, it will be important to assess whether the original assumptions in terms of 

training set size were adequate, and the overall computational times for the human 

automated scoring procedure.  
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In summary, the aims of the human validation studies were: 

• Compare generalisation between control and experimental groups of UOH 

and UMH cohorts. 

• Compare generalisation on inter-trained learning between placebo-treatment 

recordings in UMH cohorts. 

• Compare end-measures based generalisation on all cohorts. 

• Compare the generalisation of Somnivore on cohort UMH with the inter-scorer 

agreement between the two scientists who manually scored it. 

• Assess the behaviour of transition epochs across all human recordings. 

• Compare generalisation on all recordings when trained with only one EEG 

channel or only two EOG channels 

• Compare F-measure based generalisation on different levels of sleep stage 

simplifications 

• Assess the impact of different training set sizes on F-measure based 

generalisation across all cohorts. 
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7.2.  Materials and methods 

7.2.1.  Subjects 

Polysomnography recordings were obtained from human subjects with specifications 

listed in Chapter 4.4 with no variation nor exclusions of outliers. A summary of all 

subjects featuring in the murine validation studies is shown in table 7.1. 

Table 7.1. Summary of cohorts in human validation studies 

Cohort TR-#1 TR-#2 Sex Status Age range n 
UOH-HOA Baseline n/a Male, female HOA 65-78 9 
UOH-MOA Baseline n/a Male, female MOA 67-84 7 
UOH-HYA Baseline n/a Male, female HYA 20-34 12 

UMH Placebo Alcohol Male, female HYA 18-21 12 
HOA = healthy older adult; MOA = mild cognitively impaired adult; HYA = healthy younger adults 

7.2.2.  Study design and statistics 

In accordance with the literature on the inter-scorer agreement reported for human 

sleep data (Danker‐Hopfe et al., 2004; Himanen and Hasan, 2000; Kelley et al., 

1985; Norman et al., 2000), five arbitrary generalisation threshold ratings were set 

throughout Somnivore’s human validation studies, applied to both F-measure and 

end-measure based generalisation (table 7.2). 

Table 7.2. Generalisation threshold ratings of Somnivore’s human validation 
studies 

Agreement rating Agreement threshold* 
Intra-scorer >=0.9/90% 

Excellent >=0.85/85% 
Strong >=0.8/80% 

Average >=0.7/70% 
Inadequate <0.7/70% 

*F-measure/end-measure 

7.2.2.1.  Generalisation across experimental groups 

Generalisation was compared between different experimental conditions (table 7.3). 
UOH cohorts were compared between HOA-, MOA- and HYA- sub-cohorts. Since 

the groups were independent, the statistical test deployed was one-way ANOVA, 

and to test for significant difference, HSD. UMH cohorts were paired, and therefore 
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the statistical test deployed was one-way RANOVA, and in the case of significant 

difference, HSD.  

Table 7.3. Generalisation across experimental groups 

Cohort Classifier #1 Classifier #2 Classifier #3 Statistical test 
UOH UOH-HOA UOH-MOA UOH-HYA Independent samples t-test 
UMH UMH-Placebo UMH-Alcohol UMH-Alcohol IET Paired t-test 

HOA = healthy older adult; MOA = mild cognitively impaired adult; HYA = healthy younger adults; 2W = two way;  
IET = inter-trained 

7.2.2.2.  End-measures based generalisation across experimental groups 

End-measures, analyses and plots were computed by the STA from automated and 

manual scores. All comparisons are listed in table 7.4. End measures for UMH 

cohorts were selected to replicate those evaluated in their original published study 

(Chan et al., 2013). The same analyses were deployed for the UOH cohorts for 

consistency. To avoid excluding any participant from the evaluation of those end-

measures that rely on single time bin comparison, UMH and UOH recordings were 

trimmed to match the shortest recording in their cohort (6 and 9 h, respectively).  

Table 7.4. End-measures extracted for human cohorts, and comparisons 
tested 

Cohort\Group Control Test End-measures STB Comparison 
UMH Placebo Alcohol Latencies: NREM; REM 

%: Wake; N1; N2; N3; REM (5mb) 
Control-MS vs Test-

MS 
vs 

Control-AS vs Test-
IAT 

or 
Control-AS vs Test-

IET 
UOH HOA HYA Latencies: NREM; REM 

%: Wake; N1; N2; N3; REM (5mb) 
Control-MS vs Test-

MS 
vs 

Control-AS vs Test-
AS 

UOH HOA MOA Latencies: NREM; REM 
%: Wake; N1; N2; N3; REM (5mb) 

Control-MS vs Test-
MS 
vs 

Control-AS vs Test-
AS 

MS = manually scored; AS = automatically scored; IET = inter-trained 
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7.2.2.3.  Manual vs automated scoring inter-scorer agreement 

Generalisation was evaluated between hypnograms manually scored by scorer 1 or 

2 (M1; M2) against the hypnograms automatically generated by Somnivore using 

training data drawn from manually scored data by either scorer 1 or 2 (A1; A2). 

Additionally, generalisation was also evaluated between hypnograms automatically 

scored using training data of the alternative researcher (A1 vs A2) (table 7.5). 

Table 7.5. Configurations for manual/automated inter-scorer agreement 
evaluation 

Configuration Control Test 
M1A1 M1 A1 
M1A2 M1 A2 
M1M2 M1 M2 
M2A2 M2 A2 
M2A1 M2 A1 
A1A2 A1 A2 

7.2.2.4.  Impact of transition epochs 

Generalisation on all human recordings (n = 52) were assessed in conditions where 

transition epochs were excluded from the analysis, and compared against the 

standard configuration.  

7.2.2.5.  Generalisation on learning with one EEG channel or two EOG 

channels only 

To assess the impact of training Somnivore’s classifiers with one EEG channel or 

two EOG channels only, all human recordings were pooled (n = 52) and 

generalisation evaluated in three training input channels configurations: all channels; 

one EEG channel only (C3 or C1 based on configuration), and two EOG only. While 

three t-tests were applied when comparing different training channel configurations 

correcting statistical significance a priori would favour the outcome of the validation 

by containing type II errors, as performance is expected to fall significantly. 

Therefore, no Bonferroni correction was applied to increase stringency in the 

evaluation. 
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7.2.2.6.  Generalisation of sleep stage simplified configurations 

Classifiers were trained to discern simplified human sleep stages on all human 

recordings (n = 52). Simplification on training was achieved by merging stage 

specific training sets to avoid bias by decreasing the overall size of the training set 

across all stages (table 7.6). All the classification routines (table 3.3) that involved 

stages which underwent simplification were excluded from the automated scoring 

routine. Classifier W1 and N12 were compared against the standard ‘5-vigilance 

stages’ configuration with N1 data excluded. Generalisation for W1NREM23 and 

NREM123, on the other hand, was compared against that of all pooled murine 

recordings of Chapter 6 (n =54). 

Table 7.6. Summary of simplified human sleep stages classifiers 

Classifier Sleep stages classifier Sleep stages classified 
W1 Wake+N1; N2; N3; REM 4 

N12 Wake; N1+N2; N3; REM 4 
W1NREM23 Wake+N1; N2+N3; REM 3 

NREM123 Wake; N1+N2+N3; REM 3 

7.2.2.7.  Impact of training set size 

Classifiers were generated for all human recordings (n = 52). While classifier settings 

were as indicated in table 5.9, training set size response curves were generated with 

classifiers trained with a range of 5-80 training epochs per vigilance stage. According 

to results, three training set sizes were chosen for statistical comparison in the 

following order: 1) the smallest training set size to output strong overall 

generalisation (F-measure >0.8); 2) the default training set size for epoch lengths of 

30 s (40); 4) the maximum training set size deemed to remain user friendly (60).  
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7.3.  Results 

7.3.1.  Generalisation across experimental groups 

Generalisation metrics for cohort UMH significantly differed between placebo and 

alcohol only in terms of N1, which experienced a moderate decrease from 0.55 

(SEM = 0.02) to 0.49 (SEM = 0.02), with low significance (p = 0.04) and medium 

effect size (g = 0.78) (figure 7.1). Generalisation for Alcohol IET decreased for a 

number of stages: N1 F-measure decreased to 0.38 (SEM = 0.03), significantly (p = 

0.0009 vs Placebo and 0.02 vs Alcohol) and with large effect size (g = 1.8 vs 

Placebo and 1.22 vs Alcohol); REM F-measure decreased significantly only between 

Alcohol and Alcohol IET, from excellent (0.88, SEM = 0.01) to robust (0.81, SEM = 

0.02), with significance p = 0.02 and with large effect size (g = 1.04); overall F-

measure remained robust between Alcohol and Alcohol IET, albeit decreasing from 

0.84 (SEM = 0.01) to 0.80 (SEM = 0.01), with low significance (p = 0.04) but with 

large effect size (g = 0.96). 

 

Figure 7.1. Generalisation of UMH cohort across experimental groups 
Generalisation of UOH cohort (n = 12) across experimental groups. Asterisks represent 
significant changes, associated square brackets indicate the statistical control group (paired 
t-test): * p < 0.05; *** p < 0.001. Colour of asterisks represents effect size (g): amber = 
medium; green = large. Error bars represent SEM. 
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Generalisation metrics did not significantly differ for any individual sleep state or 

overall for the UOH cohort between groups HYA and HOA (figure 7.2). However, 

generalisation for group MOA decreased for a number of stages: N1 generalisation 

remained inadequate throughout, decreasing from 0.65 (SEM = 0.03, both HYA and 

HOA) to 0.49 (SEM = 0.01), significantly (p = 0.0014 vs HYA and 0.0004 vs HOA) 

and with large effect size (g = 1.69 vs HYA and 2.12 vs HOA); N3 F-measure 

decreased from excellent (0.88, SEM = 0.01, HYA) and robust (0.84, SEM = 0.02, 

HOA) to average (0.70, SEM = 0.04), significantly (p = 0.0007 vs HYA and 0.0196 vs 

HOA) and with large effect size (g = 2.26 vs HYA and 1.65 vs HOA); overall F-

measure dropped from excellent (0.87, SEM = 0.01, HYA) and excellent (0.86, SEM 

= 0.01, HOA) to robust (0.81, SEM = 0.01), significantly (p = 0.002 vs HYA and 

0.0048 vs HOA) and with large effect size (g = 1.86 vs HYA and 1.73 vs HOA). 

 

Figure 7.2. Generalisation of UOH cohort across experimental groups 
Generalisation of UOH cohort (HYA n = 12, HOA n = 9; MOA n = 6) across experimental 
groups. Asterisks represent significant changes, associated square brackets indicate the 
statistical control group (independent sample t-test): * p < 0.05; ** p < 0.01; *** p < 0.001. 
Colour of asterisks represents effect size (g): green = large. Error bars represent SEM. 
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7.3.2.  End-measures based generalisation across experimental 

groups 

7.3.2.1.  UMH 

NREM sleep latency for UMH cohorts displayed a consistent negative trend between 

placebo and alcohol treatments (figure 7.3). However, no difference was significant 

between groups (table 7.7), in accordance with original UMH published data (Chan 

et al., 2013). 

 

Figure 7.3. UMH NREM sleep latency 
NREM sleep latency of manually and automatically scored UMH recordings. Error bars 
represent SEM. IET = inter-trained. 

REM sleep latency displayed a consistent positive trend between placebo and 

alcohol groups (figure 7.4). 
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Figure 7.4. UMH REM sleep latency 
NREM sleep latency of manually and automatically scored UMH recordings. Asterisks 
represent significance, paired t-test p < 0.05; colour represents effect size, green = large. 
Error bars represent SEM. IET = inter-trained. 

However, the only significant difference detected was between automatically scored 

placebo and inter-trained automatically scored alcohol (table 7.7), where REM sleep 

latency increased from 8723 s (SEM = 985 s) to 11980 s (SEM = 1240 s), with low 

significance (p = 0.043) but large effect size (g = 0.81). Only the latter agrees with 

original UMH published data, remarkably both manually and intra-trained 

automatically scored data failed to produce significant results (p = 0.067 and 0.083, 

respectively). 

Manual and automated scoring produced the same results for percentage wake over 

5 min bins (figure 7.5), with statistical agreement on single time bin difference 

(paired t-test) of 100% (72 out 72 bins).  
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Figure 7.5. Percentage wake of UMH recordings over 5 min bins 
Percentage wake of manually and automatically scored UMH recordings, averaged over 5-
min bins. Shaded areas represent control groups ([A]; [B]). Black box represents lights-off 
period. Error bars and shaded areas width represent SEM. IET = inter-trained. 

No statistically significant difference was detected between groups, both in terms of 

paired t-test over single time bins and paired t-test over the first half of the night 

(table 7.7). This is consistent with the original published findings of UMH (Chan et 

al., 2013). 

Single time bin comparison on percentage N1 between manual and automated 

scoring of UMH recordings produced 100% agreement between manual and inter-

trained automated scoring (72 out of 72 bins) and ~97% agreement between manual 

and intra-trained automated scoring (70 out of 72 bins) (figure 7.6).  
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Figure 7.6. Percentage N1 of UMH recordings over 5 min bins 
Percentage N1 of manually and automatically scored UMH recordings, averaged over 5-min 
bins. Shaded areas represent control groups ([A]; [B]). Black box represents lights-off period. 
Asterisks represent significant differences, paired t-test, p < 0.05. Green asterisks represent 
[D] vs [B]. Error bars and shaded areas width represent SEM. IET = inter-trained. 

Apart from two bins for intra-trained automated scoring, no statistically significant 

difference was detected between experimental groups in terms of paired t-test over 

single time bins. However, when the first half of the night was compared between 

experimental groups, significant changes were observed. For manually scored data, 

percentage N1 fell from 3.7 (SEM = 0.65) for placebo to 2.53 (SEM = 0.46) for 

alcohol, significantly (p = 0.037) and with medium effect size (g = 0.58). For 

automatically scored data, percentage N1 dropped from 8.87 (SEM = 1.12) to 6.18 

(SEM = 0.91), significantly (p = 0.022) and with medium effect size (g = 0.73). For 

inter-trained automated scoring, however, no significant change was detected (table 
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7.7). With the exception of inter-trained data, results are coherent with the original 

published UMH data (Chan et al., 2013). 

Single time bin comparison on percentage N2 of UMH recordings over 5 min 

produced 100% agreement between manual and inter-trained automated scoring (72 

out of 72 bins) and ~99% agreement between manual and intra-trained automated 

scoring (71 out of 72 bins). 

 

Figure 7.7. Percentage N2 of UMH recordings over 5 min bins 
Percentage N2 of manually and automatically scored UMH recordings, averaged over 5-min 
bins. Shaded areas represent control groups ([A]; [B]). Black box represents lights-off period. 
Asterisks represent significant differences, paired t-test, p < 0.05. Red asterisks represent 
[C] vs [A]; green asterisks represent [D] vs [B]; purple asterisks represent [E] vs [B]. Error 
bars and shaded areas width represent SEM. IET = inter-trained. 
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Between 3-4 bins registered as significantly different between experimental groups in 

terms of paired t-test over single time bins, all in the second half of the night (figure 
7.7). When the first half of the night was compared between experimental groups 

significant changes were observed, however only for automatically scored data. For 

intra-trained automatically scored data, percentage N2 rose from 28.09 (SEM = 2.41) 

for placebo to 35.4 (SEM = 2.27) for alcohol, significantly (p = 0.011) and with large 

effect size (g = 0.81). For alcohol inter-trained automatically scored data, percentage 

N2 rose to 35.2 (SEM = 2.42), significantly (p = 0.027) and with large effect size (g = 

0.82). Manually scored data is coherent with original published UMH data (Chan et 

al., 2013) in detecting no significant difference. Automatically scored data (both intra- 

and inter-trained), instead, detected a significant increase, with large effect size, 

more in line with traditional alcohol sleep data (Yules et al., 1966). 

Single time bin comparison on percentage N3 of UMH recordings over 5 min 

produced 99% agreement between manual and inter-trained automated scoring (71 

out of 72 bins) and ~97% agreement between manual and intra-trained automated 

scoring (70 out of 72 bins). 
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Figure 7.8. Percentage N3 of UMH recordings over 5min bins 
Percentage N3 of manually and automatically scored UMH recordings, averaged over 5 min 
bins. Shaded areas represent control groups ([A]; [B]). Black box represents lights-off period. 
Asterisks represent significant differences, paired t-test, p < 0.05. Green asterisks represent 
[D] vs [B]; purple asterisks represent [E] vs [B]. Error bars and shaded areas width represent 
SEM. IET = inter-trained. 

Between 1-2 bins registered as significantly different between experimental groups in 

terms of paired t-test over single time bins, over the whole night recording (figure 
7.7). However, when the first half of the night was compared between experimental 

groups significant changes were not observed, in line with the original published 

UMH data (Chan et al., 2013). 

Single time bin comparison on percentage REM of UMH recordings over 5 min 

produced 99% agreement between manual and both intra and inter-trained 

automated scoring (71 out of 72 bins) (figure 7.9). 
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Figure 7.9. Percentage REM of UMH recordings over 5 min bins 
Percentage REM of manually and automatically scored UMH recordings, averaged over 5 
min bins. Shaded areas represent control groups ([A]; [B]). Black box represents lights-off 
period. Asterisks represent significant differences, paired t-test, p < 0.05. Red asterisks 
represent [C] vs [A]; green asterisks represent [D] vs [B]; purple asterisks represent [E] vs 
[B]. Error bars and shaded areas width represent SEM. IET = inter-trained. 

Between 5-6 bins registered as significantly different between experimental groups in 

terms of paired t-test over single time bins, all in the second half of the night. When 

the first half of the night was compared between experimental groups significant 

changes were observed for both manual and automatically scored data (table 7.6). 

For manually scored data, percentage REM fell from 9.5 (SEM = 1.4) for placebo to 

3.6 (SEM = 0.88) for alcohol, highly significantly (p = 84.84E-5) and with large effect 

size (g = 1.41). For automatically scored data, percentage REM fell from 10.07 (SEM 

= 1.31) to 4.2 (SEM = 1.24), highly significantly (p = 0.0033) and with large effect 

size (g = 1.28). Intra-trained automatically scored alcohol percentage REM 
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decreased to 3.72 (SEM = 1.12), highly significantly (72.3E-4) and large effect size 

(1.45). All results were coherent with original published UMH data (Chan et al., 

2013). 

Table 7.7. UMH end-measures analyses over the first half of the night 
End 

measure 
[A0]; 
n=22 

[C0]; 
n=22 

p [A]; 
n=12 

[C]; 
n=12 

p g [B]; 
n=12  

[D]; 
n=12 

p g [E]; 
n=12 

p g 

NL, sec 1016 
(171) 

857 
(174) 

>0.05 1073 
(197) 

895 
(200) 

0.60 0.25 1037 
(212) 

880 
(199) 

0.65 0.21 835 
(205) 

0.57 0.27 

RL, sec 5744 
(562) 

7391 
(584) 

<0.05 8762 
(1038) 

10610 
(1142) 

0.067 0.47 8723 
(985) 

11688 
(1345) 

0.083 0.7 11980 
(1240) 

0.043 0.81 

Wake, % 7.22 
(0.66) 

5.48 
(0.72) 

>0.05 10.45 
(1.24) 

8.23 
(1.6) 

0.36 0.43 10.4 
(1.37) 

8.03 
(1.43) 

0.32 0.47 8.04 
(1.4) 

0.31 0.48 

N1, % 3.46 
(0.43) 

2.57 
(0.31) 

<0.05 3.7 
(0.65) 

2.53 
(0.46) 

0.037 0.58 8.87 
(1.12) 

6.18 
(0.91) 

0.022 0.73 8.21 
(1.54) 

0.59 0.14 

N2, % 39.23 
(2.03) 

41.72 
(2.14) 

>0.05 32.88 
(1.95) 

36.02 
(2.2) 

0.19 0.42 28.09 
(2.41)  

35.4 
(2.27) 

0.011 0.87 35.2 
(2.42) 

0.027 0.82 

N3, % 44 
(2.35) 

49.15 
(2.49) 

<0.05 43.46 
(2.25) 

49.60 
(2.65) 

0.087 0.7 42.57 
(2.51) 

46.18 
(2.69) 

0.33 0.39 44.82 
(2.51) 

0.49 0.25 

REM, % 13.3 
(2.77) 

6.56 
(0.89) 

<0.01 9.5 
(1.4) 

3.6 
(0.88) 

84.84E-
5 

1.41 10.07 
(1.31) 

4.2 
(1.24) 

0.0033 1.28 3.72 
(1.12) 

72.3E-
4 

1.45 

A0 = placebo group from (Chan et al 2013); C0 = alcohol group from (Chan et al 2013); [A-E] as indicated in figures 7.3-7.9. P and g values 
represent respectively: [A0] vs [C0], [A] vs [C]; [B] vs [D]; [B] vs [E]. NL = latency to NREM sleep; RL = latency to REM sleep.  

Values in brackets represent SEM. 

7.3.2.2.  UOH 

NREM sleep latency for UOH cohorts displayed consistent trends between manually 

and automatically scored data (figure 7.10-7.11). Indeed, no differences were 

significant between experimental groups for both manually and automatically scored 

data (table 7.8).

 

Figure 7.10. UOH NREM sleep latency on manually scored data 
NREM sleep latency of manually scored UOH recordings. Error bars represent SEM. 
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Figure 7.11. UOH NREM sleep latency on automatically scored data 
NREM sleep latency of automatically scored UOH recordings. Error bars represent SEM. 

 

REM sleep latency also displayed consistent trends between manually and 

automatically scored data (figure 7.10-7.11). However, the only significant change 

was reported between HOA and HYA manually scored (table 7.8), where REM sleep 

latency rose from 10990 s (SEM = 1520 s) to 16358 s (SEM = 1874 s), with low 

significance (p = 0.045), supra-threshold if Bonferroni correction were not applied (p 

< 0.025), and a large effect size (g = 0.93). Differences between automatically 

scored HOA vs HYA, were not significant (p = 0.23), while retaining a medium effect 

size (g = 0.54).  
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Figure 7.12. UMH REM sleep latency on manually scored data 
REM sleep latency of manually scored UOH recordings. Asterisks represent significance, 
independent samples t-test p < 0.05; colour represents effect size, green = large. Error bars 
represent SEM. 

 

Figure 7.13. UMH REM sleep latency on automatically scored data 
REM sleep latency of automatically scored UOH recordings. Asterisks represent 
significance, independent samples t-test p < 0.05; colour represents effect size, green = 
large. Error bars represent SEM. 
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Single time bin comparison on percentage wake of UOH recordings over 5 min 

produced 93% agreement between manual and automated scoring for HOA vs HYA 

(100 out of 108 bins) and 85% for HOA vs MOA (92 out of 108 bins) (figure 7.14-
7.15). Independent sample t-test over the whole night of sleep produced congruent 

findings for both comparisons (table 7.8). When compared with HOA, HYA subjects 

did not differ significantly in the amount of wake they experienced over the full night, 

MOA subjects experienced a significantly higher amount of wake. For manually 

scored data, percentage wake increased from 22.4 (SEM = 3.04) to 37.05 (SEM = 

2.92), significantly (p = 0.0043), and with large effect size (g = 1.62). For 

automatically scored data, percentage wake increased from 24.11 (SEM = 3.32) to 

31.28 (SEM = 2.53), significantly (p = 0.036), and with large effect size (g = 1.10). 

This is consistent with published findings (Beaulieu-Bonneau and Hudon, 2009).  

 

Figure 7.14. Percentage wake of manually scored UOH recordings over 5min 
bins 
Percentage wake of manually scored UOH recordings, averaged over 5 min bins. Shaded 
area represents control group ([AM]). Asterisks represent significant differences, 
independent samples t-test, p < 0.05. Blue asterisks represent [BM] vs [AM]; red asterisks 
represent [CM] vs [AM]. Black box represents lights-off period. Error bars and shaded areas 
width represent SEM. 
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Figure 7.15. Percentage wake of automatically scored UOH recordings over 
5min bins 
Percentage wake of automatically scored UOH recordings, averaged over 5 min bins. 
Shaded area represents control group ([AM]). Asterisks represent significant differences, 
independent samples t-test, p < 0.05. Blue asterisks represent [BM] vs [AM]; red asterisks 
represent [CM] vs [AM]). Black box represents lights-off period. Error bars and shaded areas 
width represent SEM. 

Single time bin comparison on percentage N1 of UOH recordings over 5 min 

produced 95% agreement between manual and automated scoring for both HOA vs 

HYA and HOA vs MOA (103 out of 108 bins) (figure 7.16-7.17). Independent sample 

t-test over the whole night of sleep produced congruent findings for both 

comparisons (table 7.8). When compared with HOA, both HYA and MOA subjects 

did not differ significantly in the amount of N1 they experienced over the full night 

(table 7.8). 
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Figure 7.16. Percentage N1 of manually scored UOH recordings over 5 min bins 
Percentage N1 of manually scored UOH recordings, averaged over 5 min bins. Shaded area 
represents control group ([AM]). Asterisks represent significant differences, independent 
samples t-test, p < 0.05. Blue asterisks represent [BM] vs [AM]; red asterisks represent [CM] 
vs [AM]. Black box represents lights-off period. Error bars and shaded areas width represent 
SEM. 
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Figure 7.17. Percentage N1 of automatically scored UOH recordings over 5min 
bins 
Percentage N1 of automatically scored UOH recordings, averaged over 5 min bins. Shaded 
area represents control group ([AM]). Asterisks represent significant differences, 
independent samples t-test, p < 0.05. Blue asterisks represent [BM] vs [AM]; red asterisks 
represent [CM] vs [AM]. Black box represents lights-off period. Error bars and shaded areas 
width represent SEM. 

Single time bin comparison on percentage N2 of UOH recordings over 5 min 

produced 95% agreement between manual and automated scoring for HOA vs HYA 

(103 out of 108 bins) and ~97% for HOA vs MOA (105 out of 108 bins) (figure 7.18-
7.19). Independent sample t-test over the whole night of sleep produced congruent 

findings for both comparisons (table 7.8). When compared with HOA, both HYA and 

MOA subjects did not differ significantly in the amount of N2 they experienced over 

the full night. 
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Figure 7.18. Percentage N2 of manually scored UOH recordings over 5min bins 
Percentage N2 of manually scored UOH recordings, averaged over 5-min bins. Shaded area 
represents control group ([AM]). Asterisks represent significant differences, independent 
samples t-test, p < 0.05. Blue asterisks represent [BM] vs [AM]; red asterisks represent [CM] 
vs [AM]. Black box represents lights-off period. Error bars and shaded areas width represent 
SEM. 
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Figure 7.19. Percentage N2 of automatically scored UOH recordings over 5 min 
bins 
Percentage N2 of automatically scored UOH recordings, averaged over 5-min bins. Shaded 
area represents control group ([AM]). Asterisks represent significant differences, 
independent samples t-test, p < 0.05. Blue asterisks represent [BM] vs [AM]; red asterisks 
represent [CM] vs [AM]. Black box represents lights-off period. Error bars and shaded areas 
width represent SEM. 

Single time bin comparison on percentage N3 of UOH recordings over 5 min 

produced 95% agreement between manual and automated scoring for HOA vs HYA 

(103 out of 108 bins) and ~96% for HOA vs MOA (104 out of 108 bins) (figure 7.20-
7.21). Independ sample t-test over the whole night of sleep produced congruent 

findings for both comparisons (table 7.8). When compared with HOA, both HYA and 

MOA subjects did not differ significantly in the amount of N3 they experienced over 

the full night. 
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Figure 7.20. Percentage N3 of manually scored UOH recordings over 5 min bins 
Percentage N3 of manually scored UOH recordings, averaged over 5-min bins. Shaded area 
represents control group ([AM]). Asterisks represent significant differences, independent 
samples t-test, p < 0.05. Blue asterisks represent [BM] vs [AM]; red asterisks represent [CM] 
vs [AM]. Black box represents lights-off period. Error bars and shaded areas width represent 
SEM. 
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Figure 7.21. Percentage N3 of automatically scored UOH recordings over 5 min 
bins 
Percentage N3 of automatically scored UOH recordings, averaged over 5-min bins. Shaded 
area represents control group ([AM]). Asterisks represent significant differences, 
independent samples t-test, p < 0.05. Blue asterisks represent [BM] vs [AM]; red asterisks 
represent [CM] vs [AM]. Black box represents lights-off period. Error bars and shaded areas 
width represent SEM. 

Single time bin comparison on percentage REM of UOH recordings over 5 min 

produced ~98% agreement between manual and automated scoring for both HOA vs 

HYA and HOA vs MOA (106 out of 108 bins) (figure 7.14-7.15). Independent sample 

t-test over the whole night of sleep produced congruent findings for both 

comparisons (table 7.8). When compared with HOA, HYA subjects did not differ 

significantly in the amount of REM they experienced over the full night, MOA 

subjects experienced a significantly lower amount of REM. For manually scored 

data, percentage wake decreased from 16.46 (SEM = 1.28) to 11.10 (SEM = 2.24), 

significantly (p = 0.0064), and with large effect size (g = 1.53). For automatically 

scored data, percentage REM decreased from 16.07 (SEM = 1.28) to 10.88 (SEM = 

1.21), significantly (p = 0.012), and with large effect size (g = 1.37). While REM sleep 

and MCI have been studied in the context of REM sleep behaviour sleep disorder as 

a predictor of neurodegeneration (Gagnon et al., 2009), no published data has 

pointed to a decrease in total REM sleep experienced by MCI patients.  
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Figure 7.22. Percentage REM of manually scored UOH recordings over 5 min bins 
Percentage REM of manually scored UOH recordings, averaged over 5-min bins. Shaded 
area represents control group ([AM]). Asterisks represent significant differences, 
independent samples t-test, p < 0.05. Blue asterisks represent [BM] vs [AM]; red asterisks 
represent [CM] vs [AM]. Black box represents lights-off period. Error bars and shaded areas 
width represent SEM. 

 

Figure 7.23. Percentage REM of automatically scored UOH recordings over 5 min bins 
Percentage REM of automatically scored UOH recordings, averaged over 5-min bins. 
Shaded area represents control group ([AM]). Asterisks represent significant differences, 
independent samples t-test, p < 0.05. Blue asterisks represent [BM] vs [AM]; red asterisks 
represent [CM] vs [AM]. Black box represents lights-off period. Error bars and shaded areas 
width represent SEM. 
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Table 7.8. UOH end-measures analyses over a full night of sleep 
End 

measure 
[AM]; 
n=22 

[BM]; 
n=22 

p g [CM]; 
n=12 

p g [AA]; 
n=12  

[BA]; 
n=12 

p g [CA]; 
n=12 

p g 

NL, sec 6580 
(1001) 

8697 
(1575) 

0.3 0.46 7714 
(1355) 

0.50 0.33 4986 
(1184) 

8247 
(1619) 

0.14 0.67 7444 
(1300) 

0.19 0.66 

RL, sec 10990 
(1520) 

16358 
(1874) 

0.045 0.93 11953 
(1140) 

0.064 0.23 11043 
(1506) 

13713 
(1480) 

0.23 0.54 11957 
(1125) 

0.65 0.22 

Wake, 
% 

22.4 
(3.04) 

34.54 
(6.5) 

0.13 0.68 37.05 
(2.92) 

0.0043 1.62 21.11 
(3.32) 

33.27 
(6.18) 

0.12 0.70 31.28 
(2.53) 

0.036 1.10 

N1, % 9.70 
(1.95) 

9. 74 
(2.18) 

0.99 0.0054 7.33 
(1.05) 

0.34 0.47 13.98 
(1.90) 

12.81 
(1.93) 

0.67 0.18 16.90 
(1.26) 

0.25 0.57 

N2, % 31.06 
(2.05) 

26.73 
(4.36) 

0.41 0.36 31.32 
(1.29) 

0.92 0.05 27.99 
(1.51)  

24.87 
(3.48) 

0.46 0.33 25.26 
(1.42) 

0.22 0.61 

N3, % 19.3 
(3.03) 

17.4 
(2.15) 

0.60 0.23 13.66 
(3.66) 

0.25 0.57 20.84 
(3.05) 

17.47 
(2.26) 

0.38 0.39 15.66 
(2.87) 

0.25 0.58 

REM, % 16.46 
(1.28) 

11.10 
(2.24) 

0.067 0.84 10.52 
(1.31) 

0.0064 1.53 16.07 
(1.28) 

11.57 
(1.80) 

0.067 0.84 10.88 
(1.21) 

0.012 1.37 

XM = manually scored; XA = automatically scored; [A-E] as indicated in figure 7.3-7.9; NL = latency to NREM sleep; RL = latency to REM sleep. 
P and g values represent respectively: [AM] vs [BM], [AM] vs [CM]; [AA] vs [BA]; [AA] vs [CA]. Values in brackets represent SEM. 

7.3.3.  Manual vs automated scoring inter-scorer agreement 

Generalisation over different combinations of manually and automatically scored 

hypnograms was evaluated. All combinations were compared against the gold-

standard, the inter-scorer agreement calculated between hypnograms manually 

scored by two expert scorers from the same laboratory (inter-scorer agreement 

M1M2) (figure 7.24, table 7.9). Generalisation was reported from strong to intra-

scorer level (F-measure = 0.84-0.9) across all groups for wake, with only A2M2, 

A1M2 and A2M1 significantly lower. N1 generalisation across all groups was 

reported as inadequate (F-measure = 0.3-0.61), with only A1M2 significantly lower, 

and A1A2 significantly higher. N2 generalisation across all groups was reported from 

strong to excellent (F-measure = 0.83-0.89), with only A1M1, A1M2 and A2M1 

significantly lower. N3 generalisation across all groups was reported from excellent 

to intra-trainer level (F-measure = 0.87-0.92). Interestingly, only A1M1, A1M2 and 

A1A2 were significantly different, and all higher than gold-standard M1M2, and all 

performing at intra-trainer level. REM generalisation across all groups was reported 

from excellent to intra-trainer level (F-measure = 0.85-0.90), with only A1M2, A2M1 

and A1A2 significantly lower, the latter with small effect size. Overall generalisation 

across all groups was reported from strong to excellent (F-measure = 0.81-0.87), 

with only A1M1, A1M2 and A2M1 significantly lower.  
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Figure 7.24. UMH manual vs automated scoring inter-scorer agreement 
Generalisation of all UMH recordings (n = 24) between different combinations of manual and 
automated scoring inter-scorer agreements. Asterisks represent significant changes, 
associated square brackets indicate the statistical control group. Asterisks represent 
significance, paired t-test, ** p<0.01; *** p < 0.001. Colour of asterisks represents effect size 
(g): black = small; amber = medium; green = large. Error bars represent SEM. 

Table 7.9. UMH manual vs automated scoring inter-scorer agreement 

Group\Stage Wake N1 N2 N3 REM Overall 
M1M2 0.9 (0.01) 0.48 (0.03) 0.88 (0.01) 0.87 (0.01) 0.89 (0.01) 0.87 (0.01) 
A1M1 0.88 (0.01) 0.52 (0.02) 0.85 (0.01) 0.91 (0.01) 0.89 (0.01) 0.85 (0.01) 
A2M2 0.87 (0.01) 0.45 (0.02) 0.87 (0.01) 0.91 (0.01) 0.90 (0.01) 0.86 (0.01) 
A1M2 0.85 (0.01) 0.3 (0.02) 0.83 (0.01) 0.88 (0.01) 0.85 (0.01) 0.81 (0.01) 
A2M1 0.84 (0.01) 0.45 (0.02) 0.84 (0.01) 0.87 (0.01) 0.85 (0.01) 0.82 (0.01) 
A1A2 0.89 (0.01) 0.62 (0.02) 0.89 (0.01) 0.92 (0.01) 0.87 (0.01) 0.87 (0.01) 

F-measure; values in brackets represent SEM 
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7.3.4.  Impact of transition epochs 

The impact of transition epochs on generalisation (F-measure) across all human 

recordings pooled (n = 52) was assessed. Removal of transition epochs had a strong 

impact on the generalisation offered by the standard configuration (figure 7.25). 

Generalisation of wake remained at intra-scorer level, although rising from 0.91 

(SEM = 0.01) to 0.97 (SEM = 0.01), significantly (p = 1.92E-17), and with large effect 

size (g = 1.63). N1 generalisation rose from inadequate (0.57, SEM =0.01) to 

average (0.7, SEM = 0.02) for the first time in all human validation studies, 

significantly (p = 3.21E-17), and with large effect size (g = 1.09). N2 generalisation 

rose from strong (0.81, SEM =0.01) to excellent (0.89, SEM = 0.01), significantly (p = 

2.64E-26), and with large effect size (g = 0.98). N3 generalisation rose from excellent 

(0.86, SEM =0.01) to intra-scorer level (0.91, SEM = 0.01), significantly (p = 5.46E-

18), and with medium effect size (g = 0.75). REM generalisation rose from excellent 

(0.87, SEM =0.01) to intra-scorer level (0.94, SEM = 0.01), significantly (p = 2.17E-

21), and with large effect size (g = 1.14). Overall generalisation rose from excellent 

(0.85, SEM =0.01) to intra-scorer level (0.92, SEM = 0.01), significantly (p = 5.5E-

33), and with large effect size (g = 2.55). 
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Figure 7.25. Impact of transition epochs on generalisation 
Generalisation of all human recordings (n = 52), with and without consideration of transition 
epochs. Asterisks represent significant changes, paired t-test, *** p < 0.001. Colour of 
asterisks represents effect size, amber = medium; green = large. Error bars represent SEM. 

7.3.5.  Generalisation on learning with one EEG channel or two EOG 

channels only 

Generalisation (F-measure) on learning with one EEG channel (C1 or C3) or two 

EOG channels was assessed (figure 7.26). When compared with learning with all 

available channels generalisation decreased for all stages. Wake generalisation 

dropped from intra-scorer level (0.91, SEM = 0.01) for all channels configuration to: 

excellent (0.89, SEM = 0.01) for one EEG channel only, significantly (p = 6E-05), but 

with small effect size (g = 0.46); strong for EOG channels only (0.81, SEM = 0.01), 
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significantly (p = 1.52E-11), and with large effect size (g = 1.24). N1 generalisation 

was reported as inadequate for all configurations, and decreased from 0.57 (SEM = 

0.01) for all channels configuration to 0.49 (SEM = 0.01) for one EEG channel only 

(p = 6.82E-12; g = 0.74), and to 0.38 (SEM = 0.02) for EOG channels only (p = 

2.28E-22, g = 1.57). N2 generalisation decreased from strong (0.81, SEM = 0.01) for 

all channels configuration to: average (0.78, SEM = 0.01) for one EEG channel only, 

significantly (p = 6.46E-07), but with small effect size (g = 0.44); inadequate for EOG 

channels only (0.65, SEM = 0.01), significantly (p = 4.47E-19), and with large effect 

size (g = 1.65). N3 generalisation decreased from excellent (0.86, SEM = 0.01) for all 

channels configuration to: strong (0.84, SEM = 0.01) for one EEG channel only, 

significantly (p = 0.00032), but with small effect size (g = 0.22); average for EOG 

channels only (0.77, SEM = 0.02), significantly (p = 2.94E-07), and with medium 

effect size (g = 0.72). REM generalisation decreased from excellent (0.87, SEM = 

0.01) for all channels configuration to: strong (0.80, SEM = 0.01) for one EEG 

channel only, significantly (p = 2.44E-07), and with medium effect size (g = 0.79); 

inadequate for EOG channels only (0.61, SEM = 0.02), significantly (p = 1.1E-23), 

and with large effect size (g = 2.56). Overall generalisation dropped from excellent 

(0.85, SEM = 0.01) for all channels configuration to: strong (0.81, SEM = 0.01) for 

one EEG channel only, significantly (p = 3.33E-11), and with large effect size (g = 

1.02); average for EOG channels only (0.7, SEM = 0.01), significantly (p = 1.9E-24), 

and with large effect size (g = 2.54). 
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Figure 7.26. Learning with one EEG channel or two EOG channels only 
Generalisation of all human recordings (n = 52) across three different input channel 
configurations: All channels; C1/C3 only; EOG only. Asterisks represent significant changes 
between either [A] vs [B] or [A] vs [C], paired t-test: *** p < 0.001. Colour of asterisks 
represents effect size (g): black = small; amber = medium; green = large. Error bars 
represent SEM.  

7.3.6.  Generalisation of sleep stage simplified configurations 

Generalisation (F-measure) on different versions of N1 reclassification was assessed 

(figure 7.27). On wake generalisation reclassifying N1 as N2 did not lead to 

significantly different results. When N1 was reclassified as wake, however, 

generalisation decreased from intra-scorer level (0.91, SEM = 0.01) to excellent 

(0.86, SEM = 0.01), significantly (p = 0.00026), and with medium effect size (g = 

0.56). N2 generalisation did not change significantly when N1 was reclassified as 

wake. However, when N1 was reclassified as N2, generalisation improved from 
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strong (0.82, SEM = 0.01) to excellent (0.87, SEM = 0.01), significantly (p = 9.78E-

08), and with large effect size (g = 0.88). N3 remained strong for all groups, and 

results did not differ significantly. REM generalisation remained strong across all 

groups, and only slightly dropped when N1 was reclassified as wake, decreasing 

from 0.87 (SEM = 0.01) to 0.86 (SEM = 0.01), significantly (p = 0.031), but with 

miniscule effect size (g = 0.15). Overall generalisation benefited significantly for both 

versions of N1 reclassification. When reclassifying N1 as wake, overall 

generalisation remained strong, increasing from 0.85 (SEM = 0.01) to 0.87 (SEM = 

0.01), significantly (p = 4.55E-5), and with medium effect size (g = 0.58). 

Reclassifying N1 as N2, on the other hand, increased overall generalisation to 

excellent (0.89, SEM = 0.01), significantly (p = 3.86E-14), and with large effect size 

(g = 1.2). 
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Figure 7.27. Generalisation of human recordings with N1 reclassification. 
Generalisation of all human recordings (n = 52) between standard stage classification and 
two versions of N1 reclassification: N1 reclassified as wake [B]; N1 reclassified as N2 [C]. 
Asterisks represent significant changes between either [A] vs [B] or [A] vs [C], paired t-test: 
*** p < 0.001. Colour of asterisks represents effect size (g): red = miniscule; amber = 
medium; green = large. Error bars represent SEM. 

Simplifying human sleep stages to resemble those in murine models had profound 

effects on generalisation (figure 7.28). When N1 was reclassified as wake, and N2 

and N3 were both reclassified as NREM (W1NREM23) wake generalisation (0.86, 

SEM = 0.01) differed significantly against murine data (0.95, SEM = 0.01), 

significantly (p = 2.13E-09) and with large effect size (1.27). When N1, N2 and N3 

were reclassified as NREM (NREM123) instead, the difference was still significant 

but far less pronounced (0.92, SEM = 0.01, p = 7.21E-05), with medium effect size (g 

= 0.79). Interestingly, murine data and W1NREM23 did not differ significantly in 
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terms of NREM generalisation. NREM123, however, produced higher generalisation 

(0.95, SEM = 0.01) than murine data (0.94, SEM = 0.01), significantly (p = 0.0089), 

and with medium effect size (g = 0.51). REM generalisation was highest for murine 

data (0.91, SEM = 0.01), and was significantly lower for both W1NREM23 (0.86, 

SEM = 0.01, p = 4.5E-05), and NREM123 (0.87, SEM = 0.01, p = 0.0024), with effect 

sizes large (g = 0.82) and medium (g = 0.59), respectively. Remarkably, overall 

generalisation did not differ significantly between murine data and NREM123, 

resulting in a remarkable 0.95 (SEM = 0.01) for the former and 0.94 (SEM = 0.01) for 

the latter. However, it was reported as lower for W1NREM12 (0.91, SEM = 0.01, p = 

1.6E-08), and with large effect size (g = 1.18). 
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Figure 7.28. Human recordings with stage simplification vs murine recordings 
Generalisation of all murine recordings ([A], n = 54) vs all human recordings (n = 52) with 
two versions of stage simplification ([B] N1 reclassified as wake, N2 and N3 reclassified as 
NREM; [C] N1, N2 and N3 reclassified as NREM). Asterisks represent significant changes 
between either [A] vs [B] or [A] vs [C], independent samples t-test: ** p <0.01; *** p < 0.001. 
Colour of asterisks represents effect size (g): amber = medium; green = large. Error bars 
represent SEM. 

7.3.7.  Impact of training set size 

Training size to F-measure response curves were built for all human recordings (n = 

52) to assess and challenge initial assumptions applied during configuration studies 

of Chapter 5 (figure 7.29). Generalisation on most vigilance states peaked 

immediately in spite of very moderate training set sizes, and started to plateau after 

about 20 training epochs, with the exception of N1, which steadily kept increasing. 
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Figure 7.29. Impact of training set size on the generalisation 
Training set size to F-measure response curves challenging set guidelines for human 
recordings (n = 52). Training epochs refers to training set size per each vigilance state. Error 
bars represent SEM. 

Generalisation for all pooled human recordings (n = 52) was compared between 

three different conditions: 1) 20 training epochs, the minimum to reach overall robust 

generalisation for most vigilance states; 2) 40 epochs, the guideline minimum for 

epoch lengths of 30s; 3) 60 training epochs, the maximum assumed to still provide 

user friendly training. Generalisation increased dose-dependently with training set 

size, consistent with theory of machine learning. However, benefits with larger 

training set sizes were modest, producing mostly effect sizes from miniscule to 

medium (figure 7.30, table 7.10). Results reveal that training set sizes as small as 

20 epochs can generate robust generalisation on most stages, while at 40 epochs all 

stages besides N1 can generalise from robust to excellent. 
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Figure 7.30. Impact of three training set sizes on the generalisation 
The impact of three different training set sizes on the generalisation of all pooled human 
recordings (n = 52). Asterisks significant results (paired t-test, ** p < 0.01; *** p < 0.001), 
when non indicated control group [A]. Colour of asterisk represents effect sizes, red = 
miniscule; black = small; amber = medium; green = large. Error bars represent SEM.  

Table 7.10. Impact of three training set sizes on generalisation 

 Stage [A] [B] [C] [A] vs [B] [A] vs [C] [B] vs [C] 
Wake 0.90 

(0.01) 
0.91 

(0.01) 
0.93 

(0.01) 
0.006 (0.29) 2.37E-6 (0.55) 0.002 (0.28) 

N1 0.50 
(0.02) 

0.57 
(0.01) 

0.61 
(0.02) 

1.02E-11 
(0.59) 

2.22E-16 
(0.94) 

1.19e-7 (0.40) 

N2 0.79 
(0.01) 

0.81 
(0.01) 

0.84 
(0.01) 

2.08E-6 (0.34) 3.42E-11 
(0.80) 

3.63E-6 (0.43) 

N3 0.84 
(0.01) 

0.86 
(0.01) 

0.87 
(0.01) 

0.0016 (0.17) 3.75E-7 (0.34) 0.0024 (0.16) 

REM 0.82 
(0.01) 

0.87 
(0.01) 

0.89 
(0.01) 

7.71E-7 (0.56) 2.93E-11 
(0.78) 

4.84E-5 (0.31) 

Overall 0.82 
(0.01) 

0.85 
(0.01) 

0.87 
(0.01) 

2.05E-9 (0.74)  6.06E-17 
(1.24) 

3.82e-10 
(0.54) 

[A-C] as in figure 7.30, layout of column 2 to 4: F-measure (SEM); layout column 5 to 7: significance paired t-test 
p (effect size g) 

7.3.8.  Scoring times 

Computational times for the automated scoring procedure for human recordings 

were as follows: UMH (n = 24) 14.95 s (SEM = 0.15); UOH (n = 28) 14.98 s (SEM = 

0.07). 
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7.4.  Discussion 

Scoring human polysomnography data requires the concurrent analysis of a 

multitude of different signals whose dynamics need to strike a balance between 

providing high precision and low invasiveness of the subject/patient. The implications 

are also substantial, as findings influence both research, diagnostics and 

therapeutics. Therefore, over the years, little compromise has been made in terms of 

reliability of scoring, and manual scoring has been practiced since the introduction of 

human sleep research. Therefore the goal of producing a robustly validated platform 

for automated sleep scoring was very ambitious, and required several layers of 

scrutiny across the spectrum of biology and engineering. The first aim regarding 

validation pertained to assessing whether Somnivore could preserve generalisation 

across experimental groups.  

In the case of UMH, generalisation remained in the range of ‘excellent’ to ‘intra-

trainer’ level across all vigilance states and overall, with the exception of N1 (figure 
7.1). When the alcohol group was inter-trained, however, generalisation dropped 

slightly but significantly for N1 and REM, bringing down overall generalisation to 

‘robust’. This highlights that inter-training is possible on human data while retaining 

very high generalisation. UOH cohorts yielded a slightly different outcome (figure 
7.2), as generalisation remained stable across groups for wake, N2 and REM. 

However, for N1 and N3, generalisation fell sharply for MOA recordings, bringing 

down overall generalisation to ‘robust’, while HOA and HYA remained ‘excellent’. 

This confirms reports in the literature that MCI has a strong effect on the EEG, 

introducing substantial noise and gross changes in terms of oscillations, such as 

delta (Beaulieu-Bonneau and Hudon, 2009), explaining, at least in terms of N3, the 

decrease in generalisation. As MCI has also been reported to play a role in REM 

sleep dynamics (Gagnon et al., 2009), it might also explain why REM also suffered a 

drop in generalisation. Unfortunately, UOH recordings were not double scored, 

negating the option to test whether disagreement was due to limits of machine 
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learning, biology or scoring methodology. Indeed, no published data is available on 

both intra- and inter-scorer agreement for polysomnography data from MCI patients, 

with obscurity regarding these dynamics. Nonetheless, even for MOA recordings 

generalisation remained strong overall, indicating that Somnivore can still be 

deployed for scoring MCI patients’ data.  

As with murine recordings, end-measure based generalisation has never been used 

for human automated sleep scoring algorithms, and so this was an important goal for 

the validation of Somnivore. For both UMH and UOH cohorts all end-measures 

produced the same experimental findings and reproduced experimental conclusions 

across manually and automatically scored data, with few exceptions. This was the 

case both at the level of single time bin comparisons (~85-100% agreement), and 

analyses over either the first half of the night (UMH recordings) or the whole night of 

sleep (UOH recordings). Exceptions to the above were observed, however, and are 

worthy of note. 

Latency to REM between UOH-HOA and UOH-HYA was not consistent. Manually-

scored data detected a significant increase in sleep latency for the HYA group 

compared with HOA, which was not detected by automatically scored data. It is 

important however to note that the level for significance for manually scored data 

was very low (p = 0.045), and would not amount to a significant effect if Bonferroni 

significance was applied (p < 0.025). Moreover, automatically scored data pointed to 

a trend in the same direction, and with medium effect size.  

For the UMH recordings, REM sleep latency was reported to significantly differ 

between placebo and alcohol conditions (Chan et al., 2013). However, this was not 

observed on both manually and automatically scored data (table 7.7). This is likely to 

be a problem of power, since the original study published by Chan et al. (2013) 

featured a sample size of (n) 22, while only a sample size (n) of 12 from the original 

cohort. In fact, Chan et al. reported a low significance for the finding (0.01 < p < 

0.05), and instead significance for manual and automated scored data, respectively, 

pointed to p values of 0.067 and 0.083 respectively, which intuitively might be 

significant with the addition of additional participants. Interestingly, inter-trained 
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alcohol recordings, instead, succeeded in replicating the original findings (p = 0.045). 

This corroborates the potential problem with power, and further suggests that an 

inter-trained system may, in certain conditions, be advantageous, as it would not 

suffer from the bias to experimental changes in polysomnography data that intra-

training would lead to, which may intuitively affect both an intra-trained system as 

well as manual scoring itself. The above also suggests that automated scoring in 

certain conditions may be able to yield more accuracy due to an absence of any 

human biases.  

Indeed, another discrepancy in the results may also point in this direction. 

Percentage N2 over the first half of the night did not differ significantly in the original 

publication from Chen et al. (2013) and this was confirmed with manually scored 

data (table 7.7). This is in contrast to traditional alcohol affected sleep data, where 

N2 was reported to become enhanced and occupy the period created by 

suppression of REM (Yules et al., 1966). While REM suppression was confirmed for 

both manual and automated scoring, only the latter (both intra and inter-trained) 

detected a significant increase in N2 in the first half of the night, with moderate p 

values (0.011 and 0.027 for respectively intra- and inter-trained data) and large effect 

sizes, in full agreement with historical data.  

Moreover, there might be further experimental issues that affect data from the UMH 

cohort, since none of the groups in this study, nor the original published study 

highlighted a difference in NREM sleep latency with alcohol consumption, which is 

nonetheless reported consistently in the literature (Gresham et al., 1963; Mullen et 

al., 1933; Yules et al., 1966).  

N1 generalisation remained inadequate across all F-measure based assessments. 

Interestingly, at the level of end-measures, most of the difference in scoring was 

reabsorbed, leading to the same experimental conclusions between manually and 

automatically scored UMH and UOH groups. The only exception was with the inter-

trained alcohol group of UMH, where the highly inadequate N1 generalisation (0.49, 

SEM = 0.01) lead to non-significant differences with respect to placebo. 
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Inter-scorer agreement between different combinations of automatically and 

manually scored hypnograms was also assessed. This is of particular importance, as 

it highlights a further problem with traditional validation protocols. When assessing 

generalisation on a classifier, intuitively the reader considers this value as absolute. 

However, generalisation, especially on supervised machine learning, is more a 

correlate of intra-scorer agreement, since it is designed to replicate the trainers 

scoring criteria. As a result, generalisation with respect to external scorers may 

decrease further. This is because the difference in intra-scorer generalisation 

(between human trainer and its classifier’s output) would multiply with that of the 

inter-scorer agreement with the external scorer. Therefore, it is required to assess 

generalisation not just against the original scoring trainer, but also against external 

scorers, to discover a better representation of external generalisation. For this task, 

Somnivore’s generalisation was compared in an array of combinations between 

automated and manual hypnograms for cohort UMH, which was double-scored. As 

predicted, generalisation decreased when automated hypnograms were compared 

with scorers that did not train their classifier (generalisations A1M2, A2M1; figure 
7.24). However, differences were limited, and even for those models, generalisation 

remained ‘robust’ to ‘excellent’ for all stages, with the exception of N1.  

Strikingly, all models compared were comparable, and often not significantly different 

from the gold-standard, inter-scorer agreement between the two laboratory members 

who scored the original data (model M1M2). In fact, for selected stages, such as N3, 

agreement was higher between scorer and his own automated hypnogram (models 

A1M1; A2M2). 

Interestingly, model A1A2, which compared inter-scorer agreements between two 

automated hypnograms trained by two different people generalised as much as the 

gold standard M1M2 on all metrics, and higher on selected stages such as N1 and 

N3. This provides encouragement for achieving the aim of standardisation within the 

sleep research field, as automated hypnograms generated by many scientists using 

Somnivore would have the same inter-scorer agreement as their respective training 

scientists have between one another. 
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With respect to N1, results highlighted important dynamics. N1 inter-scorer 

agreement was not statistically different between M1M2 and all the other models, 

with the exception of A1M2, demonstrating that scoring problems associated with N1 

are likely to lie more within our physiological understanding of this stage than being 

associated with limitations of machine learning technology. Surprisingly, no 

published data is available on the possibility of reclassifying N1 as a stage, and 

therefore this possibility was explored here. 

In order to evaluate whether N1 might be associated with intrinsic conceptual flaws, 

models that either considered N1 as wake or as N2 were generated. Interestingly, 

either case increased overall generalisation. However, reclassifying N1 as wake 

significantly decreased generalisation for both wake and REM, while reclassifying N1 

as N2 substantially increased generalisation of N2, and overall (figure 7.27). The 

same trend was reported when alternative 3-vigilance stages simplification models 

were generated for all human recordings (figure 7.28). This suggests that N1 

resembles more sleep than wake, which is conceptually both intuitive (N1 is 

considered part of NREM sleep) and problematic, since metrics of vigilance and 

consciousness are often remarkably similar to those of wake (Siclari et al., 2013). 

However, considering the poor inter-scorer agreements reported for N1 (Himanen 

and Hasan, 2000), it may be valuable to reconsider it as part of N2, rather than a 

separate stage, and the current analysis supports this idea. 

Another aim of the 3-vigilance stages simplification models was to assess whether 

the lower generalisation observed in human recordings with respect to murine data 

was due more to the higher number of vigilance stages (five vs three) or the longer 

epochs considered (30 s vs 4-10 s). The results support the former scenario. In fact, 

scoring human data with the same vigilance stages paradigm (model N123) as 

murine data produces statistically comparable overall generalisations (figure 7.28), 

with small differences on individual stages. Considering the high power of the 

analysis (n = 106) this is a powerful insight, hitherto unreported in the literature.  

Another aim of the human validation studies was to assess whether Somnivore could 

provide adequate generalisation in conditions of limited polysomnography data, as 
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might be the case with malfunctions, or to offer the opportunity to employ a simplified 

polysomnography set-up/equipment. As a result, generalisation was assessed on 

classifiers trained with either one EEG channel (either C1 or C3 depending on 

availability) or two EOG channels. This testing is important, since full 

polysomnography data is expensive, laborious and still somewhat invasive for a 

number of susceptible patients. Generalisation using one EEG channel was 

remarkable in that generalisation on all stages decreased significantly, but all metrics 

still generalised at a ‘robust’ level, with the exception of N2, which decreased to a 

high ‘average’ (figure 7.26). This was evaluated previously on simplified sleep 

stages (Wang et al., 2015) (Berthomier et al., 2007) and on standard stages 

(Stepnowsky et al., 2013) (Popovic et al., 2014). Results generated using Somnivore 

match and surpass these findings, in addition to demonstrating resilience across 

age, disease, and alcohol administration. However, the same outcome did not result 

for EOG only trained models. Generalisation in this case decreased substantially 

across all stages, and became inadequate for N2 and REM, while remaining robust 

for wake and average for N3 and overall. Nonetheless, these results matched those 

of the only similar attempt described in the literature (Virkkala et al., 2007), 

suggesting that EOG data alone is unlikely to provide enough information for correct 

scoring. However, while ‘EOG only’ trained automated scoring might not be suitable 

for comprehensive sleep studies, the data suggest it may preserve performance in 

simplified sleep stage setups, which may retain usefulness for specific applications, 

such as minimally-invasive portable devices.  

Investigations of reduced setups are important for both practical and economic 

reasons; and finding the minimum amount of training required for Somnivore to 

generalise adequately also addresses these priorities. Somnivore’s generalisation 

‘spikes’ and then plateaus with minimal training, which becomes robust from about 

20 training epochs onward. With five vigilance stages to train this equates to about 

50 minutes of manual scoring, which a trained sleep scorer can regularly perform in 

minutes (figure 7.29). 
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Overall Somnivore delivered excellent generalisation across all stages (with the 

exception of N1), resiliently across experimental conditions. Analysis speed was also 

remarkable, as after training, scoring recordings of ~7-12 h took an average ~15 s. 

Moreover, the possibility of removing or manually evaluating transition epochs offers 

the possibility of substantially increased generalisation across all stages (including 

N1) (figure 7.25), matching results seen with analysis of murine recordings.  
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 GENERAL DISCUSSION 
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8.1.  Introduction 
Sleep is one of the most critical physiological processes across all species with a 

nervous system, from insects to complex mammals, including humans. 

Consequently, biological factors leading to disrupted sleep have dramatic effects on 

health and wellbeing, and this has been documented extensively. However, medical 

research on sleep has lagged behind other fields somewhat, due to its mysterious 

dynamics, whereby it is hard to envision, and hard to study. Since the 

characterisation of vigilance states is cardinal to the survey of both physiology and 

therapeutics, sleep scoring has been the ‘elephant-in-the-room’ for sleep research 

since its creation. Sleep scoring is slow, laborious and tedious, and is generally a 

highly subjective and often inaccurate procedure, and therefore arguably the primary 

‘bottleneck’ preventing the sleep research field from flourishing.  

Automated analysis protocols have been attempted extensively throughout the last 

five decades, with generally limited success. Reasons for this mixed profile are 

numerous and include: 1) rigidity in the classification, which is unable to cater for 

inter-individual differences in polysomnography data; 2) lack of adaptability to allow 

for the highly subjective nature of sleep scoring; 3) inadequate ‘user-friendliness’ for 

users not proficient in software engineering; 4) inadequate polysomnography 

technology and machine learning implementations; 5) inadequate validation, rarely 

using ‘non-control’ subjects, and not analysing biological end-measures, just limiting 

metrics to those solely used by computational engineers. Insights into the dynamics 

within these aspects, as well as recent advancements in signal acquisition and 

machine learning technology led to the research presented in this thesis. Validation 

of Somnivore was pursued in three general proceedings described in the main three 

chapters of this thesis, the configuration studies, murine validation studies, and 

human validation studies. I have endeavoured to pursue an evidence based 

approach around the heuristic engineering of Somnivore, and its application in a 

variety of both experimental and data-bound challenges. This has generated a 

plethora of important findings, with an extremely promising outlook for the technology 

developed, both now and in the future. 
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8.2.  Summary of findings 

8.2.1.  Configuration of Somnivore 

The conceptual engineering of Somnivore was a challenging endeavour, particularly 

given few if any precedents in the literature regarding automated sleep scoring and 

SVM (Crisler et al., 2008; Yeo et al., 2009). Several components were approached 

by conventional signal acquisition methodology, while most required heuristic 

approaches and novel implementations, in line with the ‘art and craft’ of machine 

learning. The first dynamic taken into consideration pertained to user-friendliness, 

which was considered cardinal for the success of this project, and the wider 

implementation of Somnivore beyond that conducted within this PhD research.  

The first and foremost factor towards usability when deploying machine learning is 

the amount of training required for adequate generalisation. This parameter was set 

arbitrarily and a priori, according to my personal experience of manual sleep scoring 

and that of colleagues and others in the field. Therefore, the minimum possible 

amount of training was selected to be the training set size, according to epoch 

length. As the usability of Somnivore was aimed to be unparalleled in the field of 

supervised machine learning, this value was set ambitiously low. For epochs of 4 s in 

length training set size was limited to about 7 minutes of manual scoring per 

vigilance stage, for epochs of 10 s length, this value was set to about 8 minutes, and 

for epochs of 30 s at about 20 minutes. As anecdotally, experts can manually score 

12 hours of data in less than four hours of intensive work, this amount of manual 

scoring would require at most a few minutes to perform. Therefore, training set size 

was a fixed construct, upon which all other layers of Somnivore’s classifier 

configuration were optimised thereafter.  

The next step pertained to selecting the dimensionality of the input space (i.e., the 

number of signal features required for optimal learning). This parameter needed 

optimisation that followed contradictory dynamics. Generally, feature number relative 

to generalisation follows a bell-shaped curve, and often only a certain number of 

features are required to reach the peak, and performance drops thereafter, 
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according to theory of the ‘curse of dimensionality’. This was confirmed in the 

configuration studies using default kernel and hyperparameters. However, the 

largest number of features possible was required to allow express feature selection 

to succeed. The latter uses a priori knowledge of feature sensitivity to choose the 

best ranking ones to use for classification. Therefore, having the largest number of 

features available would enhance chances for the express feature selection strategy 

to select the most salient features in each recording. This was a worthwhile process, 

as results indicated that time savings between standard and express feature 

selection were dramatic, being reduced from several minutes to just a few seconds. 

Optimisation of the kernel and hyperparameters via the heuristic grid search strategy 

implemented in Somnivore dramatically changed the bell-shaped curve observed 

with the standard kernel and hyperparameters. This allowed for a large number of 

additional features to be included for learning that would have otherwise rapidly led 

to noise and ‘curse of dimensionality’. Therefore, the number of features selected for 

murine recordings was set at a substantial 120 for murine recordings, and 400 for 

human recordings. This enabled the successful implementation of the express 

feature selection strategy alongside optimal generalisation.  

Class balancing was also addressed, to cater for the different distribution of vigilance 

stage within the chronotype, and adjust weights within the SVM accordingly. This 

strategy was successful for murine recordings, with major benefits to generalisation. 

However, the same procedure failed for human recordings due to the rigidity of 

monophasic human sleep. Therefore, class balancing was set to default for all 

murine validation studies, and discarded for human ones. 

Consistency scoring rules are another important factor in sleep scoring. Somnivore 

encodes routines to apply these rules to automated scoring, and its effectiveness 

was evaluated. Different laboratories apply their own rules, and often document them 

in their published research. Notably, during a preliminary review of available data, 

several cohorts were observed to systematically infringe their published scoring 

rules, leading to the stipulation of what has been herein referred to as ‘empirical 

scoring rules’. In this regard, generalisation with declared, empirical and no scoring 
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rules was evaluated. Empirical scoring rules always generalised best, and were 

therefore selected as the default in all consequent validation studies.  

8.2.2.  Validation Studies 

Following implementation of all the findings obtained in the configuration studies 

Somnivore was deployed in a battery of validation studies on several murine and 

human cohorts. This was a challenging and unprecedented task, as no automated 

sleep scoring algorithm had hitherto been validated on both murine and human data. 

This goal was compounded by the presence of several non-control conditions, which 

were evaluated comprehensively, both in terms of F-measure and end-measure 

based generalisation.  

Several strategies were then deployed to challenge Somnivore’s scoring resiliency 

both in terms of non-optimal experimental and machine learning conditions. 

Therefore, the possibility of inter-training was evaluated, as well as conditions of 

signal challenged data, stage-simplified configurations and limited training set sizes. 

Furthermore, comprehensive inter-scorer agreement analyses were evaluated on 

human recordings between manual and automated scored data. Due to the 

comprehensive and high-throughput nature of Somnivore’s end-measure analyses 

several cautionary, novel biological findings were also detected.  

8.2.2.1.  Generalisation across experimental groups 

A weakness afflicting past attempts to validate automated scoring solutions has been 

the choice of testing cohorts. With very limited exceptions, most algorithms have 

been validated solely on control subjects, limiting their validity in most experimental 

environments, where control subjects are usually only half the data set. Therefore, a 

cardinal goal of Somnivore was robustly validating its performances on a variety of 

experimental conditions. In this regard, cohorts provided for this research were 

‘enriched’ with a wide diversity of species, strains, phenotypes, ages, pathology and 

pharmacological intervention. 

F-measure based generalisation was ‘excellent’ in all such conditions. With the 

murine data, no experimental condition led to a decrease in performance between 
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control and non-control conditions. Moreover, the absolute F-measure generalisation 

was consistently extremely high at 0.90 or more across all vigilance stages and 

overall. With the human data, results were analogous, with minor discrepancies. In 

UMH recordings, generalisation was unchanged between control and alcohol 

groups, although a minor drop was recorded for the inter-trained alcohol group. 

Nonetheless, even for the latter, generalisation remained from ‘strong’ to ‘excellent’ 

across all stages (minus N1) and overall. In UOH recordings, generalisation was 

analogous between HOA and HYA, but MOA recordings, registered lower 

generalisation, especially for N1 and N3. Nonetheless, generalisation for MOA 

recordings also remained ‘average’ to ‘excellent’ for all stages (minus N1). 

End-measures based generalisation was used with the goal of validating 

Somnivore’s generalisation using the metrics most widely used in sleep biology 

research. In murine recordings, end-measure analyses were highly comparable 

(~90%+ agreement) at the level of single time- bin comparisons. When intervals 

highlighted by single time-bin comparison were analysed by HSD, results were 

identical in all cases, from latency analyses, sleep based end-measures, and score 

specific signal features/whole spectrum analyses. Therefore, experimental 

conclusions derivable from manual and automated sleep scoring were 

superimposable. 

Human results pertaining to end-measures were analogous, with limited exceptions, 

in line with the lower F-measure based generalisation reported. Single time-bin 

comparisons always exceeded agreements observed with F-measure based 

generalisation, demonstrating that at least in some cases differences in raw 

agreement become attenuated and absorbed when end-measures are calculated, 

which was particularly the case for N1. However, REM latency in the UMH alcohol 

produced discrepancies, attributed to inter-training dynamics. In such cases, the 

inter-trained UMH alcohol group alone displayed significant changes, which was the 

only result in line with published literature. REM latency in the UOH group also 

displayed discrepancies, with only manual HYA data revealing significant changes. 

While manual scoring was only borderline significant (p = 0.045), and non-significant 

after Bonferroni correction, automated scoring still revealed a medium effect size in 
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the same direction. This was the only result in open discord with both manual data 

and published data. Otherwise, all interval based comparisons were consistent 

between manual and automated scored data, with the sole exception of N1 for inter-

trained UMH alcohol cohort, and N2 for automated UMH cohorts. As discussed, the 

latter results were discordant between manually scored data and historical sleep 

data on alcohol, but was concordant with automatically scored data, casting further 

doubt over the reliability of manual scoring. Remarkably, in the overwhelming 

majority of analyses, significance as well as effect sizes remained consistent 

between manual and automated scored data.  

Results confirmed the distinct possibility of inter-training paired experimental cohorts 

with baseline data in both murine and human data, important for user-friendliness, 

and very likely, a first in the literature of supervised machine learning in sleep 

scoring. 

8.2.2.2.  Generalisation on signal challenged data 

Somnivore was tested on several ‘signal-challenged’ conditions to further test its 

resilience with non-standard polysomnography data. This is an important level of 

validation, as it provides the basis for both preserved resilience in cases of corrupted 

data and deployment of simplified polysomnography apparatus. In murine 

recordings, this layer of scrutiny was applied on learning (teaching) undertaken with 

either one EEG channel or one EMG channel alone. Results revealed that learning 

with one EEG channel alone is a possibility with minimal loss of generalisation, as F-

measures remained above 0.85 for REM, and above 0.90 for all other stages and 

overall. Learning with only one EMG channel, on the other hand, did not produce 

satisfactory results. While wake F-measure remained above 0.90 and NREM above 

0.85, REM generalisation fell to almost 0.55. However, in cases where scrutiny of 

REM sleep might not be a core interest this possibility remains viable, leading to the 

possibility of substantially non-invasive polysomnography. In human cohorts, 

performance in the case of learning with only one EEG channel or two EOG 

channels was evaluated. Results for classifiers trained with one EEG channel only 

were analogous to murine data, with very limited loss of generalisation, which 

remained in the range strong to excellent for all stages and overall, except for N1 
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and N2. However, for data scored with two EOG channels only, trained classifiers 

did not lead to satisfactory results in terms of average inter-scorer agreement seen in 

the literature. In such cases generalisation remained strong only for wake and 

average for N3, decreasing to inadequate for N1, N2 and REM. This replicated 

results from the only previous reported attempt with this configuration (Virkkala et al., 

2007). According to the results, however, it is safe to speculate that this configuration 

may still perform robustly on classifiers working on simplified stages, which may find 

valuable application in the future.  

Furthermore, exclusion of transition epochs, a feature available within Somnivore, 

was found to consistently and robustly enhance generalisation, providing the 

possibility of excluding transition epochs altogether in such cases, or combining a 

mixed automated-manual protocol. 

8.2.2.3.  Generalisation and inter-scorer agreement 

As one of the cohorts provided for this research (UMH) was manually scored by two 

researchers, it enabled the study of inter-scorer agreement on several manual and 

automated configurations. Remarkably, both internal inter-scorer agreement 

(automated hypnograms against the manual hypnogram it was trained with), and 

external inter-scorer agreement (automated hypnograms against manual hypnogram 

from the other researcher) were comparable with the inter-scorer agreement 

recorded between the two researchers who provided UMH data (model M1M2). 

Importantly, the inter-scorer agreement recorded between automated hypnograms 

trained by different researchers (model A1A2) was statistically comparable with that 

of M1M2, with slightly lower results for N3, and substantially higher results for N1. 

These results broadly produce have two important implications: 1) they demonstrate 

the validation of Somnivore’s generalisation both on internal inter-scorer, and 

external inter-scorer agreement; 2) they demonstrate the validation, via model A1A2, 

of the potential of Somnivore to standardise automated scoring within the same 

laboratory, and potentially across laboratories. 
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8.2.2.4.  Generalisation on stage-simplified configurations 

Somnivore’s performance was tested on human data under conditions of vigilance 

stage simplified configurations. This type of scrutiny was applied for two reasons: 1) 

to investigate the nature of N1, as its generalisation consistently proved inadequate 

both in the current studies and in all published studies on inter-scorer agreement 

(Danker‐Hopfe et al., 2004; Himanen and Hasan, 2000); and 2) to investigate 

whether the lower generalisation reported with human recordings relative to murine 

data is more due to vigilance stages or epoch length. Results from this testing 

corroborated that N1 is a mixed state, often being classified more as either wake or 

N2. Overall generalisation increased in both cases when N1 was reclassified as 

either wake or N2 with respect to the standard configuration. However, reclassifying 

N1 as N2 always led to robustly higher generalisation, strengthening the case for the 

merger of N1 and N2 into a new state, sometimes reported in the literature as “light 

sleep”(Caffarel et al., 2006). Generalisation on models where all human sub-NREM 

stages (N1; N2 and N3) were merged into ‘NREM’, as in murine models, produced 

generalisation comparable to that of murine data. This suggests that vigilance stages 

rather than epoch length have the strongest influence on producing the lower 

generalisation observed in human data. 

8.2.2.5.  Training-set size 

Somnivore’s development was pursued with the two general aims of providing 

reliable generalisation towards the current gold-standard of manual scoring, while 

preserving the highest levels of user-friendliness possible. The most appropriate 

metrics of user-friendliness in a supervised machine learning based automated sleep 

scoring protocol pertain to technical settings and the amount of learning required. 

Somnivore’s technical settings have been kept to a minimum, and mostly rely on the 

setting of consistency scoring rules, which channels are considered for learning, and 

setting a potential chronotype. Importantly, all the above can be kept at default 

settings in most configurations. This leaves the amount of learning, which translates 

into the size of the training set, as the only metric to influence/control user-

friendliness. Training-set sizes relative to generalisation response, curves were 

generated, highlighting that a very minimal amount of learning is required to produce 
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adequate generalisation, with results pointing to training-set sizes even more 

optimistic than the ones chosen during the configuration studies. Thus, training-set 

sizes of as little as 30 epochs in murine data have been shown to produce F-

measure generalisation of 0.90 and above on all vigilance stages and overall. This 

equates to 5 minutes of training for epoch sizes of 10 s, and only 2 min for epoch 

sizes of 4 s, which would require a trained sleep scientist minimal time to complete. 

For human data, on the other hand, as little as 20 epochs of training per vigilance 

stage can produce strong generalisation across all stages (minus N1) and overall. 

This equates to 10 minutes of training. 

8.2.2.6.  Novel biological findings 

While the discovery of novel biological observations from scrutiny of the recordings 

provided is a collateral aspect of this research, several cautionary findings have 

been detected during the validation of Somnivore, and with permission from the 

providers of the original data, these can be showcased here. UBR recordings 

benefited from the unusual level of scrutiny provided by the STA, thereby detecting 

significantly different results for wake specific fractal exponent between placebo and 

muscimol treatments. While fractal exponent across vigilance state is a quite niche 

metric with limited descriptions in the literature (Acharya et al., 2005; Pereda et al., 

1998), these findings confirm its dynamics can play a statistically measurable role. In 

UBM recordings, on the other hand, the wake specific ratio between low gamma (31-

40 Hz) and high gamma (41-50 Hz) power was significantly different between wild 

type and transgenic narcoleptic mice. This could have wide implications in cognition, 

both in terms of physiology, diagnostics and therapeutics. In human recordings, 

UMH recordings differed in the amount of N1 subjects experience in the first half of 

the night following alcohol consumption. Research describing N1 changes following 

alcohol consumption is largely lacking. While the above findings are cautionary and 

need further investigation they still readily indicate the ease with which Somnivore 

can output findings via its high-throughput generation of end-measures (i.e. 

hundreds per channel). 
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8.3.  Future directions 

8.3.1.  Further validation studies inspired by the cohorts provided 

During the validation of Somnivore on the experimental data provided for analysis 

several paradigms gathered momentum for further testing and investigation. Inter-

training of data using baseline data proved to be a distinct possibility under the 

conditions examined, (i.e., caffeine treatment in SRI cohorts and alcohol 

administration in UMH cohorts). While this insight was powerful due to moderate 

subject numbers in both cohorts, further increasing the study power would 

consolidate these findings. Moreover, testing inter-training on a variety of other 

conditions would be of interest, including more pharmacological interventions, 

conditional phenotypes, and importantly, throughout the aging process, as it would 

be important to assess whether training sets have an expiry date, and if so, how long 

they might last. 

UMH cohorts were provided with double manual scoring, enabling the study of 

external inter-scorer agreement. This elucidated the excellent performance of 

Somnivore regarding this level of scrutiny, which has never been applied before on 

supervised machine learning paradigms of automated sleep scoring. However, this 

finding is currently based on and limited to two scorers, and therefore suggests the 

likely value of extending this analysis to more researchers, both internal and across 

different laboratories. Furthermore, the external inter-scorer agreement observed on 

UOH-MOA recordings was generally lower, while remaining strong overall. Both 

intra- and inter-scorer agreement data on recordings from MCI patients is currently 

lacking, therefore limiting speculation on how Somnivore fared under these 

conditions. Therefore, studies of intra- and inter-scorer agreement on recordings 

from MCI patients are warranted, and considering that power from the cohort 

considered was moderate (n = 7), increasing the number of participants should lead 

to more robust results. 

Another success story from the validation studies was the comparison of end-

measures extracted from score specific power spectra. Plots generated on SRI 
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cohorts treated with zolpidem 10 mg/kg produced trends between manually and 

automatically scored data that were as close as producing total graphical and 

statistical superimposition. This is an important result, but the extremely limited 

power for these conditions (n = 2) strongly suggests that reproducibility in studies of 

more participants should be sought.  

Finally, a limited number of discrepancies were detected between manually scored 

data in the UMH cohort and published results extracted from the original data. This 

was attributed to the different power between the original cohort (n = 22) and that 

provided for this analysis (n = 12). Therefore, to fully ascertain the dynamics beyond 

these discordant statistics, it would be important to replicate the validation studies for 

UMH cohorts using the same recordings tested in the original published research.  

Finally, as validation of automated sleep scoring has been shown to reach 

generalisation performances in human recordings equal of those reported on murine 

data using simplified staging, a further powerful insight could be provided by 

attempting the validation of human sleep scoring using epoch lengths usually 

deployed on murine data (e.g. 4 or 10 s). Should this succeed, it would conveniently 

enable a far more precise characterisation of human sleep data, surpassing the 

arguably old-fashioned constraints intrinsic to epoch lengths of 30 s.  

A pilot case study was generated within the configuration studies to validate the 

automated training routine, and provide initial insights into Somnivore’s user-

friendliness. Manually trained automated scoring required on average less than 5 

min to score 30 h of recording, dwarfing the several hours of intensive work that are 

usually associated with such recording durations. As this is a limited case study, it 

will be interesting to survey more comprehensively how long an average sleep 

scientist takes to become acquainted with Somnivore’s functionalities. As a step in 

this direction, Somnivore was recently used for the analysis of a cohort of C57Bl/6J 

mice (n = 12) dosed with either methylcellulose or zolpidem (10 mg/kg, i.p.). The 

recordings were 24h each, totalling 576 h. Somnivore enabled one user to score the 

entire cohort in 16 h from the beginning of the training procedure to the end-

measures report generation. Considering that manual scoring of 24 h recordings is 
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anecdotally reported to take 4 h of intensive work, Somnivore enabled a ~92% time 

saving. Results were independently confirmed by Prof Daniel Hoyer (The University 

of Melbourne) and Dr Laura Jacobson (The Florey Institute of Neuroscience and 

Mental Health).

 

Figure 8.1. Sample output graph from the Hoyer-Jacobson cohort of mice 
Longest NREM bout length, averaged over 5 min bins post treatment. Shaded areas 
represent control groups ([A]). Black box represents lights-off period. Red arrow represents 
treatment times. Asterisks represent significant differences, paired samples t-test, p < 0.05. 
Error bars and shaded areas width represent SEM.  

8.3.2.  Beyond murine polysomnography 

While murine and human data constitutes the overwhelming bulk of 

polysomnography sleep research, studies are also done in less conventional animal 

models such as dogs (Pickworth et al., 1982), cats (Lancel et al., 1991), pigeons 

(Tobler and Borbély, 1988), penguins (Buchet et al., 1986), dolphins (Oleksenko et 

al., 1992), seals (Mukhametov et al., 1985) and others, all the way to non-human 

primates (Crowley et al., 1972). Indeed, the technology offered by Somnivore is 
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theoretically available to alternative species, and contacts have already been made 

to access polysomnography data from non-conventional animal models. Therefore, 

within a newly established collaboration, future analysis will focus on validation 

studies using cat, starling, and sloth polysomnography data.  

8.3.3.  Features present in Somnivore currently non-validated 

During the development of Somnivore, several features were included (encoded) 

that were not validated with the polysomnography data provided by the internal and 

external collaborating laboratories. These will be briefly discussed below. 

8.3.3.1.  Baseline normalised and accumulation end-measures 

Amongst the end-measures available, a number offer the opportunity to consider 

circadian time (CT) matched baseline comparisons. This is important when 

comparing the effects of an experimental condition with a control period within the 

same recording, often 24 h prior. Indeed, the STA can compute baseline normalised 

and accumulation end-measures. The only cohort that provided longer than 24 h of 

data was UBM (30 h), but since the phenotype was constant across the entire 

recording such metrics were not deemed pertinent. Therefore, validation studies 

involving experimental conditions with a prior 24 h baseline would provide insight into 

these end-measures. Moreover, reconfiguration of the STA to provide the possibility 

to use a CT-matched baseline from another recording may also bypass the current 

limitations. For example, this would have enabled the computation of baseline-

normalised and accumulation end-measures from SRI and UMH cohorts. 

8.3.3.2.  Automated sleep apnoea and seizure scoring 

The same supervised machine learning infrastructure deployed for automated sleep 

scoring also offers within the SSM the opportunity to use polysomnography data to 

train and automatically score sleep apnoea, as well as seizure events. Unfortunately, 

no sleep apnoea or seizure scored data was available during the course of this 

research, abrogating the option to validate these important components of 

Somnivore. Therefore, future studies will focus on validation studies on sleep apnoea 

and/or seizure-scored polysomnography data. 
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8.3.3.3.  Automated signal quality surveying 

Somnivore’s SSM contains threshold based components specifically designed to 

detect artefacts and signal disconnections on all channels available. This has wide 

implications, since the STA also offers the opportunity to remove flagged epochs 

from computation of end-measures. Therefore, comprehensive validation studies 

both on F-measure and end-measures based generalisation are warranted.  

8.3.4.  Expansions of Somnivore’s technology 

8.3.4.1.  Real-time scoring and biofeedback driven research 

Embedded within Somnivore is the possibility to acquire data directly in real-time 

from analogue to digital (DAQ) acquisition hardware (currently compatible with a 

variety of National Instruments™ DAQs). This code was extensively tested during 

Somnivore’s development phase before the experimental recordings used in the 

validation studies became available. Therefore, data can be acquired real-time from 

either tethered systems or using telemetry technology (tested with DSI™ F40EET 

telemeters). Real-time scrutiny of the signal offers several experimental benefits. 

First and foremost, this possibility can allow monitoring of the health of the subject 

and the integrity of the signal real-time, enabling fast responses in case of critical 

health implications, and hardware malfunctions, with stark benefits in terms of ethics, 

caretaking and signal diagnostics. 

The engineering of biofeedback driven research is also a distinct opportunity using 

Somnivore. Indeed, Somnivore is also equipped to score polysomnography data ‘on 

the go’, either manually or automatically. Overall, this enables the possibility to 

control an output electronically, from a simple alert, to external specialised 

equipment. In the case of sleep research, another ‘elephant in the room’ is sleep 

deprivation (SD) methodology. The gold standard of SD is still an array of 

procedures that has largely remained unchanged for decades. The most established 

protocol available today is a range of unstandardized practices coming under the 

umbrella term of ‘gentle handling’ (McEwen, 2006; Shaw et al., 2002), which consists 

of constant supervision by trained experts, who rouse the animal whenever it is 
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reported/recorded as asleep, usually by mechanical means such as cage shaking, 

poking, air puffs, etc. Intuitively this procedure extends the burden for the 

investigator already provided by manual sleep scoring to sleep deprivation, as it is 

laborious, inefficient, expensive and highly stressful for the animal/subject (and the 

researcher). Unsupervised techniques on the other hand mostly rely on ‘hazards’, 

such as the flower pot protocol (Mendelson et al., 1974), or exposure to freezing 

temperatures (Franken et al., 1993). Therefore, the need for advances in the 

methodology of experimental SD is compelling. Several solutions have recently 

begun to appear in the literature (Chauveau et al., 2014; Gross et al., 2015), 

showcasing an ability to control mechanical devices to mechanically rouse the 

animal with no exposure to human researchers. However, the available solutions are 

still far from established, with a genuine need for new solutions to advance the field. 

Therefore, all the advantages offered by Somnivore’s performance, and validated in 

the current studies, can also be applied to SD technology that it could be engineered 

to control. 

A cutting-edge technology that can benefit from a biofeedback output is 

optogenetics. Optogenetic technology since its inception in 2003 (Deisseroth, 2011) 

has found a plethora of applications in neuroscience, including sleep research. A 

biofeedback driven optogenetic system would offer a myriad of benefits and 

applications. Indeed, optogenetics has been deployed before to induce sleep 

deprivation (Rolls et al., 2011), as well as for the modulation of neural pathways that 

contribute to sleep architecture (Tsunematsu et al., 2011). The extremely precise 

localisation of optogenetic modulation of neuronal activity as well as its extremely 

fast dynamics would benefit markedly from a real-time triggering system such as a 

live biofeedback loop. Plans are already underway in our laboratory to adapt 

Somnivore to act as a biofeedback trigger of optogenetic signalling.  

8.3.4.2.  Portable implementations 

Real-time acquisition and scoring could find very powerful applications in a portable 

system, and applications can be extremely diverse. Moreover, validation studies 

described in this thesis ascertained that adequate scoring of vigilance stages is 
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possible in the presence of simplified polysomnography setups. This offers several 

potentially useful applications. As validation studies on human cohorts indicated that 

generalisation on the scoring of wake remains robust in the case of scoring 

undertaken using learning pursued using only one EEG channel, one EMG channel 

or two EOG channels, this potential rig may be built using a simple EEG dot on the 

forehead or/and around the eyes. This might enable the accurate scoring of wake 

and stage simplified sleep (potentially with no differentiation between NREM stages 

and REM sleep). 

This could find a powerful application in a portable device that could alert a motor 

vehicle driver of potentially hazardous bouts of sleep. Strikingly, if human sleep 

scoring may be validated on epoch lengths as small as 4 s or smaller this would 

provide tangible life-saving intervention. Furthermore, a portable system capable of 

triggering systems via a biofeedback loop may be able to advance several 

technologies already present, one example being activation of CPAP devices upon 

detection of sleep apnoea events.  

As one of the main disadvantages of CPAP technology is the substantial noise these 

devices generate, it may be possible to activate the engines only on-demand, when 

upper airways pressure falls below a critical level, or when stage simplified sleep is 

scored. This would allow patients to fall asleep in conditions of silence, and activate 

the machine once the patient is already asleep so that sensorial awareness is 

decreased. Currently no CPAP technology allows this extremely powerful 

functionality.  

8.3.5.  Commercialisation 

As described in Chapter 2.8, several automated sleep scoring platforms have been 

proposed and validated over many years, albeit affected by limitations that thwarted 

their wider implementation, of which, one of the most critical is user friendliness. 

Therefore, as proposed throughout the general aims in Chapter 1.4, Somnivore has 

been developed to provide superior machine learning performance over automated 

sleep scoring with the most accessible user friendliness. While several alternative 

automated sleep scoring classifiers have provided adequate performances in their 
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respective validation studies, only those that can be operated by users without an 

engineering background would come in direct competition with the technology 

described in this thesis. Moreover, several further criteria need to be considered to 

survey the competitiveness of sleep scoring platforms. These include whether: 1) 

supervised machine learning technology is available, to cater for variability in both 

inter-subject/inter-treatment signal signatures and inter-scorer scoring criteria; 2) 

generalisation is resilient across multiple species (e.g. mouse, rat, human); 3) 

validation has been comprehensive and via peer reviewed channels; 4) high 

throughput computing of end-measures is available.  

Several solutions have been developed in conjunction with a GUI that allow users 

without explicit engineering background to have variable degrees of control over the 

sleep scoring process: 1) Neuroscore™ (Data Sciences International (DSI), USA); 2) 

Sirenia™ (Pinnacle Technologies Inc., USA); 3) Michele Sleep Scoring™ (Younes 

Medical Technologies, USA); 4) SleepSign™ (Kissei Comotec Co., Ltd., Japan); 5) 

SleepScore™ (ViewPoint, France); 6) Somnolyzer™ (Philips, Netherlands). 

8.3.5.1.  Neuroscore™, DSI 

Neuroscore™ was released in 2007 and is now in its 3.2 version, providing control 

over manual scoring with a versatile and powerful GUI (figure 8.2). It is currently 

marketed towards mouse, rat and large animals (unspecified). However, it does not 

indicate compatibility with human recordings. Neuroscore™ also caters for several 

end-measure computations, as well as sleep bout analysis. Neuroscore™ does offer 

an optional module advertised to provide automated sleep scoring to users with 

minimal knowledge of signal engineering via methods named ‘Protocols’. Protocols 

are collections of feature threshold-based classifiers named ‘Detectors’. Detectors 

available are: amplitude (EEG; EMG); delta/total power; theta/delta power.  
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Figure 8.2 Neuroscore™ GUI for sleep scoring 
Therefore, Neuroscore™ does not provide machine learning capabilities, and while 

its support for manual scoring is remarkable its control over automated sleep scoring 

appears extremely laborious and not user-friendly to users without an engineering 

background. Furthermore, as threshold-based approaches are set a priori, they 

cannot cater for signal variability both inter-subject and between treatment, without 

extensive tweaking. Accordingly, while a PubMed search (04/04/2017) using “DSI 

Neuroscore sleep” as keywords returned thirty-seven (37) research papers, only 

twelve (12) from eight (8) different groups used its automated sleep scoring 

component (Borniger, 2014; Borniger et al., 2015; Borniger et al., 2013; Greenwood 

et al., 2014; Moscardo and Rostello, 2010; Münch et al., 2013; Sahu et al., 2013; 

Sahu et al., 2012; Schwartz and Mong, 2013; Schwartz et al., 2016; Siwek et al., 

2014; Wiggins et al., 2013). Considering that at the time of compiling this 

assessment, Neuroscore™ automated sleep scoring capabilities have been 

available for a full decade this outcome is arguably disappointing.  

8.3.5.2.  Sirenia® Sleep Pro, Pinnacle Technologies Inc. 

Sirenia® Sleep Pro (SSP) was released in 2011 and is now in its 1.73 version. SSP 

provides the user comprehensive control over manual scoring, and provide 
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functionalities rarely seen otherwise, such as the possibility to cluster score 

recordings (figure 8.3). 

 

Figure 8.3. Manual cluster scoring functionalities of SSP 
SSP is advertised to be exclusively deployed for mice and rats. SSP can also 

compute several end-measures as well as sleep bout analysis. Overall, SSP 

provides remarkable user-friendly GUI and experience. SSP also offers automated 

sleep scoring capabilities (figure 8.4), again wholly dependent upon threshold 

settings, with pros and cons comparable to those of Neuroscore™. 
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Figure 8.4. Automated threshold scoring functionalities of SSP 
As of 04/04/2017, after 6 years of operations, SSP currently features in 24 sleep 

publications (PubMed, keyword ‘Pinnacle Sirenia sleep’), of which only one declares 

the use of its threshold-based automated technology (Roundtree et al., 2016). 

8.3.5.3.  SleepSign™, Kissei Comtec 

Released in 1999, SleepSign™ is one of the oldest and most established software 

packages for scoring and analysis of polysomnography data. SleepSign™ is now at 

its 3.0 version and provides a guided procedural framework to manually score and 

produce study reports. However, its GUI has not undergone major updates over the 

years, and compared with its current competitors SleepSign™’s look, feel and 

procedures appear somewhat clunky and outdated (figure 8.5). 
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Figure 8.5. SleepSign™ scoring workspace 
Remarkably, SleepSign™ features automated scoring capabilities since its first 

conception. Nonetheless, the strategy deployed is again limited to threshold-based 

classification, requiring a great deal of engineering-based expertise and extensive 

fine tuning (figure 8.6). SleepSign™ is expressively indicated to be only used on 

rodent (mouse, rat) data.  
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Figure 8.6. SleepSign™ automated sleep scoring threshold controls 
Since its inception, SleepSign™ has featured in hundreds of sleep related articles, 

and ~130 papers (PubMed search, 07/04/2017) have used its automated scoring 

capabilities in almost 20 years on the market. SleepSign™ has been considered an 

‘institution’ in the sleep science field, but its stature and usage has declined since the 

introduction of more modern solutions. Version 3.0 was released in 2009 and the last 

update available (3.0.0.812) dates back to 2012, raising the possibility that 

SleepSign™ may become obsolete and/or be discontinued. 

8.3.5.4.  Michele Sleep Scoring™, Younes Medical Technologies 

Michele Sleep Scoring™ (MSS) is a more recent software package, released by Dr 

Magdy Younes and Ms Michele Ostrowski in 2013 through Younes Medical 

Technologies (YMT) (Malhotra et al., 2013). MSS underwent comprehensive 

validation in-house, solely intended to be used on human recordings, and was 

subsequently approved for clinical use by the US Food and Drug Administration 

(FDA) (Younes, 2017). YMT has decided to implement a unique marketing and 
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technical strategy with MSS as the software is not available to customers as an 

installable solution. MSS is currently only offered online as a service, run on YMT 

servers and only accessible through a “Michele Data Viewer”, referred to in the user 

manual as ‘Viewer’. Therefore, the user is required to upload polysomnography 

recordings online to YMT, and then operate MSS through the Viewer. The Viewer 

offers a modern GUI to the user, through which to manually score the data. 

Interestingly, the automated scoring component of YMT is not available for the user 

to control, and it is operated exclusively by YMT. Results are returned to the Viewer 

for the client to review, and if necessary manually rescore parts of the hypnogram 

(figure 8.7).  

 

Figure 8.7. Workspace of the MSS Michele Data Viewer 
Therefore, MSS automated scoring capabilities are offered to the user as a protected 

and closed, ‘black box’ without any opportunity for customisation. While the 

technology deployed for automated scoring is not disclosed, the fact that no time 

appears to be necessary for training suggests that this is an unsupervised scoring 

strategy, either threshold-based (thresholds are explicitly mentioned in the user 

manual for apnoeas scoring), or unsupervised machine learning based strategies. 

Since its inception in 2013 MSS features to date in nine (9) publications, all of which 

feature the inventor (Dr Magdy Younes) in the author list (Azarbarzin et al., 2014; 
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Azarbarzin et al., 2015; Malhotra et al., 2013; Meza-Vargas et al., 2016; Younes and 

Giannouli, 2015; Younes and Hanly, 2016; Younes et al., 2015a; Younes et al., 

2016; Younes et al., 2015b). Therefore, while the project appears solid and 

promising, it is probably too early to safely assess the success of this technology and 

whether it is being implemented widely outside the work done at YMT.  

8.3.5.5.  SleepScore™, ViewPoint 

SleepScore™ was developed by ViewPoint in France as a mean to bridge 

polysomnography acquisition with real-time automated scoring and the control of a 

sleep deprivation apparatus developed in-house and then commercialised (figure 
8.8). 

.  

Figure 8.8. The ViewPoint sleep deprivation apparatus, controlled by 
SleepScore™ 
SleepScore™ is comprised of three modules: 1) ‘Sampling’; 2) ‘Scoring’; 3) 

‘Counting’. The Sampling module is responsible for signal acquisition, with up to 32 

channels, up to 2 KHz sampling frequency. The Scoring module allows both manual 

and automated sleep scoring. ViewPoint states that SleepScore™ is equipped with a 

‘Prescore’ function, capable of automatically generating hypnograms with 90% 

accuracy compared to manual scoring. However, no reference to validation studies 



The Florey Institute of Neuroscience and Mental Health, The University of Melbourne 

Giancarlo Allocca 

308 

 

 

is provided, and these do not appear to be present in the literature, leaving these 

statements unsubstantiated. Nonetheless, ViewPoint states that: ‘The algorithm 

performs a self-learning and scores the vigilance states by a probability method 

based on the EEG and EMG characteristics defining the various states of vigilance’, 

hinting that this method may rely on unsupervised machine learning. Moreover, 

SleepScore™ is advertised to also learn from manual scoring, suggesting that 

supervised machine learning may also be available. Finally, the Counting module 

takes care of computation of end-measures and reports generation. SleepScore™ 

provides a friendly, clean and modern GUI, and as stated in the marketing 

documentation, the need of customisation is kept at a minimum, boasting remarkable 

user-friendliness (figure 8.9). SleepScore™ is only available for use in rodent 

models and no attempt has been made to extend this technology to human data.

.  

Figure 8.9. SleepScore™ Scoring module workspace 
Since its launch in 2011, only one (1) publication to date (08/04/2017) features this 

technology (Chauveau et al., 2014), and no study in the literature associates any 

automated sleep scoring technology with ViewPoint. Therefore, while ViewPoint 

SleepScore™ appears a strong, versatile and modern solution, several important 

questions remain unanswered. 
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8.3.5.6.  Somnolyzer™, Philips 

Somnolyzer™ was originally developed in 2005 by Siesta Group (Vienna, Austria) 

(Anderer et al., 2005), before being acquired in 2010 by Philips, which made it its 

flagship solution for polysomnography data analysis and sleep scoring. Philips has 

since continued to develop Siesta Groups’s last version of Somnolyzer™, 24x7, 

proceeded with full validation (Anderer et al., 2010), and promoted it globally. 

Somnolyzer™ takes care of data from acquisition to report generation and features a 

modern GUI. Automated sleep scoring is provided via unsupervised machine 

learning (figure 8.10), and hypnograms are generated with three (3) bands of 

scoring confidence, from high (green), and medium (yellow) to low (red). The user 

has the option to manually correct these regions before proceeding with end-

measures analysis.  

 

Figure 8.10. Overview of Somnolyzer’s automated classifier design 
Since 2005 Somnolyzer™ has featured on ~200 scientific publications and has 

expanded further into apnoea and leg movement detection. It is currently certified for 

human data analysis only. 
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8.3.5.7.  Somnivore’s challenges and opportunities 

As discussed, Somnivore enters a commercial market replete with software analysis 

options that have failed to establish themselves strongly in the field. The most 

established in their respective niches, SleepSign and Somnolyzer, are still a way 

from being strongly established, as their respective citations in the literature over 

their lifetime are dwarfed by the number of sleep-related studies published every 

year, which was some 3,800 articles just in 2016 (Google Scholar search, keyword 

‘sleep scoring EEG’). As discussed, there are many dynamics that might have led to 

this scenario, ranging from inadequate GUI, lack of validation across species, lack of 

end-measures computation and a lack of a supervised machine learning technology. 

Somnivore attempts to bridge these gaps, and potentially expand its usefulness to 

more conditions (table 8.1).  

Table 8.1. Comparison of Somnivore against competitors 

 Machine Learning Biofeedback Species 
Validated 

End-
measures 
validated 

Publications/ 
Lifetime 

ratio 
Neuroscore No No Mouse, Rat No 1.2 (2007) 

Sirenia No No Mouse, Rat No 0.2 (2011) 
SleepSign No No Mouse, Rat No 7.2 (1999) 

Michele Unsupervised* No Human No 2.3 (2013)  
SleepScore Unsupervised+Supervised* Yes Mouse, Rat No 0 (2011) 
Somnolyzer Unsupervised No Human No 16.7 (2005) 
Somnivore Supervised No Mouse, Rat, 

Human 
Yes 1 (2016) 

*speculated 

Currently, only SleepScore and Somnivore offer supervised machine learning 

capabilities, and SleepScore is the only package to offer biofeedback control. 

However, as discussed, the low number of citations of SleepScore in the literature 

has cast doubts over its broad effectiveness. Currently, Somnivore is the only 

package to be validated across mouse, rat and human data. The implementation of 

supervised machine learning provides intuitive control over the automated sleep 

scoring procedure. The current lack of biofeedback control in Somnivore is its largest 

technical gap, and it is planned to address this (see Future Directions). 
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8.4.  Conclusions 

In this thesis, I have endeavoured to showcase and validate the technology I 

developed during my PhD research project, namely ‘Somnivore’, a user-friendly 

platform for automated scoring and analysis of human and murine polysomnography 

data. 

Somnivore was developed using state-of-the-art supervised machine learning 

technology, with SVM at its core, pursuing a strategy built around both theoretical 

and heuristic approaches. This led to a multi-layered system capable of learning 

from extremely limited training sets, using large input space dimensionalities, from a 

rich variety of polysomnography inputs, in rapid computational times. Further levels 

of control have been provided via the implementation of consistency scoring rules, 

selective enabling of training channels, and chronotype settings.  

For a development strategy, validation was pursued to deal with the numerous 

contentious dynamics that have led to a general lack of ongoing use of previous 

attempted solutions. Somnivore generalisation was pursued both at the level of 

canonical classifier evaluation metrics such as F-measure and experimental end-

measures more germane to traditional biological sleep research. Furthermore, 

Somnivore was validated for numerous experimental conditions in the attempt to 

overcome the limitations of validating control subjects only (i.e., baseline, placebo, 

wild type), which has hitherto been the most common approach pursued in the past. 

Somnivore, generated superior generalisation, with high power, on both murine (n = 

54) and human (n = 52) data, which included multiple rat strains (Sprague-Dawley, 

Wistar), mouse phenotypes (wild type, orexin neuron-ablated transgenic), numerous 

pharmacological interventions (placebo, alcohol, muscimol, caffeine, zolpidem and 

almorexant), and a range of human subjects (both genders, younger and older, and 

subjects with MCI). Such a diverse array of experimental subjects/conditions is 

largely unparalleled in the literature on automated sleep scoring algorithms. This is 

an important result, as it validates that Somnivore’s supervised machine learning 

approach implements strategies to ‘mine’ classifiers configurations 



The Florey Institute of Neuroscience and Mental Health, The University of Melbourne 

Giancarlo Allocca 

312 

 

 

(features/hyperparameters) to identify which ones would work across such a variety 

of subjects, experimental conditions, and species.  

Furthermore, Somnivore’s generalisation was evaluated using ‘signal challenged’ 

data, and provided excellent performance for all conditions when using only one 

EEG channel for teaching. Excellent results were also obtained for teaching/learning 

using only one EMG channel or two EOG channels. Furthermore, validation studies 

highlighted that a substantial part of the disagreement between manual and 

automated hypnograms was located within transition epochs. As Somnivore has 

several features geared towards the management of transition epochs, further 

control over generalisation is also possible.  

Comprehensive inter-scorer agreement analysis was conducted on human data, 

illustrating how internal and external inter-scorer agreement provided by Somnivore 

is comparable to the gold-standard, the inter-scorer agreement between two experts 

trained within the same laboratory. Results also highlighted critical problems within 

the scoring of stage N1. However, inter-scorer agreement validation studies also 

confirmed what has been previously reported, that N1 is a volatile stage that 

systematically fails to produce adequate agreement even between trained experts, 

within the same laboratory or between laboratories. Moreover, Somnivore’s 

generalisation on N1 was also comparable to that of the gold standard, and in fact 

higher between hypnograms that were both generated automatically, providing a 

promising outlook for eventual sleep scoring standardisation. Further investigations 

of simplified vigilance stage configurations highlighted how N1 is substantially more 

ascribable to N2 than wake, paving the way for the potential reclassification of this 

‘troublesome’ sleep stage. Furthermore, human recordings scored with simplified 

sleep stages resembling those of murine recordings were reported to provide 

comparable generalisation. This finding may reflect how different vigilance stages as 

opposed to different epoch lengths may lead to the lower generalisation reported on 

human data. Due to the high-throughput nature of Somnivore’s analyses of 

experimental end-measures, several cautionary novel findings were also detected 

from the recordings provided by different laboratories for analysis as part of this 

research.  
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As user-friendliness was regarded as paramount in the design of Somnivore, most 

configuration settings have been designed to run ‘under the bonnet’, as feature 

selection (through express and standard feature selection, both automated 

procedures), hyperparameters (through automated optimisation) and class balancing 

(through default chronotypes) are all managed without need of explicit user control. 

The user is only required to manually score between 40-50 epochs per vigilance 

state to train the machine learning, and no knowledge of SVM theory or machine 

learning overall is required.  

Overall, this thesis describes the creation and comprehensive validation of 

Somnivore, which can now be deployed as a reliable, robust, adaptive, and rapid 

solution for the automated scoring and analysis of human and murine 

polysomnography data. 
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